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Extended Abstract

Supplier Impersonation Fraud (SIF) is a special type of fraud occurring in a Business-
to-Business context, occurring when a company supplying goods and services to an-
other company is impersonated by a fraudster in order to trigger a payment to an
illegitimate bank account owned by the fraudster. While this type of fraud has been
a threat for numerous years, the democratization of digitized B2B transactions and
the increase of interconnection between companies through the wide adoption of the
Internet have made the task of detecting and leveraging SIF harder and harder. Tra-
ditionally, fraud detection has been handled by a team of investigators, or automated
expert systems. However, if the current trend in business digitalization holds, the num-
ber of transactions to investigate will soon exceed the capacity of human-based fraud
detection. Thus, the need for automated fraud detection systems arises. Early auto-
mated fraud detection systems are expert systems, based on a set of rules hard-coded
by human developers using expert knowledge. Such systems, while mitigating the
issues of the number of frauds, are unable to cope with the second major issue intro-
duced by the extensive digitization of B2B trades: the dynamic and rapidly changing
nature of frauds. Rule-based automated systems still require extensive human inputs
to adapt to new frauds and maintain reliable performances through time, and this cost
appears prohibitive when many frauds occur, or when the frauds evolve rapidly. Fi-
nally, due to the confidential nature of SIF and the specificity of the B2B ecosystem in
which it takes place, there isn’t any publicly available formalized framework address-
ing SIF detection is available, and thus no collaborative effort between companies can
take place, as each company wants to protect its expertise in fraud detection from both
fraudsters and competitors.

In this thesis, we propose two fraud detection systems based on data analysis as a
way to address the issues described above. We first introduce a comprehensive anal-
ysis framework for SIF detection systems, and postulate the bank account used for a
payment is a distinguishing feature indicating fraud. We then propose two data-driven
systems to perform SIF detection: ProbaSIF that uses Bayesian theory, and GraphSIF
that relies on graph theory. Each of them uses the historical transactions conducted by
companies in order to construct a model of a companys legitimate payment behavior,
and then compares targeted transactions to these models in order to assert their legit-
imacy. As no reliably labeled dataset of legitimate and fraudulent transactions exist,
the data models are constructed in an unsupervised fashion. This kind of unsupervised
detection system is called Anomaly Detection, as the aim is to assert if a suspicious
transaction is abnormal or normal with respect to the usual transactions performed by
a company. These two systems are built using traditional Machine Learning processes.
First, a training phase is performed, where the historical transactions are used to com-
pute a model, and then a testing phase is conducted in order to assert the legitimacy of
each targeted transaction.

The thesis is organized as follows: first, we introduce a comprehensive overview
of the B2B transaction process, where client companies and supplier companies ex-
change payments in for goods and services. We then focus on the definition of a
transaction and its different components. We describe the concept of Supplier Imper-
sonation Fraud, using scenarios based on real-life fraud attempts, in order to formalize
the issue. We also describe the expert system used by SiS-id, a company specialized in
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Supplier Impersonation Fraud detection and mitigation, and the dataset they provide
to create data-driven fraud detection systems.

We then introduce ProbaSIF, a SIF detection system that uses probabilistic the-
ory and Bayesian inference to assert the legitimacy of a B2B transaction. ProbaSIF
compute the probability of an account to be used by a specific client to pay a specific
supplier, and assert the legitimacy of a transaction by comparing the account used with
the probabilities. ProbaSIF is proposed with two distinct models: one that focuses on
the account’s probability to be used to pay a specific supplier by a specific client, and
the other that aggregates this probability over all the clients involved with this supplier,
thus representing an account’s probability to be used to pay a supplier based on the
collaborative knowledge of all the clients. We show that ProbaSIF is faster than SiS-id
expert system when classifying transactions, and that its results in terms of anomalous
frauds are consistent with the expert systems. We also show that the collaborative data
of more clients allows to prevent false positives.

GraphSIF, the second SIF detection system that we propose, aims to infer knowl-
edge from the relational properties created by the transactions of a company. First, a
sequence of graphs modeling the links between companies and accounts is created by
aggregating the transactions. It is called the behavior graph. A targeted transaction
legitimacy is asserted by analyzing the patterns formed when it is added to the most
recent graph of this sequence. Due to the potentially high number of patterns that can
be found in the behavior sequence, a Self-Organizing Map is used to regroup graphs
with similar patterns. The classification of a targeted transaction is performed by first
clustering the graphs, and then comparing the similarity between the targeted transac-
tions graph with the other graphs of its cluster. This approach introduces contextual
features to SiS-id analysis. The model shows good efficiency in terms of computa-
tional time needed to create the behavior sequence and to classify the transactions, but
requires careful tuning for the performances to be consistent with expert knowledge.

Finally, we propose two directions in order to further the research on the topic
of Supplier Impersonation Fraud. Firstly, a major drawback in the adoption of data-
driven fraud detection system is that companies owning data are worried to share their
data with third parties and potential competitors. In order to mitigate this risk, several
solutions have been proposed to ensure the confidentiality of the data during transmis-
sion and storage. However, maintaining the privacy of the data during data analysis
remains a challenge. Providing privacy-preserving machine learning systems might
provide the final tool needed to provide full confidentiality in supplier impersonation
fraud detection. Secondly, sharing transactions and payments between a large number
of companies allows the creation of a transaction map modeling the financial ecosys-
tem in which these companies interact. The study of this map could yield interesting
results not only for supplier impersonation fraud detection but also for economic and
financial research.
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Résumé

La fraude au fournisseur (Supplier Impersonation Fraud, SIF) est un type de fraude
se produisant dans un contexte Business-to-Business (B2B), où des entreprises et des
commerces interagissent entre eux, plutôt qu’avec le consommateur. Une fraude au
fournisseur est effectuée lorsqu’une entreprise (fournisseur) proposant des biens ou
des services à une autre entreprise (client) a son identité usurpée par un fraudeur.
Cette usurpation a pour but de récupérer le paiement d’une transaction légitime par
le fraudeur. Bien que ce type de fraude ne soit pas récent, la démocratisation massive
des transactions numériques a provoqué l’accroissement exponentiel de transactions
entre entreprises. Par conséquent, la tâche de détecter les fraudes aux fournisseurs est
devenue de plus en plus difficile. Le périmètre de la détection de la fraude au four-
nisseur s’est développé à un point tel que les équipes spécialisées de professionnels
ne suffisent plus à la tâche, et le besoin en systèmes de détection automatisés est de-
venu pressant pour de nombreuses entreprises. La détection automatique de fraude
est historiquement effectuée par des systèmes experts, qui permettent de proposer une
première réponse numérique face au volume important de transactions. Cependant, de
tels systèmes restent dépendants d’un apport humain important pour la maintenance
des règles nécessaires à leur bon fonctionnement. Or, en sus d’accroître le nombre de
transactions, un second effet de la numérisation des transactions est d’augmenter la
vélocité des échanges entre les entreprises. Les systèmes experts ne sont pas adaptés à
la nature dynamique de ces nouvelles fraudes et peinent ainsi à maintenir leurs perfor-
mances au fil du temps dans un contexte qui évolue aussi rapidement. Enfin, en raison
de la nature critique des données nécessaires à la détection de fraudes au fournisseur,
peu d’efforts collaboratifs de détection de fraude au fournisseur ont vu le jour à notre
connaissance. La raison pour ce fait est la volonté des entreprises de protéger ces don-
nées de potentiels fraudeurs, mais aussi de potentiels concurrents.

Dans cette thèse, nous proposons, d’utiliser les techniques et outils récents en
matière d’apprentissage (Machine Learning) afin de résoudre à ces différents points,
en élaborant des systèmes de détection de fraudes se basant sur l’analyse de données.
Nous commençons par élaborer une description formelle d’une fraude au fournisseur,
et identifions le compte en banque utilisé dans une transaction comme une donnée
permettant de distinguer dans la majorité des cas les tentatives de fraude. Nous
décrivons ensuite les systèmes de détection de fraudes dans des domaines similaires
à la fraude au fournisseur, et décrivons de surcroît deux systèmes de détection basés
sur l’analyse de données: ProbaSIF et GraphSIF. Chacun d’eux utilise les transactions
historiquement effectuées par une entreprise pour construire un modèle de données
illustrant le comportement légitime de ces entreprises, et compare ensuite des transac-
tions à contrôler à ce modèle afin de déterminer leur légitimité. Ce genre d’approche
non-supervisée est appelée détection d’anomalie, car son but est de déterminer si un
paiement est normal ou anormal pour une entreprise donnée. Ces deux systèmes se
composent d’abord d’une phase d’entraînement où les transactions historiques sont
utilisées pour calculer un modèle de données, puis d’une phase de test où la légitimité
de chaque transaction considérée est déterminée.

Nous proposons en premier lieu une description du contexte des transactions B2B,
où entreprises clientes et entreprises fournisseurs échangent des paiements contre des
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biens et des services, en focalisant sur la notion de transaction B2B. Nous décrivons
ensuite en détail une fraude au fournisseur, en nous basant sur plusieurs scénarios
tirés de fraudes perpétrées sur des entreprises réelles. Enfin, nous décrivons le sys-
tème utilisé par SiS-id, une entreprise spécialisée dans la détection de fraudes au four-
nisseur, ainsi que des données mises à disposition par l’entreprise afin de mettre au
point les modèles d’analyse nécessaires à la détection de fraudes. Nous décrivons
ensuite ProbaSIF, un système de détection de fraudes au fournisseur qui se base sur
la théorie des probabilités ainsi que sur l’inférence bayésienne afin de déterminer la
légitimité d’une transaction. ProbaSIF utilise la probabilité d’un compte en banque
à être utilisé dans une transaction future d’une entreprise pour déterminer sa fiabilité.
ProbaSIF est composé de deux modèles distincts: le premier se concentre sur la prob-
abilité qu’un compte en banque soit utilisé pour payer un fournisseur particulier par
un client particulier, et le second qui se concentre sur la probabilité d’un compte en
banque d’être utilisé pour payer un fournisseur, en prenant en compte tous les clients
de ce fournisseur. Nous montrons que nos deux modèles sont plus performants en
termes de temps de classification, et plus souples dans la mise en place des modèles
que le système expert proposé par SiS-id. Nous montrons de plus qu’utiliser les don-
nées de plusieurs clients de manière collaborative permet d’éviter l’apparition de faux
négatifs.

GraphSIF, le second système de détection de fraude au fournisseur que nous pro-
posons, a pour but d’analyser les propriétés relationnelles créées par l’échange de
transactions entre une entreprise et ses fournisseurs. À cette fin, une séquence de
différents graphes compilant tous les liens créés entre l’entreprise, ses fournisseurs,
et les comptes en banque utilisés pour payer ces fournisseurs, appelée séquence de
comportement, est générée. Une transaction est catégorisée en l’ajoutant au graphe
le plus récent de la séquence et en analysant les motifs formés, et en les comparant
à ceux précédemment trouvés dans la séquence de comportement. À cause du grand
nombre de motifs qu’il est possible de trouver dans une séquence de comportement,
une Self-Organizing Map est utilisée pour regrouper les graphes comprenant des mo-
tifs similaires. La catégorisation d’une transaction est effectuée d’abord en utilisant
un algorithme de clustering sur la séquence de comportement, puis en comparant les
similitudes entre le graphe contenant la transaction considérée et les autres graphes
appartenant au cluster qui lui a été assigné. Cette approche montre une utilisation in-
édite du graphe pour modéliser les relations entre entreprises. De plus, en termes de
vitesse de calcul, GraphSIF se montre plus performant que le système expert de SiS.
En revanche, une optimisation des différents paramètres de l’algorithme est nécessaire
afin d’obtenir des résultats cohérents avec ceux du système expert.

Enfin, nous proposons deux pistes pour la poursuite des recherches sur la fraude
aux fournisseurs. En premier lieu, un des freins majeurs à l’adoption des systèmes de
détection de fraudes basés sur l’analyse de données est la réticence d’une entreprise à
partager des données sensibles avec une tierce personne en lien avec ses compétiteurs.
Cette réticence pourrait être mitigée grâce à la confidentialisation des données. En
second lieu, le partage de transactions financières entre un large nombre d’entreprises
permet de modéliser une "carte" des relations que ces entreprises entretiennent entres
elles. L’étude approfondie de cette carte pourrait apporter des résultats intéressants
non seulement dans le domaine de la détection de fraudes au fournisseur, mais aussi
dans le domaine de l’économie et de la finance.
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Introduction

Supplier impersonation frauds have been on the rise in the past years, resulting in the
loss of hundreds of thousands of Euros in 2018, and ranked 1st most frequent business
fraud affecting French companies in the latest survey about criminality conducted
in 2019 by Euler Hermes and DFCG , two associations of accountant and financial
advisors of French companies.

A supplier impersonation fraud consists in a fraudster impersonating a member
of a company providing goods and service to another (called a supplier company) in
order to trigger a payment on an account controlled by the fraudster.

Nowadays, more and more companies are using digital tools to process, authorize,
or even conduct payments due to the numerous advantages provided by digitalization,
including the ability to conduct payment all over the globe in a timely fashion, and to
connect with business partners all over the world.

However, digital payments make frauds against companies more effective, firstly
due to the difficulty to formally identify and trust remote interlocutors that are some-
times geographically very distant from the company headquarters, and secondly due
to the increased speed of wired payments, allowing money to be moved from account
to account in a very short amount of time, and thus hindering the process of recovering
it after a fraud.

The SiS-id company was created in order to answer this threat by providing a solu-
tion for fraud mitigation. SiS-ids solutions combine both fraud prevention, by securing
the legitimate banking information of suppliers and acting as a trusted guarantee for
B2B payments, and fraud detection by using its expertise to provide an assessment
about the potential fraudulence of a payment.

Traditionally, an expert-based approach has been used to provide fraud detection
as a service, in the form of rule-base engines built using the experience and domain
knowledge of fraud analysts to describe fraud attempts by fraudsters. However, such
rule-based detection is typically expensive to build, and even more difficult to main-
tain, since every new fraud case needs to be investigated and a new rule (or set of
rules) have to be added to the system. Moreover, older rules might become obsolete.
Finally, new emerging patterns are not automatically flagged or signaled. Thus, such
systems require extensive maintenance to maintain their performance through time.

In order to circumvent these issues, a shift has taken place toward data-driven
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2 Chapter 1. Introduction

approaches where the intensive human input needed for expert-based approached is
replaced with statistical analysis and model constructed from data collected from the
system. The use of such learning techniques allows fraud detection systems to derive
knowledge directly from the data.

However, applying such data-driven techniques requires several processes such as
feature engineering, and model selection and tuning, in order to build the data model
most suited for the task at hand. Due to the sensitive nature of Supplier Impersonation
Fraud, very few fraud detection systems are made available to the public, as the issue
is usually dealt with by a team of hired collaborators in most companies, rather than
researched publicly in research laboratories. Furthermore, due to fact that payments
between suppliers and clients reveal valuable commercial information, most of the
data needed to create accurate fraud detection systems is not publicly disclosed.

In this thesis, we investigate the problem of Supplier Impersonation Fraud (SIF)
detection and design two SIF detection systems that aim to perform SIF detection
based on different feature engineering processes and data models, each asserting the
legitimacy of a payment based on different features extracted from the data available
on the platform. The main idea behind this approach is that, due to the heterogeneity
of payment behavior and frauds between companies, a single over-specialized data
model is able to accurately detect and describe a single type of fraud, but might be
largely missing a different type of fraud altogether.

1.1 Contributions and outline of the thesis
In Chapter 2, we describe in detail the B2B context in which Supplier Impersonation
Frauds takes place, and we illustrate the issue posed by Supplier Impersonation Fraud
by describing three attack scenarios based on real-life fraud attempts. We then propose
a definition of SIF as a fraud targeting companies, where a fraudster takes advantage
of the relationship built between a client company and a supplier company to obtain
illegitimate payments. In this chapter we also highlight the bank account used to pay
the supplier as a discriminant allowing a fraud to be detected. We propose to formalize
the definition of SIF and conclude the chapter with a presentation of a SIF detection
system’s goals and design.

In Chapter 3, we present the tools and techniques used in data-driven fraud detec-
tion systems, with a focus on unsupervised techniques. As our work is, to the best
of our knowledge, the first to address the issue of Supplier Impersonation Fraud in
an academical context, we present systems that have been successfully employed in
use-cases similar to Supplier Impersonation Fraud: credit-card fraud, insurance fraud,
telecommunication fraud, and online auction fraud. We then highlight the differences
between supervised and unsupervised systems and argue that while unsupervised sys-
tems are less frequently found in the literature they offer advantages such as a better
resilience to concept drift and the ability to adapt to unseen attacks. As both these prop-
erties are beneficial for a supplier impersonation fraud detection system, we present
in detail 4 families of unsupervised approaches for fraud detection (clustering, proba-
bilistic, SOM-based, network-based) in the remainder of the chapter.

In Chapter 4, we present the expert system built by SiS-id to perform SIF detec-
tion. SiS-id is a company that specializes in protecting its clients (other companies)
from Supplier Impersonation Fraud. This system is a rule-based expert system that
uses rules defined by a team of fraud investigators to provide a legitimacy label to a
payment. We describe in detail this fraud detection system. In this chapter we also
provide information on the two datasets provided by SiS-id to build data-driven SIF
detection system. The first dataset, dubbed the "History", contains payments from
client companies to supplier companies performed by SiS-id’s users during the last
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three years. The transactions of this datasets are not labeled, meaning that we have
no information about their legitimacy. A second dataset, dubbed the "Audit" dataset,
is also described in this chapter. This dataset also contains transaction data about
SiS-id’s users, but this time the legitimacy label assigned to the payments by SiS-id’s
in-house fraud detection system are provided.

In Chapter 5, we introduce our first contribution to SIF fraud detection, in the
form of ProbaSIF, a SIF detection system based on probability theory and Bayesian
Inference. The goal of ProbaSIF is to distinguish between legitimate and anomalous
payments based on the probability of use of the bank account involved in the payment.
A first probabilistic model is proposed where this probability of account usage is com-
puted using the knowledge of the client performing the transaction. A comparison
with the results of the expert system is proposed. We then propose a second model
that uses the knowledge of all of the clients with an history of interaction with the sup-
plier, as a way to avoid unknown legitimate accounts to be classified as illegitimate by
the previous model. We compare the results of this second model with both SiS-id’s
expert system’s results and the first model’s results, and find a decrease in the number
of payments wrongly considered fraudulent (false positives), thus confirming the hy-
pothesis that the collaborative knowledge of SiS-id’s users can be used to improve the
performance of a data-driven SIF detection system.

In Chapter 6, we describe GraphSIF, a SIF detection system based on the relation-
ship network created by the interaction between a client companies with its suppliers.
GraphSIF partitions the past transactions of a single client to create a sequence of
graphs modeling its payment behavior through time. These graphs are composed of
nodes representing both companies and accounts used to receive payment from the
client. These graphs are then transformed into feature vectors based on the relation-
ship created by the payments. These relationships are modeled in the form of con-
nected subgraphs found in the clients transaction graph when the client is ignored.
The combined use of a clustering algorithm and a z-score computation is finally used
to detect anomalous graphs when a new transaction is introduced. Our explorative ex-
perimentation shows a good consistency with the results from SiS-id’s expert system,
and an analysis of the major differences between the two systems is provided.

In Chapter 7, we describe two research topics relevant to future work on Supplier
Impersonation Fraud: privacy-preserving fraud detection and B2B exchange network..
Privacy-preserving fraud detection consists in adapting state-of-the art cryptographic
tools such as homomorphic encryption in order to perform fraud detection in a privacy-
preserving fashion. This kind of systems might alleviate a major issue in the rise of
data-driven fraud detection systems: the sensitive nature of the data needed to build
the fraud detection data models. The issue is especially important in supplier imper-
sonation fraud, as the details of the relationship between a client company and its sup-
pliers can be used by both a fraudster attempting to perform an attack, and competitors
that might use the data to obtain economical advantages. By using a confidential fraud
detection system, companies might be more willing to share their data with potential
competitors and thus build more robust SIF detection systems.

The B2B exchange network finds its roots in the transaction graphs analyzed in
GraphSIF. Instead of a small graph focusing solely on a single client company, the
B2B exchange graph aims to model the interactions between all the companies inter-
acting in a given B2B ecosystem. This new model might yield results not only for
supplier impersonation fraud, where it can be used to pinpoint potential next victims
of fraudsters, but also in a more exploratory fashion, as, to the best of our knowledge,
there is no graph-based model of B2B interactions in the literature. The study of such
a graph might yield interesting insights on economical behavior of companies.
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Supplier Impersonation Fraud

In this chapter, we describe the context of a Business-to-Business (B2B) transaction
system and highlight its differences with the more usual Business-to-Customers (B2C)
transaction system. We first define a transaction as the composition of a payment
record and an issuance record. We then introduce the notion of transaction proto-
col, indicating how a client company and a supplier company interact in order to get
payment processed. We then describe a payment behavior as the set of transactions
emitted between a client and a supplier, using example from real life client/supplier
interactions. We then illustrate several scenarios in which transaction protocols are
compromised and how it affects the transactions between a client and a supplier. Fi-
nally, we describe the problem of Supplier Impersonation Fraud detection in a B2B
environment and highlight the bank account used in a transaction as a telltale sign of
fraud attempt.

2.1 Business-to-Business Transaction System
We first present a Business-to-Business (B2B) model that sets up the context of our
work. "Business-to-Business" refers to all the exchanges of goods and services for
payment that are performed by supplier companies to client companies, without direct
interaction with individual consumers. It is commonly opposed with "Business-to-
Customers" environment or "B2C", where companies offer their services and goods
to individual consumers. They differ in the fact that while B2C transactions will tend
to be one-shot and emotionally based, B2B transactions are the process of a more
rational decision process, and relationships between client and suppliers tend to be
continuous through long period of time ([Apr17]).

2.1.1 B2B Transaction
A financial transaction is generally defined as follows ([Bus19]):"Event which in-
volves money or payment, such as the act of depositing money into a bank account,
borrowing money from a lender, or buying or selling goods or property." In this sec-
tion, we aim to complement this definition for the context of B2B transactions.

In this thesis we focus on digitized (or numeric) transactions. A digitized transac-
tion is issued from a client company to a supplier company in order to provide payment
for a good or a service. The money is transferred from an account owned by the client

2
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Figure 2.1: Overview of a Business-To-Business Transaction.

to an account owned by a supplier in a purely virtual fashion. A bank account is a
financial account maintained by a bank or other financial institution, owned by either
an individual or an entity such as a company. This account usually take the form of
a digital ledger maintained by a financial institution. The transfer can be of different
types: a card payment where a credit or debit card is used as a proof of identity for
the transfer, a wiring where the account owner explicitly tell the financial institution
to make a transfer to an other account owned by a supplier, or a direct debit where
an other entity is allowed to withdraw a certain amount of money regularly on the
account. Non-digitized transaction are cash withdrawal and payment by check.

In B2B transactions, the payment for the delivered good or service is usually de-
layed (as described in [Kap19]), as opposed to B2C transactions where the exchange
of the asset and payment is usually performed at the same time. In this work, we focus
on the second part of the exchange, namely the payment. In most of fraud attempts,
fraudsters only try to capture this payment, and seldom tamper with the other steps of
the transaction process.

Intuitively, the payment of an asset by a client company is linked with the nature
of the asset, and thus does not exist without the previous interaction between the client
and the supplier. In order to reflect this connection, a transaction contains a payment
record. It is composed of information about the asset exchanged, the type of payment
performed, the amount to be paid for the asset, and the account to which the amount
needs to be transferred. All this information is usually found in the form of an in-
voice from the supplier to the client. We use the following definition of a payment
record:

Definition 2.1.1 A payment record Pr is a vector containing the following data:
1. An account Acc
2. An amount Amt
3. A type of payment Type

The second component of a transaction payment is the issuance record. It sums
up the information related to the emission of a payment from the client to the supplier.
The elements of the issuance record are data identifying the client issuying the pay-
ment, data identifying the supplier receiving the payment, and the date of the payment.
We define the issuance record as follows:

Definition 2.1.2 An issuance record Ir is a vector containing the following data:
1. A client C
2. A supplier S
3. A date d

Figure 2.1 shows a graphical representation of a transaction. On this representa-
tion, we see the distinction between the issuance record and the payment record.
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2.1 Business-to-Business Transaction System 7

Figure 2.2: Example of transaction protocol - Preferred Account.

We now define our transaction:
Definition 2.1.3 A transaction t is a vector composed of 2 elements:

1. An issuance record I = {C,S,d}
2. A payment record P = {Acc,Amt,Type}

In this model, the issuing account of the client from where the money is withdrawn,
does not appear. It is assumed that this bank account is always legitimately owned
by the client. While an analysis of this account might be useful in order to detect
money laundering frauds, in this thesis we focus on supplier impersonation and thus
the issuing account is not included in the model.

2.1.2 B2B Transaction Protocol
In a B2C environment, it is common for customers to perform a single transaction to
a single merchant and then never interact with him or her again. However, in B2B
transactions clients and suppliers are usually involved in repeated commercial interac-
tions that build a relationship over days, months or years, as described by Lilien & al.
([Lil16]).

For example, a company producing computers needs a steady supply of electronic
parts, thus needs to order these parts from a manufacturer. Usually several of such
manufacturers are available for business, but most of the time a company interacts
with the ones most suited to its need, selected rationally to optimize the profits. If the
company is sufficiently large, then several suppliers might provide the same goods.
However, these suppliers are long-time partners with their clients. Moreover, most
business projects usually offer rewards only in the long term. This create an extended
temporality of business projects, and thus the commitment of the supplier with a client
is an important factor. These facts favor the creation and reinforcement of long-term
business relationships to build up trust between companies.

The ways of completing a transaction between companies, that we call transac-
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Figure 2.3: Example of transaction protocol - Order/Invoice.

tion protocols, might be as diverse (as described in the study by Lilien & al. [Lil16])
as the companies activity and workflows, and depends on the type of relationships
build between client and supplier. Figure 2.2, Figure 2.3 and Figure 2.4 show exam-
ples of such transaction protocols.

Preferred Account
Figure 2.2 shows the steps of a transaction protocol dubbed "Preferred Account". In
this scenario, the client C and supplier S agree on a contract defining the conditions
of their involvement (Step 1) and then on an account preferred by the supplier (Step 2,
Step 3) on which to emit all the following transactions (Step 4, Step 5). This type of
transaction protocol is usually found when a client subscribes to a service such as the
access to the electrical grid, or the use of a cloud-based storage platform.

Order-Invoice
Figure 2.3 shows the transaction protocol dubbed "Order-Invoice". In this scenario,
the client C and supplier S first sign a contract defining the conditions of their involve-
ment (Step 1) and then conduct transactions only if C issues an order for a good or
service (Step 2). Upon receiving such an order, S produces an invoice for the transac-
tion, and send it to C (Step 3). Upon reception C verifies if the invoice is valid based
on some agreed-upon procedure (Step 4) and then emits the transaction (Step 5, Step
6). This type of transaction protocol is often found in industrial production when or-
dering materials for the production of goods.

Simple Invoice
Finally, Figure 2.4 shows the transaction protocol "Simple Invoice". In this scenario,
the client C and supplier S define the contract defining the conditions of their involve-
ment (Step 1), then S directly sends an invoice to C (Step 2). The same verification
procedure and transaction emission step from the previous protocol are then repeated
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Figure 2.4: Example of transaction protocol - Simple Invoice.

(Step 4, Step 5). This type of transaction protocol is the simplest, and is often used
when the supplier’s goods or services are required in an irregular fashion.

2.1.3 Payment behavior
In a B2B context, a client can emit multiple payments for transactions involving mul-
tiple suppliers. We regroup the transactions emitted by a specific client to a specific
supplier in a sequence called payment behavior. This sequence is ordered by the
date of transaction, and capture the historical behavior of a company with a specific
supplier.

Definition 2.1.4 The payment behavior P of the client C and the supplier S is the
set of transactions such that P(C,S)=< t1, t2, t3, ...tT > where ∀ti ∈P(C,S), ti.I.C =
C, and ti.I.S = S. T is the total number of transactions.

In order to ease the reading of this thesis, each of the component of the issuance
record I or the payment record P of a given transaction ti will be designed with a
subscript indicating the transaction associated. For example, the client C of transaction
ti will be noted Cti instead of ti.I.C =C.

The payment behavior represents the business relationship between a client and a
supplier. By sorting the transactions in a payment behavior temporally one can then
describe the evolution of their relationship.

2.1.4 Business Context
Every transaction protocol of a B2B environment initially needs to set up conditions
specifying the relationship created between a client and a supplier company. This step
is required to define their business partnership. Usually, the agreement over the busi-
ness context of the transactions takes the form of a contract signed by both the client
and the supplier. The business context models this set of conditions over the elements
of the payment record.
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Figure 2.5: Example of attack - Payment Diversion.

These conditions can be diverse as they need to suit the needs of both the company
involved in the business relationship. An simple example of such condition can be
that the amount of the transaction can not exceed a certain amount a. In this case a
condition can be expressed in the form ca : Amtt ≤ a ∀ t.

Establishing a business context between a supplier and a client requires the compa-
nies involved to agree on a set of explicit or implicit verification procedures concerning
the transactions involved. Most of the time these verification protocols are implicit, as
the supplier is trusted implicitly: a representative of the supplier is identified by the
client as the interlocutor of reference of the business context, and if any discrepancy
is detected in the supplier’s behavior the representative is contacted by the client. In
these cases, a fraudster only needs to perform a fraud and to pose as a convincing rep-
resentative of the supplier in order to fool the client. Sometimes, explicit agreement
exists between the client and the supplier in order to enforce the business context, in
the form of legislative or cryptographic guarantees. In these case a fraudster have to
forge such guarantees in order to perform its fraud.

Definition 2.1.5 The business context bc between a client C and a supplier S is a
set of conditions such as bc(C,S) = {c1,c2, ..,cN} for any transaction between C
and S.

This business context represent the agreement upon by both the supplier and client
accept to perform transactions. A business context can contain all the exchange be-
tween a client and a supplier, or be negotiated for each good or service provided by
the supplier.
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Figure 2.6: Example of attack - Invoice Interception.

2.2 Supplier Impersonation Fraud
A Supplier Impersonation Fraud (SIF) occurs when a fraudster attempts to imperson-
ate a supplier in order to trigger a fraudulent transaction. This attempt can be translated
in the model previously defined by tampering with the payment record of a transaction.
In order to do so, the fraudster has to convincingly impersonate the supplier so that the
client will agree on the change or changes proposed by the fraudster. This change will
then trigger a modification of the payment record. As for the supplier itself, he has
no knowledge of the impersonation taking place. He thus only notices that a tamper-
ing has taken place when the expected payments fail to reach it. In the case of some
frauds, a fraud attempt is detected only when the client notices a discrepancy between
the invoice and the inventory (for example, if the fraudster charged imaginary goods
to the client). In other words, if not detected before (e.g., when the payment record
was modified), a fraud can be discovered at the time the client emits a transaction if
this latter does not satisfy the business context.

2.2.1 Examples of Attack
In order to perform a SIF, a fraudster usually finds a way to compromise a transaction
protocol. Figure 2.5, Figure 2.6 and Figure 2.7 describe real-life case of frauds as
described by this study by AIG ([AIG19]) and documentation from the FBI ([Inv17]).

Payment Diversion
In Figure 2.5, the fraudster F inserts a fraudulent actions (red numbering) in between
the steps 3 and 4 of the legitimate transaction protocol "preferred account". First, he
gathers information about the client C and supplier S in order to gain access to data
he can use to give credibility to the fraud attempt. More specifically, this investigation
focuses on two aspects: the details of the verification procedure performed by C in or-
der to assert that a supplier account’s change request is legitimate (credentials, token
exchanged, etc.), and any element that can help the fraudster in its impersonation of S
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Figure 2.7: Example of attack - Invoice Forgery.

(logo, name of CEO, etc.). The specifics on how the fraudster gathers this data is left
out of scope of this thesis, but we assume that the fraudster has the means to success-
fully perform the fraud attempt. It is a realistic assumption, as such frauds have been
performed in the past [Inv17]. Once the data is gathered (Step 4), the fraudster then
craft a credible request for preferred account change and sends it to C, while pretend-
ing to be S (technically by using S credentials or identity in the interaction). With no
way to distinguish between the fraudulent request and a legitimate one, C changes the
preferred account and thus all subsequent transactions are then emitted on the fraudu-
lent bank account. This type of fraud is usually called "payment diversion" [Inv17].

Invoice Interception
Figure 2.6 shows how the transaction protocol of "order-invoice" is compromised. In
this scenario, the fraudster F also inserts its fraudulent action in between the steps 3
and 4 of the legitimate transaction mechanism. This time, the fraudster intercepts the
invoice sent by the supplier S following the order placed by the client C and then mod-
ifies it so that it contains fraudulent information (usually a fraudulent bank account)
(Step 4). As for the previous fraud, we assume that the fraudster possesses the means
to intercept the invoice without being detected, and to tamper with it without breaking
the integrity of the potential verification criteria. It then simply sends the tampered
invoice pretending to be acting on the behalf of S. With no means to detect that the
invoice has been tampered with, the client C then proceeds with the payment of the
invoice on the fraudulent bank account (Step 7, Step 8). This type of fraud is often
called "invoice interception" ([Inv17]).

Invoice Forgery
Finally, 2.7 presents a scenario where a fraudster compromises the transaction protocol
"simple invoice". Contrarily to the previous fraud scenarios, in this one the fraudulent
activities can take place directly after the initial agreement between the client C and
the supplier S. In this scenario, the fraudster F first gathers information about C and

Cette thèse est accessible à l'adresse : http://theses.insa-lyon.fr/publication/2020LYSEI118/these.pdf 
© [R. Canillas], [2020], INSA Lyon, tous droits réservés
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S as previously described (Step 2). It then uses the information to craft a fraudulent
invoice (Step 3) with all the required validation criteria, that is then sent to the client
(Step 4). With no means to detect the forgery even though a verification takes place
(Step 5), C emits the payment (Step 6, Step 7). This type of fraud is usually referred
to as "invoice forgery"([Inv17]).

2.2.2 Payment Behavior Tampering
In the previous example, the goal of the fraudster is to divert the payment to an ac-
count that he owns. Thus, a supplier impersonation fraud is the action of tampering
with the bank account of the transaction to divert the payment to a fraudulent account.

Other type of frauds can occur, for example the fraudster can also tampers with
the amount of transaction. This type of fraud is extensively studied in the context of
B2C such as in the work of Bolton & al. ([BH+01]). However, this type of fraud is
considered to be less important in our model as the fraudster does not obtain a finan-
cial gain from the fraud. Its objective might be to alter the trust of the client towards
the supplier, or to provoke problems in the B2B ecosystem. This type of destructive
fraud is not considered in this thesis.

We thus propose the following definition for the concept of supplier impersonation
fraud:

Definition 2.2.1 A Supplier Impersonation Fraud or SIF takes place when a
fraudster F alters the payment record of a transaction t by changing the account
Acct of the transaction to an account AccF controlled by the fraudster.

As mentioned earlier, other components of the transaction can be tampered with,
but such frauds fall outside the scope of this thesis.

2.3 Supplier Fraud Detection in a B2B system
In this section, we give a high-level overview of how Supplier Impersonation Fraud is
performed in a B2B context. Based on the definition found in the book by Baesens &
al, [BVV15], fraud detection refers to "the ability to recognize or discover fraudulent
activites". SIF fraud detection is thus a subset of the broader topic of fraud detection.

In our context of Supplier Impersonation Fraud, we consider that "fraudulent activ-
ities" corresponds to the tampering of the account of a payment record, as defined in
Definition 2.2.1. In the next sections, we describe how Supplier Impersonation Fraud
Detection is performed in a the context of a Business-to-Business ecosystem where
several companies exchange goods and services for payments.

2.3.1 Fraud Detection System
In order to protect a user from a fraudster, several strategies can be used. Fraud protec-
tion consists in designing systems and verification process that will hinder the fraud-
ster in his attempt to perform a fraud. Such system includes biometric verification,
strong encryption, and so on. However, as it is often the case for cyber-protection
measures, there is no perfect protection and thus this kind of system can be breached.
It is then mandatory to implement fraud detection systems. These systems focus on
monitoring the critical process of a target and assess if a fraud is occurring. Thus, a
SIF detection system’s goal is to detect attempts to tamper with the account of a pay-
ment in a specific B2B ecosystem. A more comprehensive description of these type
of fraud mitigation is provided in Chapter 3.
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Figure 2.8: Fraud Detection in B2B system.

Traditionally, the detection of a fraud can be performed in two ways (as defined in
Baesens & al.’s book [BVV15]): an "ex ante" approach, where the model is used to
predict which transaction the client is most likely to perform next, and the legitimacy
of the next real transaction is asserted by studying the discrepancy between the pre-
dicted transaction and the real one. On the other hand, in the "ex post" approach, there
is no predicted transaction, and the real transaction is compared to the constructed
model to assert its legitimacy. Furthermore, several modes of prediction exists: batch,
near-real time and real-time. In batch prediction, a large set of transactions are ana-
lyzed at the same time, usually well after they have been issued. In near-real time,
a single transaction is analyzed as soon as it has been issued, but there is not strong
guarantees on the analysis time (usually between 1 second and 1 minute). In real-time
analysis, the time taken to conduct the analysis is of the essence, so strong guarantees
are enforced (response time less than 10 ms).

In this thesis, we focus on the design and implementation of an ex ante, near real-
time fraud detection system. This type of system is the more common in the survey
conducted on general purpose fraud detection systems, as described in the surveys of
Chandola & al. ([CBK09]), Abdallah & al.([AMZ16]) and the book of Baesens &
al.([BVV15]). We use this model as the basis of our systems focused on SIF detection
as they are the ones that are the most similar to the expert system implemented by
SiS-id to detect SIF.

Figure 2.8 shows how a SIF detection system performs. First, an analysis of past
transactions emitted between a client and a supplier (i.e a payment behavior) takes
place, and a model representing legitimate and fraudulent payments is determined.
Then, when a new transaction occurs, its characteristic features are compared with the
model previously established. Finally, the detection system assigns a label to each of
the new transaction reflecting the potential fraudulence of this transaction based on
the model.

Cette thèse est accessible à l'adresse : http://theses.insa-lyon.fr/publication/2020LYSEI118/these.pdf 
© [R. Canillas], [2020], INSA Lyon, tous droits réservés



2.4 Summary 15

2.4 Summary
In this chapter, we first described a B2B transaction in detail by defining the con-
cepts of payment record and issuance record. We then described the properties of a
B2B transaction system: the transaction protocols that defines the way a client and
a supplier company interact, and the payment behavior that represents a sequence of
transaction through time. We presented how the transaction protocols could be com-
promised by a fraudster, and how this attack is mainly targeted on the account and
amount of a transaction. We showed how fraud can be described as a tampering of the
payment record of a transaction in order to trigger fraudulent transactions. We then
presented the problem of supplier impersonation fraud detection in a B2B system.
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State of the Art

In this chapter, we propose a review of the available literature on fraud detection. We
first give an overview of the problem of fraud detection, then describe different fields
related to Supplier Impersonation Fraud where fraud detection systems are studied.
We then describe the two main approaches for fraud detection, namely supervised and
unsupervised approaches. We then provide a description of the different techniques
from the literature focused on unsupervised fraud detection. Finally, we propose a
synthesis focused on the specific issue of Supplier Impersonation Fraud.

3.1 Fraud Detection
Fraud is defined by [Bol+02] as criminal deception; the use of false representations
to gain an unjust advantage. [Bol+02] argue that the development of new technolo-
gies has provided new openings for fraudulent activities. [BVV15] proposes a more
detailed definition of fraud as "an uncommon, well considered, imperceptibly con-
cealed, time-evolving and often carefully organized crime which appears in many
types of forms". Uncommon means that only a minority of cases in a specific setting
will be fraudulent. Imperceptibly concealed reflects the fact that the fraudsters try
to blend in and behave as legitimate users. Well considered emphasizes the prepara-
tion undergone by the fraudster before performing a fraud. Time-evolving means that
fraud techniques evolve through time. Carefully organized means that the fraudsters
often construct complex structures in order to hide their actions, and sometimes in-
volve accomplices and fake accounts. Finally, many types and forms means that there
exist many applications in which fraud is likely to occur. Mitigating fraud is a ma-
jor concern for most companies, and usually relies on two complementary strategies
([Bol+02]): Fraud prevention (where security guarantees such as credential signa-
tures and reputation systems are implemented in order to prevent a fraud from happen-
ing), and Fraud detection (where the interactions between elements of the system are
monitored in order to detect if a fraud takes place).

Traditionally, fraud detection has been performed using expert knowledge, such
as a team of investigators ([Bro+02]). As it is often the case when trying to automate
expert-based approaches, the first computer-based fraud detection systems have taken
the form of expert systems. These systems use decision rules derived from the inves-
tigator experience (i.e., for credit card fraud). However, the last decade has seen the

3
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Figure 3.1: Number of fraud-detection related papers from 1994 to 2016 as found in
Abdallah et al.’s survey [AMZ16]

appearance of more and more data-driven automated fraud detection systems. In these
systems, the knowledge of fraud is not derived from human experience but rather from
careful processing and modeling of all available data relevant to the fraud. This knowl-
edge is derived from both internal (i.e., transaction logs for credit card fraud) or exter-
nal sources (i.e., IP addresses of known fraudsters). The advantage of these systems
is that they often offer statistical guarantees in terms of precision, allow detection in a
shorter time, and are often less costly to maintain than a set of expert rules ([BVV15]).

In the next subsection, we describe several industrial fields where data-driven sys-
tems have been successfully applied for fraud detection.

3.1.1 Fraud Detection Applications Overview

Data-driven fraud detection is a topic that has gained traction over the last years, grow-
ing steadily from 333 papers containing this keyword in 2015 to 759 in 2019, accord-
ing to the website Dimensions [Dim20]. Bolton et al. [Bol+02] and Abdallah et
al.[AMZ16] both offer reviews of fraud detection systems based on their domain, and
the related monetary loss attributed to fraud in these domains. While fraud is an un-
derlying threat for all business activities, these specific economic fields seem to be the
most closely related to the context in which SIF takes place. These domains are the fol-
lowing: credit cards, telecommunication, healthcare, automotive insurance, and online
auction. Figure 3.1 indicates the number of research papers related to fraud detection
for each domain from 1994 to 2016, as found in [AMZ16]. According to [AMZ16],
the most active application field in terms of publication is the field on telecommuni-
cation, followed by the credit card application domain, and online auctions. Finally,
insurance is divided in two sections: healthcare insurance and automotive insurance.
They both have the lowest numbers of related publications. Fraud detection is thus a
transverse field spawning numerous research in different domains.

The dynamicity of a fraud domain in terms of research is, however, often more
linked to the availability of datasets related to frauds, rather than the research activity
in these fields. The distribution of research papers found in Figure 3.1 seems to val-
idate this hypothesis as the telecommunication, credit card and online auction fields
are traditionally very digitized. Thus, datasets can be created more easily than health-
care insurance and automotive insurance where the processes are still developing from
paper to virtual transactions.
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We now describe the types of fraud occurring in these fields, based on the survey
performed by Bolton et al. and Abdallah et al. [AMZ16; Bol+02]:

Credit Card Frauds

In the context of credit card fraud, two major kinds of frauds exist: offline credit card
fraud where the physical card has been stolen and then used by the fraudster, and card-
holders not present fraud where the card information necessary for an online or phone
purchase is copied from a card and then used by the fraudster without the knowledge
of the card holder. Offline credit card fraud is usually easily thwarted as the issuing
banks will lock the stolen card as soon as the card holder reports it missing ([AMZ16;
Bol+02]). However, the cardholder not present fraud is much more difficult to detect,
as the cardholder has no knowledge of the fraud until suspicious transactions appear
in his bank records and inform the bank. During this time the fraudster can perform
any number of fraudulent transactions.

Telecommunications Frauds

Telecommunications frauds are more diverse. One of the most prevalent frauds is the
subscription fraud where a fraudster subscribes to a telephone service using fake per-
sonal information, and with no intention of paying. The superimposed fraud occurs
when a fraudster takes over a legitimate account to perform calls. A similar fraud is
premium rate fraud, where the fraudster calls to a premium-rate service number us-
ing a subscribers account without their knowledge. Other kinds of frauds involves
roaming fraud (the fraudster accumulate roaming charges with no intention of pay-
ing), prepaid fraud (a fraudster sells a fake prepaid card without service), SIM surfing
(a fraudster steals and use a legitimate users SIM card), SIM cloning (a fraudster dupli-
cate a users SIM card), SIM box fraud (a fraudster uses a device to make calls appear
as local), PBX fraud (a fraudster physically hacks into a legitimate users phone line)
and voucher fraud (a fraudster tries multiple time to guess a voucher number for free
network access), and are thoroughly described in [AMZ16].

Healthcare Insurance Frauds

In this type of frauds a fraudulent patient or healthcare provider tries to obtain illegit-
imate gains by abusing the insurance system. We focus on the frauds performed by
the healthcare supplier as they relate closely to the context of SIF: phantom claims,
occurring when an healthcare provider presents a bill for a service not provided, dupli-
cate claims where an healthcare provider presents the same claims twice, bill padding
where unneeded services are billed. These kinds of frauds are similar to the ones a
fraudster trying to impersonate a legitimate supplier would perform. Other types of
fraud can also be found, such as upcoding (presenting claims whose reimbursement
value more than the services provided), unbundling (presenting excessive numbers of
claims for different services that should be charged as one service), excessive or un-
necessary services, kickbacks (collusion between providers and patients to take com-
mission for illegal service), claims in short time (reporting numbers of claims in for
same insured in short time), unpaid installments (reporting claims for an insured that
has not paid any installments), incorrect dates (reporting claims with incorrect dates
that could be prior to or after than the beginning of the insurance period), medication
without examination (invoices for medications without the medical check-up or exam-
ination), and excessive numbers of small bills (excessive numbers of manual invoice
claims whose amounts are smaller than the usual inspection limit). They are also de-
scribed in detail in [AMZ16].
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Automobile Insurance Frauds
The most usual automotive insurance frauds are ditching, when fraudsters work to dis-
pose of their vehicles to gain funding, phantom vehicles where insurance is issued for
accident involving fake, non-existing vehicles, and staged accidents where fraudsters
organize fake accidents. Other types of fraud are past posting (fraudsters try to get
the compensation from insurers based on old accidents occurred before they obtain
the insurance), vehicle repairs (billing of new parts on a vehicle when used parts were
actually used as replacements), vehicle smuggling (report the car as stolen to collect
money from the insurance company.), VIN switch (following a sale and a fraudulent
claim, two different vehicles have the same insurance policy and one Vehicle Identi-
fication Number), and rental car fraud (fraud perpetrated using rental cars). They are
covered in the appropriate section of [AMZ16].

Online Auction Frauds
Finally, online auction frauds contains competitive shillings, when two fraudsters col-
lude by competing in order to raise the price of an item, bid shielding when a fraudster
colludes with two others: the first place a low bid and the other two immediately bid
high and keep bidding higher, which is intended to eliminate all other interested par-
ties. At the last minute, the two high bidders drop out, and the low bidder wins by
default. Multiple bidding occurs when a fraudster use fake accounts to place multiple
bid on the same item. Other types of frauds are non-delivery of goods (an auctioneer
gather the bids but do not send the goods), false bids (a seller cheats in an auction by
looking at the bids before the auction clears and submitting an extra bid), bid shading
(the fraudster bids on the auction for an item with a price far below than the item is
worth) and credit card phantom (fake transactions for illegal loan sharking through
illegal conspiracy between the seller and buyer), as described in [AMZ16].

3.1.2 Predictive and Descriptive Analysis for Fraud Detection
As highlighted by [BVV15], [AMZ16] and [NWY19], data-driven fraud detection
systems can be divided into two categories: predictive or descriptive, depending on
the way they build their underlying data model: supervised and unsupervised systems.
Systems using supervised models are also known as performing predictive analysis for
fraud detection, whereas system using unsupervised systems are performing descrip-
tive analysis ([BVV15]).

Predictive Analysis for Fraud Detection
Predictive analysis for fraud detection aims to extract patterns from a set of labeled
data, in order to find discriminating features between normal and fraudulent behavior.
The goal is to fit the model by maximizing an error function, until the system is able
to accurately distinguish frauds from legitimate actions.

The perks of this kind of system are that they are able to identify fraud patterns
that might not differ significantly from normal user behavior, and to accurately detect
well-known frauds. The drawbacks of these systems are that they need to rely on
accurately labeled historical data in order to be fitted, and they are not able to detect
frauds that are not part of this training set.

Descriptive Analysis for Fraud Detection
Descriptive analysis for fraud detection consists in finding behavior that shows discrep-
ancy from a normal behavior. These techniques use historical observations to create
representation of normal behavior, and then try to identify anomalies (also known as
outliers) and report them for further analysis.
The perks of such systems are that they do not rely on a previously labeled set of data
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Figure 3.2: Number of supervised and unsupervised systems for each application.

in order to perform their analysis, and thus are able to detect new or unknown frauds.
However, such systems have two major drawbacks:

• They often have a high false positive rate. Unsupervised systems model the
usual behavior of the underlying system and consequently qualify everything
outside of it as an anomaly. If the thresholds indicating how rigid the normal
model is too high, legitimate but unusual behavior will be considered as a fraud
[NWY19].

• Well-camouflaged frauds might be able to fool such systems. Depending on
the features used to describe the system, a camouflaged fraud can be emitted so
that it does not immediately appear as unusual and thus is not discovered by the
unsupervised fraud detection system [BVV15].

Figure 3.2 shows the distribution of supervised and unsupervised systems for fraud
detection based on the research papers surveyed in [AMZ16]. An immediate inference
from Figure 3.2 is that unsupervised systems are underrepresented in comparison to
supervised systems. This might be explained by the fact that when labeled data is
available, supervised systems have better results than unsupervised ones ([NWY19]).
The lack of literature concerning unsupervised systems is consistent across all applica-
tion domains, but the gap is more noticeable in the field on credit card fraud detection
(31 supervised systems against only 2 unsupervised).

Fraud Detection for SIF
To the best of our knowledge, the specific application of Supplier Impersonation Fraud
has not been explicitly studied in the literature [Dim20], and thus no prior knowledge
of the type of frauds occurring in this setting has been compiled. This is most likely
explained by the following facts:

• The relationship created by a client company with its supplier is also a very valu-
able information for the company’s competitor. They can use this knowledge in
two ways: in a non-malicious way, they identify a reliable supplier in their field.
In a malicious way, they can try to subvert the supplier in order to disturb the
client company’s supply chain.

• Publishing SIF detection system means disclosing the information that a com-
pany has been targeted by fraud. All kinds of frauds are perceived by customers
and partners as a deficiency in the processes of the company, potentially dam-
aging its reputation [Str19]. Thus, most companies tend to deal with fraud at-
tempts confidentially in order to maintain their reputation.

• SIF occurs in a competitive B2B environment where companies try to outper-
form their competitors in every way. Thus, not sharing an efficient fraud detec-
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tion system with its competitors allows a company to secure an advantage, and
motivates secrecy.

• Publicly describing a SIF detection system means that a fraudster can potentially
gain knowledge of it and thus design new ways to circumvent the systems. Most
companies prefer to keep their system confidential as an additional layer of
protection.

These reasons all advocate for the elaboration of in-house, confidential SIF detec-
tion systems, and thus explain the lack of publicly available studies in the scientific
literature.
Therefore, in the context of Supplier Impersonation Fraud, to the best of our knowl-
edge, no dataset providing reliable labeled fraud exists. In this thesis, we thus focus
on unsupervised systems for fraud detection, for the following reasons:

1. We have no labeled dataset containing frauds, thus preventing us from using
supervised model.

2. Applying descriptive analysis for fraud detection is a natural first step in order
to detect SIF, as it is exploratory in nature. It is a standard practice in the field
of fraud detection to combine both predictive and descriptive analysis for fraud
detection [BVV15].

3. As described in ([AMZ16]), fraudulent items in a dataset are usually only a frac-
tion of the total population. It is thus reasonable to assert that the data provided
allows for the creation of descriptive models will contain more legitimate trans-
actions than fraudulent ones. Thus, the dataset is suited for the construction of
unsupervised models of the companies’ usual payment behavior.

4. In the case of SIF, we possess a long history of interaction between client compa-
nies and suppliers companies, with enough data to infer meaningful behavioral
patterns of exchanges and construct pertinent unsupervised systems.

In the rest of this work, we will focus on unsupervised systems. According to
[AMZ16] and [BVV15], such systems perform fraud detection by detecting anomalies
in data compared to a previously established model. Indeed, fraud is an uncommon
phenomenon, and thus considered an anomaly. In order to ease understanding, the
words anomaly and fraud will be used interchangeably for the rest of this work. It is
technically an abuse of language, as not all anomalies are frauds. However, selecting
all anomalies as potential frauds focuses the investigation to only a subset of the data
rather than the entire dataset, thus saving resources and time.

3.2 Unsupervised Approaches for Fraud Detection
In the literature, unsupervised fraud detection systems follow the principle of outlier
detection. Thus, in order to construct unsupervised fraud detection systems, one has
to use an outlier detection algorithm. These algorithms use dense clusters of similar
data points (i.e., records from the dataset) to construct a model representing the rep-
resentative classes during a training phase [Dom+18]. Predictions are then applied
to new data by comparing it to the trained model and assigning an anomaly score to
the new observations. Surveys [Abd+08; BVV15; Dom+18] from the literature shows
that five main approaches are mainly used to perform outlier detection:

• Probabilistic approaches, where the data points are used to fit probabilistic mod-
els capturing the behavior of the system, and outliers are elements that have a
low probability of occurrence according to the model. Gaussian Mixture Mod-
els (GMM), such as the one proposed by [Dom+16], belong to this approach.

• Distance-based approaches, where a distance metric is used to group data points,
creating a model composed of high density clusters of data points. Outliers
are detected when they appear far from the training data points. Cluster-based
approaches and neighbor-based approaches as discussed in [Dom+18] belongs
to the distance-based family.

• Neural network approaches, where a model composed of several perceptrons
is trained in order to detect an outlier. More specifically, we focus on Self-
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Organizing Maps (SOM) based approaches, where the data is used to train a one-
layer competitive neural network in order to regroup the data points according
to their similarity, and outliers are detected when they activate unusual nodes of
the network [ZS06].

• Network analysis approaches that use the relationships created by the data points
to model and exploit the interaction between the agents of the system, and out-
liers are detected when unusual patterns are created in the network. This type
of outlier detection approach is illustrated in [Van+15].

In this section we give an overview of the recent literature in these fields, as they
are the most closely related to the contributions proposed in this thesis.

3.2.1 Probabilistic techniques for outlier detection

This type of algorithm evaluates the probability density function of a given dataset X ,
by inferring the model parameters θ that most closely fit the dataset distribution. Each
data points belonging to X is assigned likelihood P(X |θ), and data points having the
smallest likelihood are given an outlier label [Dom+18].

Probabilistic techniques (also called "Bayesian" due to the seminal work of Thomas
Bayes [Dal05]) have been steadily gaining popularity due to their relative simplic-
ity, and the straightforward interpretability of their results [KL18; RBL19]. A pop-
ular type of probabilistic algorithm for outlier detection is Gaussian Mixture Models
(GMM) where a selected number of Gaussian distributions are fit to a dataset [Tar+95].
As a reminder, a Gaussian distribution (also known as normal distribution) is a type of
continuous probability distribution for a real-valued random variable, whose general
form of density function is

f (x) =
1

σ
√

2π
e−

1
2 (

x−µ
σ )2

where µ is the mean of the distribution and σ is its standard deviation. The Expectation-
Maximization (EM) [Liu11] algorithm is used to train the model by maximizing a
lower bound of the likelihood iteratively. This technique is successfully used [Tar+95]
to detect suspicious masses in mammograms, and more recently [Dom+16] proposed
an application for fraud detection in the context of flight booking. However, a major
drawback of the algorithm is that the number of components of the mixture needs to
be determined beforehand by data exploration, which can be a complex task. Several
nonparametric algorithms based on GMM have thus been developed, such as Dirichlet
Process Mixture Model (DPMM) [BJ+06] where a Dirichlet Process is used to infer
the number of components at runtime, and Kernel Density Estimator [Tar+95] where
the density function of a dataset is approximated by first assigning a kernel function to
each data point, then aggregating the local contribution of the kernel. This approach
shows good results when applied to outlier detection problems, but are sensitive to the
presence of outliers in the dataset when the models are trained.

A recent work of Yusoff & al. [MMA13] showcases the use of GMM to accurately
and efficiently construct an accurate account owner’s profile in a telecommunication
network. They classically use the EM algorithm [Liu11] in order to efficiently perform
this fitting of the Gaussians, but propose a pre-processing phase using kernel method
in order to select the best hyperparameters for the Gaussian Mixture. However, the
authors do not provide the algorithm detecting an outlier from the fitted GMM, only
showing the accuracy of their approach by comparing the relative error between the
trained GMM and the actual distribution of data points in their dataset.

Probabilistic techniques have also been used in order to perform feature engi-
neering (enriching existing data by computing useful new features from them). For
example, in a recent work Lucas et al. [Luc+19], Hidden Markov Models (HMM)
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[Rab89] were used to create a set of features that focus on the sequential aspect of
fraud attempts in a credit-card fraud detection dataset. The authors propose to enrich
a transaction by construction 8 new features. They first propose three perspectives for
modeling a sequence of transaction: a sequence can either be composed of genuine
transactions or include at least of fraudulent transaction, it can come from a card-
holder or from a merchant terminal, and it can consist of the amount of transaction
or the time difference between two consecutive transactions (time delta). 8 HMMS
were trained, modeling the 4 types of behavior (genuine terminal behavior, fraudulent
terminal behavior, genuine cardholder behavior and fraudulent cardholder behavior)
for both target variables (amount and time delta). The 8 features added to the fea-
ture vector are the likelihood that the sequence of transaction has been generated by
a given HMM. While the authors use the labels in order to create 2 of their 4 HMMs,
they use unsupervised HMMs to create their features. However, they reintegrate them
to their labeled dataset and rely on a supervised algorithm (Random Forest [LW+02])
to perform their fraud detection.

3.2.2 Clustering techniques for outlier detection
This set of techniques uses a distance function to compute pairwise distance matrices
containing the distance between each pair of data points in the dataset. This matrix is
then used as the basis for a clustering or nearest-neighbor algorithm to create a model
of the data. An outlier is detected when its distance to the training data points is com-
puted is high.

The k-Nearest-Neighbor algorithm is widely used for both classification and out-
lier detection in the literature [CMK08]. In the case of classification, the k-Nearest
Neighbors algorithm assigns to the tested data point the label most commonly found
among its k nearest neighbors according to a given distance metric. An outlier can
be detected by computing a scoring function from the distance between the tested
data point and its kth neighbors. The approach has been successfully implemented
in [CMK08] with an average accuracy of 0.70 on several publicly available datasets,
outperforming more complex models.

The k-means algorithm [DH+73; Ish00] is another popular distance-based algo-
rithm. This algorithm aims to partition the data points into k clusters, where each data
point belongs to the cluster with the nearest mean (also called cluster centroid), thus
minimizing within-cluster variances. The problem is NP-hard but efficient heuristic
algorithms [DH+73] allow for quick convergence to a local optimum. One of the ma-
jor drawbacks of this algorithm is that the parameter k needs to be determined through
extensive data analysis. Ishioka et al. [Ish00] proposes a way to compute the number
of clusters autonomously by using Bayesian Information Criterion [KW95].

K-means has been successfully applied by Chang et al. [CC14], where it was used
on a set of known fraud attempts in online auctions in order to characterize sequence
of known fraudulent behaviors. The authors use a combination of price-related at-
tributes, relationship-based attributes and reputation-related attributes to construct a
feature vector recording to a set of transactions that occurred in a specific time frame.
They then use clustering ([Ish00]) to characterize the behavior of different types of
fraudulent users, and to identify characteristic changes in the behavior indicating when
the fraudster goes from dormant to active. The detailed algorithm provides a charac-
terization of four different kinds of fraudsters and proposes a system that analyzes
change in behavior of a user in order to assert if they belong to one of these fraudulent
cases, by first computing a centroid for each of the fraudulent class, and then compar-
ing the user’s behavior with known fraudulent patterns. They evaluated their solution
using real data, and achieved high results in their detection of aggressive fraudulent
behavior (1.0 precision and 1.0 recall for one type, 0.95 and 0.97 for the second type).
The two other types of fraud were less successfully detected (0.12 precision / 0.60
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recall and 0.48 precision / 0.81 recall) due to the fact that the fraud attempt contained
a "dormant" phase where the fraudster acted as a legitimate user for some time. The
authors propose a backward monitoring system to refine the accuracy of their system,
adding previous transactions to the analysis in order to detect this kind of profile.

K-means is also impaired by the fact that only numerical attributes can be used
in order for the algorithm to perform. Recent work by Budalakoti et al. [BSO09]
in the domain of air flight safety proposes the use of the k-medoid algorithm [PJ09].
This algorithm is very similar to k-means but instead of using the arithmetic mean of
a cluster as a center, it uses a data point from the dataset called medoid and performs
Expectation-Maximization [Liu11] in order to find the medoids which minimize the
sum of distances between the medoid and the points in the cluster for each cluster.
This algorithm thus computes clusters from both categorical and numerical data, and
even show more tolerance to outliers [PJ09].

3.2.3 Neural network techniques for outlier detection
Neural network algorithms for fraud detection are systems composed of a set of arti-
ficial neurons organized in layers and connected to each other. Each neuron contains
a function that provides a certain output depending on the weights attributed to its
inputs. In most of the cases, the activating weights of the neuron are determined using
data points available as a training dataset, usually through back propagation [BGC17]
when labeled data is available.

Self-Organizing Maps (SOM) [Bul04; Koh89], also called Kohonen networks,
are competitive one-layer neural networks composed of a set of neurons (also called
nodes) organized as a grid (either rectangular or hexagonal), and each node is fully
connected to all the source nodes in the input layer. A training phase first occurs
where the weights of each node are updated according to the closest data points found
in the training dataset. Then, when a data point is fed to the SOM, the neuron whose
weights are the closest to the values of the data point is activated. More details on the
workings of SOMs are provided in Chapter 6. SOMs are especially useful to project
high-dimensional feature vectors into a 2-dimensional space where distance metrics
can then be computed, thus providing a solution to the issue that distances between
points starts to lose their meaningfulness in high-dimensional spaces [AHK01].

SOMs have been applied in the context of fraud detection by Brockett et al. [BXD06].
The authors propose to use a SOM to detect fraudulent automobile insurance claims
related to bodily injury. In order to do so, they use a set of 127 claims previously
labeled by two experts teams: a team of insurance adjusters and a team of specialized
investigators. Approximately half (62) of these claims are fraudulent while the others
are legitimate claims. The claims consist of a set of 85 boolean indicators derived
from the filled-in reports. The proposed system trains a SOM with all the available
claims in order to observe if regions with high density of fraudulent claims. Then,
when a new claim needs to be classified, the closest node of the SOM is activated and
the region to which it belongs is asserted: if it is a fraudulent region then the claim
is considered as a fraud attempt. In order to validate their approach, the authors train
a set of three feed-forward neural networks (supervised algorithms) that aims to em-
ulate a decision taken by a fraud expert, based on the distribution of fraudulent and
legit claims on the SOM. The supervised neural networks are each trained on regions
of the SOM with different borders trying to capture a significant behavior in the fraud
expert. The results are then compared with the real assessments given by the expert
teams. Results show that the neural networks trained on the SOM show accuracy of
62.3%, 59.5% and 63.5%.

Another example of using SOM for fraud detection is provided by Zaslavsky et
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al. [ZS06]. They propose a fraud detection system for credit card frauds based on the
creation of a cardholder’s profile using a Self-Organizing Map (SOM). A transaction’s
similarity with a profile is computed as the distance between a transaction’s features
and the weights of the node activated by the transaction. This distance is then com-
pared to a user-defined threshold so that a label corresponding to the fraudulence of
the transaction is emitted. A similar approach is used to compare the transaction with a
fraudster’s profiles if the data is available. The proposed system shows results in terms
of average classification error and max classification error using a simulated dataset,
based on a very low number of transactions (100). They use three different datasets to
validate their results: a set with similar legitimate transactions, a set with legitimate
transactions with a few anomalous transactions, and a set with a higher proportion of
anomalous transactions. Accuracy fluctuates with the number of transactions used to
train the model, but the best average error is 0.0034, 0.0381 and 0.0576 for each of
the dataset respectively. In addition, the authors propose a visual interpretation of the
SOM in order to define fraudulent and legal zones where specific types of transactions
are found.

3.2.4 Network analysis techniques for Fraud Detection
Network Analysis consists in representing the data points and how they relate with
each other using a graph. A graph is a data structure composed of edges and nodes,
and they are constructed by analyzing the interaction between the various entities in
the studied systems. Graph theory [WM03] proposes several different metrics and al-
gorithms to describe the graphs and infer new features for its analysis.

In the context of fraud detection, network analysis is a relatively recent research
area that aims to detect collusion of several fraudulent entities, or unexpected changes
in the relationships of a user that could indicate a usurpation of identity. In the next
section, we describe research papers that use network analysis for fraud detection.

Van Vlasselaer et al. [Van+15] proposes a graph-based detection system com-
bining intrinsic and network features in order to detect credit card frauds. Intrinsic
features correspond to features that relate solely to the investigated transaction, while
network features are features that can be extracted when investigating the relationship
created by a cardholder’s past transactions. In order to detect frauds, the proposed
system complements 60 RFM (Recency, Frequency, Monetary Value) features with
3 fraud exposure scores (user score, merchant score, transaction score) that repre-
sents the graph-wise distance between the cardholder and previously recorded fraud
attempts (using the PageRank algorithm). A transaction classification is performed
using a random forest algorithm. The authors evaluated the system using a real-life
dataset of 3.3 million transactions from an anonymous Belgian credit card issuer, con-
taining 48.000 frauds. The proposed system shows the accuracy of 98.77% and an
AUC (area under ROC curve) of 0.986, demonstrating the high performance of the
model. Their approach shows the strength of using graph-based features for fraud de-
tection model. However, they use a supervised algorithm and thus their approach is
not directly transferable to the SIF detection problem.

Akoglu et al. presents Oddball [AMF10], an outlier detection system that also
uses a graph-based approach in order to detect anomalies in real-life networks such
as email communications [KY04] or blog post referencing each other. In this latter
application, the proposed system was able to detect fraudulent blog posts that keep
cross-referencing each other in order to acquire an artificial popularity. The authors
focus on the study of egonets in a weighted graph, which are all the nodes directly
connected with an edge to a target node. They define several properties of an egonet
and verify them experimentally. These properties are Egonet Density Power Law
(EDPL), stating that the number of nodes and the number of edges of the egonet follow
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a power law [CSN09], Egonet Weight Power Law (EWPL) stating that the total weight
of the edges and the number of edges follow a power law, Egonet Eigenvalue Power
Law (ELWLP) stating that the principal eigenvalue of the weighted adjacency matrix
and the total weight of the edges follow a power law, and Egonet Rank Power Law
(ERPL) stating that the rank and the wedge of an edge in the egonet follow a power
law (the rank is the place of the edge in the so rted list of edge weights). They use
these metrics in order to construct an expected value for each egonet in the considered
dataset, and highlight outliers as egonets whose behavior is significantly different than
their expected value. They do not provide a statistical analysis of the performance of
their model, but instead present their results and discuss the pertinence of the most
significant outliers found by their method.

3.2.5 Discussion
As mentioned in Chapter 2, to the best of our knowledge, there is no publicly available
research work conducted on Supplier Impersonation Fraud detection. All the papers
presented in this chapter present usable unsupervised models for fraud detection, but
each of them rely at some point on domain-based knowledge in order to propose sys-
tems that are performative. This fact is highlighted in [Dom+18], where it is shown
that the studied unsupervised approaches exhibit differences in performances when ap-
plied to dataset from different domains. A technique suitable for detecting fraudulent
phone calls might prove unusable for credit card frauds detection. The major issue
concerning the state of the art in SIF detection is that there is no publicly available
frameworks and models for the domain of SIF.

In the absence of such domain knowledge for SIF detection, the questions that
arises are: 1) which techniques are suitable for SIF detection ? 2) can we propose
a system tailored for SIF that uses these techniques to perform accurate and time-
efficient fraud detection ?

In this thesis, we propose an exploratory work using two sets of transactions pro-
vided by SiS-id, a company that specializes in SIF mitigation. We base our work on
the systems and techniques presented in this section, by adapting them to the domain
of SIF. This works consists in providing a basis for future work by designing and eval-
uating two SIF detection systems specifically tailored for SIF. These systems based on
the approaches presented earlier in this chapter, but their goal is mainly to provide the
first directions for SIF detection.
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SiS-id Fraud Detection System

Due to the specific challenges of competitive relationships between companies in a
B2B ecosystem, Supplier Impersonation Fraud (SIF) is, to the best of our knowledge,
not a publicly researched phenomenon. However, as SIF is a threat to the well-being
of the B2B ecosystem ([DFC19]), mitigating solutions have been developed privately.
These solutions usually take two forms: either investigation teams inside the company
that monitor the transactions according to some internal knowledge, or third-party
companies that specialize in SIF prevention and detection, and provide their knowl-
edge as a service for other companies. Such companies include SiS-id 1 and TrustPair
2 in France. As fraud detection is usually dealt with inside a company, the market
for third-party fraud detection companies is still in its infancy (both companies were
created in 2016).

SiS-id proposes to perform Supplier Impersonation Fraud detection for its clients.
Its first goal is to prevent SIF by creating a secure repository linking banking infor-
mation to a company and ensuring the integrity and reliability of the data. Its second
goal is to provide a SIF detection system that asserts a legitimacy level to transactions
issued by a company, using a set of past transaction given to SiS-id by the client com-
pany.

SiS-id is one of the leaders of SIF detection in France. The remainder of this
chapter consists in describing SiS-id’s SIF detection system, and the data they shared
for this thesis, and identifying issues and challenges for data-driven SIF detection sys-
tems.

The next section focuses on the fraud detection system used by SiS-id and provides
a detailed overview. Then the raw transactional data provided by the SiS-id’s clients
is provided. We then describe a dataset composed of transactions evaluated by SiS-
id’s expert system. Finally, a summary of the issues and challenges of the system is
proposed.

1https://sis-id.com
2https://trustpair.fr/en/

4
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Feature Type Description
1 client-

payment-
history

N Number of times the supplier and account are
linked in the client history.

2 community-
payment-
history

N Number of times the supplier and account are
linked in the community history.

3 company-
exists

Bool True if the supplier is registered on the platform.

4 is-
administration-
company

Bool True if the supplier belongs to a governmental ad-
ministration.

5 is-
administration-
iban

Bool True if the account belongs to a governmental ad-
ministration.

6 is-iban-not-
fraudulent

Bool True if the account is not listed in an internal
database of fraudulent accounts.

7 match-
company-
iban-country

Bool True if the supplier and account are located in the
same country.

8 payment-
identity-exists

Bool True if there is a link between the account and the
supplier on the platform.

9 ping-iban-
siret

N Score indicating if the account is linked with the
supplier in the community history

10 valid-
company-
managers

N Score indicating the number of registered users in
SiS-id’s platform allowed to change the account
identification number.

11 legitimacy
score

Categorical Target variable indicating the potential legitimacy
of a transaction. Can be "green"(high legitimacy),
"medium"(dubious legitimacy) or "low"(fraud).

Table 4.1: Features used by SiS-id’s rule engine.

4.1 SiS-id Detection System
The fraud detection system SiS-id currently runs on its platform3 is an expert-based
fraud detection system, where a potentially fraudulent transaction is examined in or-
der to assert its legitimacy, using knowledge available on the platform. This kind of
system inherits directly from the tradition of fraud detection teams ([KS12]), and aims
to formalize their knowledge in order to efficiently process a large number of transac-
tions. The fraud detection system designed by SiS-id consists in two separate steps:
a feature engineering steps where the features from the tested transaction are used to
gather additional information, and then the gathered data is matched against a set of
expert-defined rules in order to assert the transaction’s legitimacy.

4.1.1 Feature Engineering
Figure 4.1 shows an overview of the fraud detection process implemented on the SiS-
id platform. First, a transaction is set as input. It contains the identifier of the client
emitting the transaction, the account on which the money is transferred, the supplier
that is being rewarded with the transaction and the date of the transaction. This trans-
action first undergoes a Feature Engineering step (A). In this step, 10 unique features
are extracted using the transaction data and various data sources. Table 4.1 provides a
detailed summary of these features.

3https://my.sis-id.com
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Algorithm 1: Computation of Feature 1
Inputs :

• C: Identifier of Client
• Acc: Identifier of Account
• S: Identifier of Supplier
• TC: Set of transactions involving C
• T h: Threshold

Outputs :
• L: Score

Variables :
• N = 0 : Number of occurrences of couple Supplier-Account

1 foreach T in TC do
2 if A in T and S in T then
3 N = N +1;
4 if N = 0 then
5 L = 0
6 else
7 if N < T h then
8 L = 75
9 else

10 L = 100

Contractual Features

Contractual features representing the relationship between the platform and the entity
involved in the transaction are computed (Feature 3, 8 and 10 in 4.1). These variables
indicate if the supplier issuing the transaction is registered on the platform (Feature
3), if the supplier used the platform to register the account as one of the accounts he
owns (Feature 8) and if the supplier is managed by more than one user on the platform
(Feature 10). These variables all rely on the same data source: data gathered from the
platform logs and databases.

Behavioral Features

Behavioral features representing how the supplier and account are linked in the His-
tory dataset are also computed (Feature 1, 2 and 9). Feature 1 is the result of Algorithm
1. This algorithm simply counts the number of occurrences of transactions involving
the supplier and the account found in the tested transaction, in a subset of the dataset
containing only the transactions emitted by the client. The algorithm outputs a score
depending on an external threshold arbitrarily determined by SiS-id fraud detection
experts. This score can take the value of 0, meaning that the account and supplier
have not been found in the subset of transaction, 75 if the account and the supplier
have been found fewer times than the specified threshold, and finally 100 if they have
been found more times than the specified threshold. While these values are numerical,
they correspond to encodings of ordinal values such as "high", "medium" and "low".
In reality, there exists two thresholds T h and T h′ with T h′ < T h. In the configuration
chosen by SiS-id’s expert, the first threshold T h′ is set to 0, and thus only the threshold
T h has an impact on the algorithm. This is a strong assumption, as it means that any
account associated at least once with a supplier is given at least a "medium" legitimacy.

The computation of Feature 2, described in Algorithm 2, is processed in a similar
fashion, with the exception that the subset of transaction used to compute the sum
of occurrence of the supplier and account is the whole dataset without transactions
involving the client. This second algorithm provides a collaborative perspective on the
tested transaction, where the knowledge of other companies familiar with the supplier
can have an impact on the final legitimacy score.
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Figure 4.1: Description of SiS-id’s rule-based fraud detection system.
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Algorithm 2: Computation of Feature 2
Inputs :

• C: identifier of Client
• A: identifier of Account
• S: identifier of Supplier
• TH|C: History dataset, without the transaction involving C
• T h: Threshold

Outputs :
• L: Score

Variables :
• N = 0 : Number of occurrences of couple Supplier-Account

1 foreach T in TH|C do
2 if A in T then
3 if S in T then
4 N = N +1
5 if N = 0 then
6 L = 0
7 if N < T h then
8 L = 75
9 else

10 L = 100

Finally, Feature 9 is simply a binary feature indicating that the supplier and the
account have been found together in at least one of the transactions in the History
dataset.

External Features
Variables depending on external data source are also computed (Features 4, 5, and 7).
These features rely on calls to various openly accessible data repository maintained
by governments or public organizations. More specifically, Feature 4 and 5 uses open-
access government database in order to derive a binary variable indicating if the sup-
plier is identified as a government organization, and if the account is identified as a
government account respectively. Feature 7 relies on the open official company reg-
istry of different countries, to identify the supplier’s country, and match it with the
account country information often supplied as part of its identification number. This
country information is provided the identification number is an IBAN (International
Bank Account Number), but that is not the case for other local identification numbers
(for example, ACH routing number in the USA).

Expert Features
Variables that rely on expert knowledge are also computed (Feature 6). These variables
usually depends on structured expert knowledge. In our case, the single Feature 6 is a
binary variable indicating if the account is part of a list of fraudulent accounts already
found either through expert analysis or data gathering (e.g., from the "dark web").

4.1.2 Rule Engine
Once the feature engineering phase is complete, the newly created feature vector is
then fed to the rule engine in the Transaction Audit phase (B). A rule engine is a sys-
tem composed of a set of If-Then rules devised by fraud experts based on encountered
fraud attempts, as described in [BVV15]. These rules are then tested for every new
transaction in order to trigger a signal indicating that a SIF has been detected. This
process is similar to the Near-Real Time (NRT) fraud detection phase classically used
in credit card fraud detection systems, as described in [Gia+20]. In the context of the
SiS platform, as of today 224 such rules have been declared in the rule engine. For
confidentiality reasons, these rules cannot be publicly shared. However, these rules
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aims to assert if the behavior of the supplier companies is the history of transaction is
consistent with the data gathered by both the platform and external sources. The rules
emphasizes on the stability of the payment process of a supplier, and on its status on
the platform.

The output of SiS-id fraud detection system a "legitimacy score" of the transaction
(L), which is an ordinal target variable (Feature 11) described in Table 4.1. This target
variable can take the three following values: "High" if the transaction is considered
legitimate, which is to say no fraudulent input was given to the rule engine. "Medium"
if the transaction is considered as somewhat suspicious. This means that given the
inputs, the rule engine considers that it does not have enough information to rule out
the transaction are either legitimate or fraudulent. "Low" means that the transaction
is not legitimate. However, not being legitimate slightly differs from being fraudulent:
indeed, transactions whose bank account ID is badly formatted and thus invalid are
given a low legitimacy score, whereas a true fraud attempt would have a valid bank
account ID.

4.1.3 System Analysis
Rule-based engines are typically time efficient as the transactions can be assigned a
score in almost real time as usually rule engines are implemented for this purpose.
They tend to be accurate as they rely on carefully gathered expert knowledge of fraud
mechanisms. They are also interpretable as the rules, even when they are numer-
ous, are easy to understand due to their simple "If-Then" expressions. However rule
engines as fraud detection system suffer from several drawbacks. First of all, as dis-
cussed in [Gia+20] they are difficult to maintain. For example, due to the dynamic
nature of fraud, new rules have to be added when fraudsters discover new ways to
cheat the system. However, when a new rule is added, the consistency of the entire
set of rules must be asserted so that no rules are in conflict, or redundant with the new
rule. This strongly impacts the maintainability of rule-based fraud detection systems.
However, this knowledge is can only be input to the rule engine through the intensive
human task of updating all the rules, as the system does not possess a way to correct
itself.

Furthermore, the proposed rule-engine uses exactly zero transaction from the his-
tory as a base for its decision4. This is an issue, as new data is not used by the rule
engine to learn new fraud cases. One might argue that the rules are such rules are based
on past transactions, as fraud detection experts base their conclusion on analyzing past
situations, but in fact, the amount of transaction data now far exceeds the capacity of
human analysts. Concretely, this completely neutralizes the capacity of a rule-based
system to autonomously discover new fraud patterns and adapt the system accordingly.
This can be a serious disadvantage as the new types of frauds would be noticed when
end-users start to notify the frauds. Furthermore, simply adding new rules is not as
trivial as it sounds, as the new fraud attempts need to be carefully studied, and the is-
sues of rule redundancy and compatibility evoked in the previous paragraph still apply.

Finally, not every relationship between the features and legitimacy level of the
transaction can be easily captured in a set of "If-Then" rules. A data-driven model
can encompass such complexity more accurately. All these issues strongly advocate
for the use of data-driven fraud detection systems. However, these systems should not
come as a replacement of the previously existing rule-based engine: they should aim to
complement it by providing more variables for the decision process. This approach has
already been successfully implemented in the domain of credit card fraud [Luc+19].
Concretely, this can mean complementing the proposed rule-based system with one
or several independent, self-contained data-driven systems using more efficiently the

4For the case of SiS-id rule engine, the History dataset is used during the Feature Engineering process.
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dataset of transactions.

4.2 History Dataset

In its feature engineering process, SiS-id SIF detection system uses a set of historical
transactions performed by SiS-id’s clients. In this section, we describe this dataset in
detail.

The set of B2B transactions used by SiS-id detection system is an aggregation of
the payments performed by SiS-id’s client companies carried between July 2016 and
July 2019. These transactions have the form a feature vector of 4 features : client iden-
tification number, supplier identification number, target account identification number,
date of the payment. All of the transactions involving the same client, supplier and
destination account during a single month are aggregated, resulting in the creation of
a fifth feature representing the number of similar transactions issued during the month.
The unitary transactions are not kept in the final dataset. The time granularity of the
transaction is thus a month. This aggregation is motivated by technical considerations
concerning the size of the database needed to store all the activity from SiS-id’s clients
in a manageable way. Furthermore, B2B unitary payments from clients to suppliers
usually have a monthly granularity (especially when dealing with supplies or renting)
and thus this aggregation was considered by the experts to have no significant impact
on the results of the expert system. With no access to the unitary transactions, there is
no means to challenge this assumption. However Figure 4.2 shows an overview of the
features.

In order to preserve the confidentiality of the data, a secure hash function with a
salt is applied to the three distinct identifiers (client, supplier, account, each with its
own salt) so that no link can be established between the data in the history and real-life
companies. The link between "clear" and "hashed" company identifiers is thus broken
by the added salt. While the combined use of the salt and secure hash function miti-
gates the risks of damage in case of data leak, it also means that the same company
will have a different identifier whether it has issued a transaction, or received a trans-
action. This means that no "loops" of payments will be found (where two companies
are both supplier and client of each other) as the same company will be differently
identified when assuming the role of a client, and assuming the role of a supplier.

At the time of writing, 3 712 001 transaction records are available in the history
dataset. These transactions are issued by 6 063 unique companies. This number is
more than the number of SiS-id’s client companies. This is explained by the fact that
SiS-id’s client companies can represent a group of several companies such as a multi-
national group. In this case, each firm possesses its own identification number, but
only a global entity will be SiS-id’s client. The mean number of transactions by client
company is 612.24, ranging from 244 214 to 1 transaction(s) per client.
215 056 unique supplier companies are also found in the dataset, along with 262 157
unique bank accounts to which payment was transferred. The fact that more bank ac-
counts exist than supplier companies indicates that some suppliers use more than one
bank account to be paid.

This dataset represents all the transactions performed by all of SiS-id clients for
two years. However, there is no available information about the legitimacy of these
data, and thus no knowledge of which are frauds and which legitimate.
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Feature Type Description
Client Nominal (ID) Identification number of the client issuing the

transaction.
Supplier Nominal (ID) Identification number of the supplier receiving

the transaction.
Account Nominal (ID) Identification number of the bank account to

which the money is transferred.
Date Timestamp (Month) Timestamp indicating the date when the trans-

action took place.

Table 4.2: Structure of the History data.

4.3 Audit Dataset
A second set of transactions is available through SiS-id. It consists in the list of transac-
tions that were analyzed using the expert system in the past 2 years (July 2017 - July
2019). The dataset, called the "Audit" dataset, is composed of 218 325 suspicious
transactions submitted by 317 unique client companies. The transactions underwent
the fraud detection process previously described, and labeled with a legitimacy score
associated with a color: green indicates that the transaction has a high chance of be-
ing legitimate, orange meaning that the rule engine lacks the necessary information to
assert if the transaction is legitimate or not, and red meaning that the transaction’s le-
gitimacy is low, which can be the case if the transaction is either invalid or fraudulent.

This dataset possesses the following properties:
1. It contains classification requests for fraud detection made by client companies

of SiS-id, representing real-life scenario of SIF suspicion.
2. Each of the transaction of this dataset contains a label corresponding to the

classification done by the rule engine.
The target variable of the dataset might lead us to use this dataset to perform

supervised learning. However, this approach as a major drawback: by using data
analysis on a dataset that is the result of the rule engine, we will only manage to
"rediscover" the rules. However, this dataset might be used as a validation set for
other fraud detection systems, in order to compare their findings with the ones from
SiS-id’s expert system, and thus investigate the potential convergence of their results
with expert knowledge.

4.4 Dataset Analysis
We perform a preliminary analysis of the two datasets to derive some insights of the
underlying transaction system.

The distribution of risk labels in the 218 325 transactions processed by the SiS-id
expert system was computed. This dataset contains 62.84% (137 188) of the trans-
actions labeled as "green", 22.53% (49 205) labeled as orange, and 17.20% (37 562)
labeled as "red". A transaction with a "red" label might be a fraud, but it might also
be an invalid transaction whose Account ID is not consistent with the correct format.

We also investigate the overlap of data between the History dataset and Audit
dataset. The leftmost part of Figure 4.2 shows that the two datasets contains transac-
tions cumulatively emitted by 6 380 distinct clients, 6 063 from the history dataset and
317 from the audit dataset. 154 of these clients are shared between the two datasets,
and 163 are found only is the audit dataset, meaning that they haven’t issued any trans-
action in the history dataset yet.

Additionally, we see that the two datasets contains transactions addressed to 303
036 different accounts, 262 157 from the history dataset and 40 879 from the audit
dataset. 30 108 accounts are shared between the two datasets, and that 10 771 of the
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Figure 4.2: Distribution of client companies, supplier companies, and accounts in the
two datasets.

accounts are found only in the audit dataset.

Finally, the last figure shows that 265 666 suppliers can be found cumulatively in
the two datasets, 215 056 from the history dataset and 50 610 from the audit dataset.
24 629 of these suppliers are shared between the two datasets, while 25 981 are found
only in the audit dataset.

4.5 Discussion
While encountering unknown suppliers or accounts in the audit dataset is not surpris-
ing, as they indicate that new relationships have been established, the fact that some
clients are not present in the history dataset indicates that we do not have previous
historical data about these companies. Thus it is not possible to construct models
from their past behavior, as no data is available to train these models. Furthermore,
if a client company does not have transactions in the audit dataset, there is no way
to compare the precision and recall of any new data-driven model with the decision
from SiS-id’s expert system. We thus focus on the subset of 154 client companies
shared between the History and Audit datasets in the rest of this thesis. Suppliers and
accounts from the Audit dataset not found in the History dataset means that our fraud
detection system has to be able to adapt to unseen values.

The label for transactions used in the Audit dataset was emitted by SiS-id’s expert
system. As seen in the description of the expert system, both fraudulent transactions
and invalid transactions are issued a "low" legitimacy label. This fact explain the
unusually high amount of transactions labeled with the "low" legitimacy label (20.3%).
Thus, it raises the question of the quality of these labels. We chose to consider them
as a baseline from a "state of the art" fraud detection system, rather than a ground
truth. Furthermore, these labels have been emitted in a production setting of SiS-id’s
fraud detection platform, and as such their results have been accepted by SiS-id’s
clients. However, no dataset with ground truth on truly fraudulent (and not invalid) or
legitimate transactions is yet available for SIF detection.

4.6 Challenges & Issues
While extensively used in the last decades to perform classification tasks, rules-based
systems such as the ones used by SiS-id suffer from several drawbacks. [BVV15]
accurately list these drawbacks:

1. Rules engines are cost-intensive to maintain: adding or removing a new rule
must be done manually and any modification has to be checked for potential in-
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consistency or regression in the results. In the context of SIF, such maintenance
is necessary because of the constant evolution of frauds. This means that the
precision of the system will decrease as new fraud cases arise and are labeled as
legitimate, if they appear as such. Furthermore, when attempting to construct
a legitimacy score for a given company, SiS-id’s expert system tries to capture
the legitimate behavior of the targeted company. However, this behavior also
evolves through time as the company grows or shrink depending on how suc-
cessful it is. Concretely this means that new legitimate but unseen behavior will
be labeled as fraudulent, and thus the recall of the system will decrease and
more "false alarms" will be detected.

2. Rules engines usually monitor systems as a whole, as opposed to local profiles
such as the ones in ([BH+01]). However, due to the complexity of relationship
between companies, rules that might be true for the whole system might prove
false for a specific company.

3. Fraudsters also evolve and adapt their strategies to avoid detection. Thus, a
skilled fraudster might be able to infer some rules by trial and error, and thus
circumvent the fraud detection system.

4. Rules are usually set up by experts after a fraud has been detected and identi-
fied. This fact, paired with the time it takes to update the system, means that
a fraudster can continue to perform similar frauds for a certain amount of time
before the fraud is effectively neutralized.

These reasons advocate for the use of a data-driven system in collaboration with
the expert-driven system. Indeed, the maintenance of data-driven systems consists
in training a model instead of manually adding or deleting rules, and thus can be
performed timely without human intervention. Furthermore, data-driven systems are
also prone to discover evidence or patterns of frauds overlooked by human experts, as
they process far more data points than humans. Such new evidence can then be added
to the decision process and thus refine the expert system.
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Supplier Impersonation Fraud
Detection using Bayesian

Inference

In this chapter, we introduce ProbaSIF, an unsupervised supplier impersonation anomaly
detection system based on two probabilistic models. ProbaSIF uses a set of historical
payments from a Business-to-Business ecosystem involving several companies acting
as clients and suppliers. The goal of ProbaSIF is twofold: Firstly, identify the behavior
of a company emitting payments (called the client company) and of a company receiv-
ing payments (called supplier company). Secondly, produce an alert if an unusual
transaction is emitted by a client company for a supplier company with respect to both
of their behavior models, indicating a potential impersonation fraud. This alert can
then be transmitted to both companies’ fraud investigation teams in order to validate
or cancel the payment.

In order to be consistent with the expert system that considers the legitimacy of
a transaction rather than its fraudulence, legitimate transactions are in our case con-
sidered as "positives" and fraudulent transactions are considered as "negative. While
slightly unusual in the context of fraud detection, using this terminology has no impact
on the experimentation.

Our system first uses probability theory to compute probability distributions repre-
senting the underlying payment behavior of a client and a supplier. ProbaSIF proposes
two distinct models: one relying only on the information available for the client con-
ducting the transaction, in order to reflect a single company’s view when assessing
the potential fraud, and the other one using all the information related to the supplier
receiving the transaction. A probabilistic distribution is used for both model, and the
probability of occurrence of the account used in a new transaction is determined. This
probability is then compared with a risk threshold in order to assert the legitimacy of
the transaction.

The motive behind using a model relying on the supplier company’s knowledge
rather than the client company’s knowledge is that a supplier company can use multi-
ple legitimate accounts with different clients, and that such a legitimate account might

5
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appear illegitimate if it has seldom been used with a specific client. The direct result
of using only the client company’s knowledge is that legitimate transaction for the
supplier is categorized as fraud when compared with the model. Thus, by using the
collaborative knowledge of several clients of a supplier, we assume that less false nega-
tives will occur. We propose to use the following experiment to verify that hypothesis.

ProbaSIF is evaluated using a set of real transaction data provided by the SiS-id
platform. A first evaluation is performed on a dataset previously labeled by SiS-id
expert system. The results of the first model are compared with expert knowledge to
provide an exploratory analysis based on its consistency with expert knowledge. Then,
in a second time we evaluate our second model on the same dataset and show that the
results show a reduction in the number of transactions labeled with a low legitimacy
label, thus validating our hypothesis in the presented case.

The contributions of this chapter are the following:
1. A probabilistic model describing the occurrences of an account in a set of trans-

action between companies interacting in a B2B transaction ecosystem, based on
a client company’s knowledge.

2. A probabilistic model describing the occurrences of an account in a set of trans-
action between companies interacting in a B2B transaction ecosystem, based on
a wider supplier company’s knowledge.

3. A classification system attributing a legitimacy label to a new transaction in an
interpretable way based on a probabilistic model..

4. An exploratory analysis comparing the results of data-based SIF detection sys-
tems to an expert system.

5. An experimental result showing that using a collaborative approach reduces the
risk of false negative in the context of SIF.

5.1 Background and Motivation
In this section we provide a focus on the use of probabilistic models in fraud detection.
State-of-the-art examples of probabilistic fraud detection systems have been given in
Chapter 3 Section 3.2.1. As a reminder, this type of algorithm evaluates the proba-
bility density function of a given dataset X , by inferring the model parameters θ that
most closely fit the dataset distribution. Each data point belonging to X is assigned
likelihood P(X |θ), and data points having the smallest likelihood are given an outlier
label [Dom+18]. We draw from the frameworks developed in the described systems
in order to propose a system adapted to SIF detection, and especially from credit-card
detection systems such as the one presented in [Luc+19].

The study of the probabilistic models for fraud detection in the literature yields the
following motivation to use them:

• These models stand out for their relative simplicity and interpretability [GS13],
which is a major point when investigating fraud as they have to be studied by
investigators and explained to victims.

• These techniques have also been proved efficient in terms of computational time,
even when used with large datasets [Den+02]. The issue of computation time
arises, because the dataset used in this thesis (the History dataset described in
Chapter 4) is composed of real-life transactions, is bound to grow as more trans-
actions will be performed in the B2B ecosystem, and more companies will be
monitored.

• Probabilistic models do not require any pre-processing of categorical data in
order to construct their model. This fact is particularly important in our case as
most of our data is composed of the company and account identifier which are
categorical data.

Additionally, probabilistic models have also been democratized thanks to the world-
wide adoption of the Naïve Bayes Classifier [Ris+01] and thus lead to extensive use
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and research in various topics.

The successful application of the Bayesian model can be found not only in fraud
detection but also in various applications and topics such as modeling animal survival
[BCM+00], detecting fake ratings in an online shop [Hoo+16], or detecting faulty
batteries in satellites [GHS+19]. While not directly related to SIF detection, this nu-
merous literature means that probabilistic models can be adapted to various use cases
and scenarios. Thus, it is a good starting point for a SIF fraud detection system.

5.2 Naive Probabilistic Model
In this section a probabilistic model called the Naive Probabilistic Model is described.
This model aims to detect if the account used by a client company to pay its supplier
is anomalous with respect to the previous transactions issued by the client. This ap-
proach is motivated by the fact that the clients are particularly well informed about
how they pay their own suppliers, and thus aims to model this knowledge in a useful
way for fraud detection. This model is divided into two phases: the training phase and
the testing phase.

We presented in Chapter 2 several examples of Supplier Impersonation frauds. In
order to illustrate the design of the probabilistic fraud detection system, we use the
following scenario: let’s define two companies C S that have previously exchanged N
historical transactions {t1, t2, ..., tN}. C has paid S on the same account Accl . A fraud-
ster wants to attempt a fraud by impersonating S and trigger a payment from C to the
account Acc f . This triggers all future transactions tN+1, tN+2, ... to be performed on
Acc f instead of Accl .

Most of the papers found in the literature that use a probabilistic model are based
on Gaussian-Mixture Models (GMMs). These models represent the possible values
of the features in the form of a composition of Gaussian (also known as Normal)
models which parameters are the mean and the variance of the feature’s distribution.
However, these models only work in the case of numerical values, and not when the
features are categorical values. Thus another probabilistic model needs to be found.
An illustration using an urn model [JK77] can be used to help in this choice of distri-
bution. Assume that we have an infinite urn containing all the transactions between all
the suppliers in our B2B ecosystem, represented by identical balls, and each account
used in at least one transaction is represented by the color of the ball. We isolate all
transaction involving C and S, in a separate urn. We wish to determine the likelihood
of an account Acci to appear when we draw the next ball from the urn, knowing that
we already made TC,S independent draws from this urn.

There are several ways to model payments made by the client company to its sup-
plier. If we only consider the test draw, one can use a categorical distribution. Categor-
ical distribution is a discrete probability distribution that describes the possible result
of a random variable that can take one of the multiple categories. The parameters of
a categorical distribution is p = (p1, p2, ..., pK) where pi is the probability to draw
the category k. However, the categorical distribution can be seen as a special case
of the multinomial distribution, which models the probability of a random variable to
take one of the multiple categories when challenged n times. If n = 1 then we have a
categorical distribution. Using the multinomial rather than the categorical distribution
helps use generalize our model, for example if there is need to perform batch predic-
tion. Thus we chose to model our transactions using a multinomial distribution. This
model does not need any pre-processing of the data, as the multinomial distribution
is able to handle categorical data. The parameters for the multinomial distribution are
p= (p1, p2, ..., pK) where pi is the probability to draw the category i, and n, the num-
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ber of trials.

Let’s consider a multinomial distribution Mul(p,n), where p is a vector of proba-
bility. Mul(p,n) can be used to model the TC,S transactions already observed between
a client C and a supplier S. The parameter n thus becomes TC,S. The need arise to
estimate the second parameter p. Using conjugate prior, as illustrated in [Min03], the
unknown parameter p can be itself considered as a random variable. This means that
it can be given a prior distribution in the form of a Dirichlet distribution. A Dirichlet
distribution is a continuous multivariate probability distribution parameterized by a
vector α of positive reals. A comprehensive definition of the Dirichlet distribution
can be found in ([BJ+06]). The posterior distribution of the parameter, after incorpo-
rating knowledge from the observed transaction, is also a Dirichlet. If we express this
relationship in the case of a categorical distribution (for the sake of simplicity), given
(with K the number of possible categories, N the number of samples) a model

α= (α1, ...,αK) = concentration hyperparameter
p|α= (p1, ..., pK)∼ Dir(K,α)

X|p= (x1, ...,xK)∼ Mul(K,α,n)

then [Min03] shows that

c= (c1, ...cK) = number of occurrences of category i =
N

∑
j=1

[x j = i]

p|X,α∼ Dir(K,c+α) = Dir(K,c1 +α1, ...,cK +αK)

Using the methods found in Bayesian statistics [Van+14], we use this relationship
to estimate the parameter the posterior probability of the multinomial distribution of
account values using the available set of TC,S historical transactions performed be-
tween C and S. A detailed overview of the process is given in Section 5.2.1.

In order to determine the legitimacy of a transaction, the process in more straight-
forward: we consider the account found in the transaction. If the value of p falls under
a user-defined risk threshold, then the payment is deemed anomalous and considered
to be a fraud.

In the remainder of this section, we first describes the process performed to de-
termine the probabilities values of our multinomial distribution. Then explain the
algorithm used in our model to assert the legitimacy of an unknown transaction is
presented.

5.2.1 Model Description
In this section, the estimation of the parameter p is described. Let us denote the num-
ber of times a particular account Acci i ∈ {1, ...,HC,S

Acc} has been seen among all the

draws as nAcci , and ∑
HC,S

Acc
1 nAcci = TC,S. We thus have a set of TC,S categorical variables

A = a1, ...,aTC,S (the list of accounts used in every payments made by C towards S)
that can be represented as a single vector-valued variable x= (ni, ...,nHC,S

Acc
) (the num-

ber of time each unique account was used in the list of payments), where ni is the
number of occurrences of accounts Acci. Let’s assume that x is distributed according
to a multinomial distribution Mul(p,TC,S). The parameters of the multinomial dis-
tribution are p = (p1, p2, ..., pHC,S

Acc
) where pi is the probability to draw account Acci,

and HC,S
Acc the number of unique accounts found in TC,S. As detailed earlier, instead

of estimating p directly, we use a conjugate prior distribution [Min03] and thus con-
sider p as a random variable following a Dirichlet distribution with parameter vector
α= (α1, ...,αHC,S

Acc
). Using the formulas provided in [JKB97; Min03], the conditional
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Figure 5.1: Visual representation of the naive probabilistic model in plate notation.
αcli

c,s is the parameter of the Dirichlet prior on the probability distribution pcli
c,s, which is itself the prior of

the Multivariate distribution of accounts a1, ...,aNs . The model is computed for each of the C clients found
in the database.

distribution of a given variable ai, conditioned on all the other account variables (de-
noted A(−i)) in TC,S, is the following:

Pr(ai = Acci|A(−i),α) =
n(−i)

Acci
+αi

HC,S
Acc +TC,S −1

(5.1)

where n(−i)
Acci

is the number of counts of account Acci in all variables other than ai. This
formulation is useful as it allows use to avoid the use of costly sampling methods
such as Markov Chain Monte Carlo (MCMC) methods [Gey92]. Figure 5.1 shows
an overview of the proposed Dirichlet-multinomial model in plate notation1. As we
propose two different models in this chapter, for the sake of clarity we use pcli

c,s and
αcli

c,s to refer to the parameters of the distributions used in the naive probabilistic model.

Training Phase
While it is possible to compute Equation 5.1 every time a new transaction is submitted
by the model, it is possible to reduce the computational overhead by calculating be-
forehand each of the possible probabilities for the unknown account. This technique is
similar to the training of a model in the traditional data science, as we prepare a fixed
representation of the data that will be queried later in order to assert the legitimacy of
the transaction.

In order to create a model of the payment behavior of C towards S, let’s define the
account aTC,S+1 as the account potentially used in this new transaction between C and
S. As it is a new point, Equation 5.1 can be written as follows:

Pr(aTC,S+1 = Acci|A,α) =
nAcci +αi

HC,S
Acc +TC,S

(5.2)

where A is the set of account values in the set of transactions TC,S, and nAcci the
number of occurrences of account Acci in TC,S. We use this formula to compute the
probability of occurrence of each account Acc1, Acc2, ..., AccHC,S .

First, let’s consider the value of α. In our case, it consists in a pseudo-count of
the occurrences of Acci representing our belief in the likelihood of this account. It is

1https://en.wikipedia.org/wiki/Plate_notation
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useful in the case of a Categorical distribution, as it is updated by new evidence. In
our case, however, the evidence is directly introduced by the Multinomial distribution,
and thus we use a vector α= 0 to represent the fact that we have no prior knowledge
about the accounts.

The computed prior probabilities give us an absolute chance of aTC,S+1 to take
the value Acci. Let’s consider the fact that a supplier S have been paid 300 hundred
times on two accounts: 150 times on Acc1 and 150 times on Acc2. We thus have
Pr(a(T+1)C,S = Acc1|A,α) = Pr(a(T+1)C,S = Acc2|A,α) = 0.5. However, it is useful
to indicate that both Acc1 and Acc2 are very likely to occur in a transaction involving
S, relatively to one another. In order to convey this fact, we normalize each posterior
probability by the maximum value found. These results are no longer probability
values, as their sum is greater than 1, but they represent the chance of occurrence of
an account Acci with respect to the maximum of occurrences of any given account.
In the example mentioned above, if Acc1 and Acc2 are both used in 150 transactions
each, then their probability score would be 1.0 for each of them. Under the assumption
that enough payments have been performed, it tells us that both account are as likely
to be used by the client to pay the supplier, whereas if an unbalance in the accounts
occurrences were to exists, the corresponding probabilities would be skewed as well
(with the probability corresponding to the most occurring account still at 1.0). The
main interest of this is to convert absolute values of probabilities into relative ones,
and thus alleviate the need to handpick specific risk thresholds (introduced in the next
subsection) corresponding to the needs of a given client, in favor for more explicit
ones. This set of normalized probabilities is dubbed

Sc(a,α) =
Pr(a = Acci|A,α)

max(Pr(a = Acci|A,α))

for Acci ∈ 1, ..., HC,S
Acc

Inference Phase

In the testing phase, a new transaction (T +1)C,S is tested in order to assert its legiti-
macy. Let’s assume that (T +1)C,S is performed using the value aT+1 corresponding
to account AccT+1. Two possible cases arise:

• AccT+1 is an account that has been previously encountered in A. In this case,
Sc(a(T+1)C,S ,α) is retrieved from the set of normalized probabilities described
earlier.

• AccT+1 is an account that hasn’t been previously encountered in A. In this case,
Sc(a(T+1)C,S ,α) = 0

This operation is a simple lookup as the inference needs to be performed as fast as
possible.

Once the normalized probability score is retrieved, a threshold function is applied
to the result in order to produce a green-light answer that is consistent with the ones
from the expert system. Sc(aT+1) is compared with two risk thresholds δ1 and δ2
where 0 < δ1 < δ2 < 1. If Sc(aT+1) < δ1 then (T + 1)C,S is assigned a low legiti-
macy label, if Sc(aT+1) < δ2 then (T + 1)C,S is assigned a medium legitimacy label
and if Sc(aT+1)> δ2 then (T +1)C,S is assigned a high legitimacy label.

The determination of risk thresholds is a complex exercise, and in this thesis we re-
lied on the expertise of SiS-id’s fraud detection team to assign acceptable risks thresh-
olds for the experiment. Indeed, a variation in the values of the risk thresholds has
a major impact on the results, as they correspond to the level of tolerance over fraud
one is willing to have. Thus, tuning and selecting appropriate risk thresholds is an im-
portant task. A cost-based analysis, that selects risk thresholds based on the monetary
losses incurred by a false negative or a positive (as described by [BVV15]) might be
used to select risk thresholds. However, due to the domain-specific issues found in
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this task, plausible fixed risk thresholds will be used in the remainder of this chapter.

5.2.2 Experimentation Goal

In the remainder of this section, we propose an experimental evaluation of the naive
probabilistic model. In the absence of a dataset containing reliably labeled fraudulent
and legitimate payment, we do not have the means to assert the fraud detection perfor-
mance of our system. Furthermore, as ProbaSIF is, to the best of our knowledge, the
first data-driven SIF detection system, there exist no comparable system to compare
performance with.

However, we do possess the subjective knowledge of SiS-id’s investigators, and
the results of SiS-id’s platform expert system. Thus, we propose an exploratory analy-
sis of the naive probabilistic model, using SiS-id’s expert system results as a baseline.
However, we can only compare the results of the two systems in an explorative way, as
they both rely on different assumptions: data-driven systems such as ProbaSIF draws
their labels from a data model, whereas expert systems draw their conclusion for rules
defined by human experts. However, one can assume that at least part of expert knowl-
edge is constructed from experience, which means the study of past data.

Thus, the first goal of this experiment is to provide a qualitative overview of the
differences between the results of a data-driven system and an expert system. This re-
sult allows highlighting differences and similarity between the two kinds of systems.

The second goal of this experimentation is to assert the operational efficiency of
our system, which is the computational time it takes to compute the probability scores
composing the model, along with the inference time needed to assign a label or a score
to a suspicious transaction.

5.2.3 Experimental Setup

ProbaSIF has been run on a laptop running Ubuntu 18.04.4 with an Intel Core i7-
10510U CPU and a 15,5 GiB memory in order to evaluate its performance. The data
used to train the model is the History dataset previously described in Chapter 4 Section
2, consisting of a set of unlabeled transactions between client companies and supplier
companies. The data used to test our model is the Audit dataset described in Chapter
4 Section 3.

In order to perform our experimentation, first a case study of a single client com-
pany is performed. The goal of limiting the evaluation to a representative client is
to be able to investigate in detail the differences between the expert system and the
data-driven system. Focusing the experiment on a single client allows us to obtain the
granularity needed for this comparison. Thus a client that possesses 251 transactions
in the Audit dataset have been selected. The reason to choose this client is that it
showed a manageable number of transactions analyzed by SiS-id’s expert system, and
that it possesses a high number of transactions in the History dataset. These transac-
tions are used to train ProbaSIF, and then the transactions from the Audit dataset are
used to compare the results of the rule-based system with the one found by the naive
probabilistic model.

In this experiment, we use 2 risk thresholds in order to create 3 distinct labels,
so that the results found by the naive probabilistic model are comparable to SiS-id’s
expert system, described in Chapter 4 . As mentioned earlier, the discretized results
(in the form of high, medium and low legitimacy labels) of the naive probabilistic
systems relies heavily on the values of the thresholds δ1 and δ2. Indeed, a small
value of δ1 leads to fewer transactions labeled with a low legitimacy label, whereas
large value of δ2 leads to almost no transaction labeled with the high legitimacy label.
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Figure 5.2: Distribution of "high" legitimacy labels - Expert system & Naive proba-
bilistic model.

These risks thresholds have been set to δ1 = 0.5 and δ2 = 0.9. These risks thresholds
have been determined after discussion with SiS-id’s fraud investigation team so that
they reflect the behavior and risks taken by the rule engine: δ1 = 0.5 means that every
payment issued from a client to an account of the supplier seen less than half the time
by the client is deemed anomalous, whereas δ2 = 0.9 means that only an account
used in the client’s payment have been seen at least 90% of the time is considered as
legitimate. This configuration should translate into a system that does not assign a high
legitimacy score to many transactions, and is severe concerning unknown transactions.
The emphasis of the presented work being on the creation of unsupervised model for
fraud detection than the determination of correct thresholds for optimal gains, we fix
these values. Devising a comprehensive function that maps categorical fraud labels to
anomaly values is an interesting topic for future work, but not covered in this thesis.

5.2.4 Results & Discussion
In this section we discuss the results of our experiment and discuss our findings.

High Legitimacy Labels
Figure 5.2 shows the distribution of high legitimacy labels given by the naive proba-
bilistic model and SiS-id’s expert system. The results of the two anomaly detection
systems are not very consistent, as less than half (45 out of the 97) of the transactions
labeled with the high legitimacy label by the expert system have also been given a high
legitimacy label by the naive probabilistic model. Table 5.1 shows that out of the 52 di-
verging labels, the naive probabilistic model attributed 51 low legitimacy labels to the
transaction, thus considering them as anomalous. This discrepancy might be caused
by the fact that only the knowledge of a single client is used to perform the anomaly
detection using the naive probabilistic model. This issue is addressed in the next sec-
tion. Table 5.1 also shows that the result that were attributed a "high" legitimacy label
by the considered system were almost never (4 out of 88) attributed a "low" legitimacy
label by the expert system: this means that the expert system does not directly con-
tradict most of the transaction allowed by the considered system, and thus that both
systems agrees on the same meaning of "high legitimacy" for these transactions.

Medium Legitimacy Labels
Figure 5.3 shows the distribution of medium legitimacy labels given by the naive prob-
abilistic model and SiS-id’s expert system. This label has different meanings for both
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Figure 5.3: Distribution of "medium" legitimacy labels - Expert system & Naive prob-
abilistic model.

Expert System →
Naive probabilistic model ↓ High Medium Low

High 45 39 4
Medium 1 0 0

Low 51 60 51

Table 5.1: Confusion Matrix - Expert System and Naive Probabilistic Model.

systems: in the case of the expert system, it simply means that the system cannot make
an assertion regarding the legitimacy of the transactions because it lacks information.
In the case of the naive probabilistic model, it means that the probability of using the
account is between the two risk thresholds.

The results of the two anomaly detection systems are thus widely inconsistent.
However, the naive probabilistic model shows a tendency towards more assertive than
the expert system as only 1 transactions is given an orange label, compared with the 99
transactions who were assigned this label by the expert system. This result highlights
the fact that the considered system can provide answers where the expert system does
not have enough knowledge to propose a conclusive answer. However this assertive-
ness highly relies on the risk thresholds determined by the user.

Low Legitimacy Labels
Figure 5.4 shows the distribution of low legitimacy labels given by both SiS-id’s expert
system and the naive probabilistic model. The results show that most (51 out of 55) of
the transactions labeled as not legitimate by the expert system have also been deemed
not legitimate by the naive probabilistic model. However, 111 transactions labeled
with the "low" legitimacy label by the naive probabilistic model were given other
labels by the expert system. Table 5.1 shows that these labeled mostly come from the
medium and high legitimacy labels sets previously described.

Operational Efficiency
Finally, Table 5.2 shows the performance of the expert system and the naive proba-
bilistic model in terms of execution time. In order to be consistent with the real use
case of SiS-id, we create models for every client found in both the History dataset
and Audit dataset, and compute the time taken for the creation of every model. While
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Figure 5.4: Distribution of "low" legitimacy labels - Expert system & Naive proba-
bilistic model.

Expert System Naive Probabilistic Model
Training time (62 clients) (s) - 2
Training time (1 client) (s) - 0.032

Inference time (s) 3 0.002

Table 5.2: Operational Efficiency - Expert System and Naive Probabilistic Model.

the naive probabilistic model takes 2 seconds to train on the data from the History
Dataset, it is not possible to compare it with the expert system. Indeed expert systems
use built-in rules, either in the form of hard-coded algorithm or more manageable rule
engines. However, the rule engine underlying the expert system has to be regularly
updated in order to address evolution in a company’s behavior. This update is a very
time-consuming task as it requires extensive human input to be performed.

In order to consider the inference time, a focus is made on the inference made by
the selected client. When considering the time taken to handle a transaction’s labeling,
the expert system’s performance (3 seconds for one transaction) is very slow. This is
explained by the fact that the pre-processing phase of the expert system process relies
on call to external APIs to be performed, and thus the answers have to be received
by the expert system in order to compute its answer. It is very slow compared to the
naive probabilistic performance (0.57 seconds for all 251 transactions, correspond-
ing to 0.002 seconds for one transaction), as the proposed system does not use such
external APIs and rely solely on the available data.

5.3 Collaborative Probabilistic Model
While the Naive probabilistic model is suitable to model the narrow view of a client
concerning its own transactions with a supplier, it possesses an inherent flaw: it does
not take into account the relationship the supplier has with other clients of the ecosys-
tem.

Consider the following scenario: A client C1 emits payment regularly to a supplier
S1 using the account a1. S1 also receives regular, legitimate payments for a client C2
on the account a2. Using the naive probabilistic model, if S1 decides to be paid by C1
on its account a2 then the probability αa2 is 0 and thus the transaction is considered
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as anomalous, and thus potentially fraudulent. This type of error where a legitimate
payment is deemed fraudulent is known as "false negative" (w.r.t the legitimacy of the
transaction. As a reminder, legitimate transactions are considered "positives" while
fraudulent transactions are considered "negative" in the thesis, in order to be consis-
tent with the expert system).

Thus, it is necessary to consider the knowledge of all the clients interacting with
a specific supplier, rather than focus on a single point of view, in order to reduce the
number of false negatives of the system. The following model proposes an approach
to integrate this collaborative knowledge to the anomaly detection system.

5.3.1 Model Description
The model used for the collaborative system is the same as the one describes in the
naive system, with the notable difference that rather than use only the subset TC,S

of the History dataset containing the transaction involving only company C and com-
pany S, the subset T S containing all the transactions involving S in the History dataset
is used. The computation remains the same, so in the end we use the posterior distri-
bution

Pr(aT S+1 = Acci|A,α) =
nAcci +αi

HS
Acc +T S

(5.3)

with HS
Acc the set of accounts used to pay supplier S by at least one client in the hisory

dataset, and the score function

Sc(a,α) =
Pr(a = Acci|A,α)

max(Pr(a = Acci|A,α))

for Acci ∈ 1, ..., HS
Acc in order to pre-compute the anomaly score of a transaction.

Inference Phase
The inference phase remains the same as the one described in the previous section,
with the difference that the score is retrieved from Sc(a(T+1)S ,α) rather than Sc(a(T+1)C,S ,α).

5.3.2 Experimentation Goal
In the remainder of this section, we propose an experimental evaluation of the collabo-
rative probabilistic model. The same comment on the absence of a dataset containing
reliably labeled fraudulent and legitimate payment applies. In this experiment we wish
to provide an explorative overview of the collaborative probabilistic model’s results,
in a similar fashion as the previous experiment with the naive probabilistic model.

Finally, in this experimentation, we aim to validate that the hypothesis of including
the transaction from several clients instead of a single one indeed leads to an increase
in the number of transaction considered legitimate by ProbaSIF. In order to do so, we
use the results provided by the expert system as a baseline to compare two probabilis-
tic models.

5.3.3 Experimental Setup
The experimental setup is the same as the one used in the previous section.

5.3.4 Results & Discussion
In this section we present the results of the experiment and discuss our findings.

High Legitimacy Labels
Figure 5.5 shows the distribution of high legitimacy labels given by the collaborative
probabilistic model and SiS-id’s expert system. The number of similarly labeled trans-
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Figure 5.5: Distribution of "high" legitimacy labels - Expert system & collaborative
probabilistic model.

actions shows an increase, from 45 to 60. This confirms the hypothesis that adding the
knowledge of more client companies is consistent with the expert knowledge used by
fraud investigators, and allows to reduce the number of legitimate transactions labeled
as fraudulent. However, 37 out of 97 transactions are still labeled differently. Table
5.3 shows that out of the 37 diverging labels, the naive probabilistic model attributed
35 low legitimacy labels to the transaction. This discrepancy might come from the
fact that SiS-id’s expert system uses knowledge from the underlying fraud detection
platform, in the form registered legitimate accounts. This knowledge is not yet avail-
able for our models and thus might be the cause of differences in the attribution of
high legitimacy labels.

Medium Legitimacy Labels

Figure 5.6 shows the distribution of medium legitimacy labels given by the collab-
orative probabilistic model and SiS-id’s expert system. The two systems gave these
labels to different transactions. However, as it was the case with the naive probabilistic
model, the collaborative probabilistic model also seems more assertive than the expert
system. Furthermore, adding the knowledge of more clients seems to introduce a
higher diversity in the probabilities as 5 transactions are given the medium legitimacy
label using the collaborative probabilistic model, whereas only 1 was labeled as such
by the naive probabilistic model. However, the fact that both naive and collaborative
probabilistic models do not yield a high amount of medium legitimacy labels when
analyzing transactions doesn’t allow for significant conclusions to be drawn.

Low Legitimacy Labels

Figure 5.7 shows the distribution of low legitimacy labels given by both SiS-id’s ex-
pert system and the collaborative probabilistic model. As expected, there is a decrease
in transactions labeled with the low legitimacy labels by the collaborative probabilis-
tic model. Most of the transaction (46 out of 55) still shows a high consistency with
the expert model. However, an increase of discrepancy occurs as 2 transactions pre-
viously labeled with the low legitimacy label by both the expert system and the naive
probabilistic system are labeled with the high legitimacy label by the collaborative
probabilistic model (4 to 6 in the upper line, rightmost columen in Table 5.1 and Ta-
ble 5.3). Raising the ambiguity surrounding this kind of mislabeling is only possible
through the use of a dataset containing proven legitimate transactions and fraudulent
transactions.
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Figure 5.6: Distribution of "medium" legitimacy labels - Expert system & collabora-
tive probabilistic model.

Figure 5.7: Distribution of "low" legitimacy labels - Expert system & Naive proba-
bilistic model.
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Expert System →
Collaborative Probabilistic Model ↓ High Medium Low

High 60 39 6
Medium 2 0 3

Low 35 60 46

Table 5.3: Confusion Matrix - Expert System and Collaborative Probabilistic Model.

Expert System Naive Probabilistic Model
Training time (62 clients) (s) - 2
Training time (1 client) (s) - 0.032

Inference time (s) 3 0.002

Table 5.4: Operational Efficiency - Expert System and Collaborative Probabilistic
Model.

Operational Efficiency
Finally, Table 5.4 shows the performance of the expert system and the collaborative
probabilistic model in terms of execution time. The collaborative probabilistic model
takes the same amount of time to train (2 seconds for all clients, 0.032 sec each) than
the naive probabilistic model. This is due to the fact that while the number of transac-
tion increases when using the collaborative model, the model computation is a simple
sum and thus the computation overhead is not significant.

Similarly, the time taken to handle a transaction’s labeling, is also the same (0.57
seconds for 251 transactions, 0.002 seconds for one transaction). This illustrates the
improvement in operational efficiency of both models.

5.4 Global Results
In this section, we discuss the performance of both the naive probabilistic model and
the collaborative probabilistic model when considering the 62 clients of the Audit
dataset that possess at least 100 transactions in the History dataset. This analysis al-
lows us to assert both the operational efficiency of both models, along with its global
consistency with the results of SiS-id’s expert system.

In order to conduct this analysis, we focus on two metrics: the Low Legitimacy
Consistency (LLC) score, defined as the number of transactions given a low legitimacy
label by both ProbaSIF and the expert system, divided by the number of transactions
given a low legitimacy label by the expert system. This metrics allows us to compare
the behavior of the two systems regarding the potentially fraudulent cases.

Thus, the second metric used is High Legitimacy Consistency (HLC) metric, de-
fined as the number of transactions given a high legitimacy label by both ProbaSIF
and the expert system, divided by the number of transactions given a high legitimacy
label by the expert system. This metric is used to assert if ProbaSIF is consistent with
the expert system w.r.t legitimate transactions.

Naive Probabilistic Model
In this subsection, we analyze the performance of ProbaSIF when using the naive
probabilistic model.

Figure 5.8 shows the Low Label Consistency score for each unique client found in
the Audit dataset that contains a set of transactions already evaluated by SiS-id’s expert
system. We can see that for most of these clients, the LLC of the naive probabilistic
model is fairly high, as only 11 out of the 62 considered clients shows a LLC score
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Figure 5.8: Low legitimacy consistency score of the naive probabilistic model for the
client of the Audit dataset.

Figure 5.9: High legitimacy consistency of the naive probabilistic model for the client
of the Audit dataset.

below the average of 0.932. This means that, when considering the low legitimacy la-
bel, the consistency previously witnessed for a single client seems to generalize across
the considered dataset. However, 2 of the clients shows a LLC of 0, meaning that the
naive probabilistic model failed to attribute a low legitimacy label when at least one
transaction was deemed suspicious by the expert system. A thorough analysis of these
cases might yield useful insight on the limit of the naive probabilistic model.

Another limit of the naive probabilistic model is illustrated by Figure 5.9, that
shows the HLC comparing the transaction given a high legitimacy label by the rule en-
gine and the naive probabilistic model. Most (36 out of 62) of the considered clients
fall below the mean of HLC of 0.274. This means that the discrepancy in the attribu-
tion of high legitimacy label is frequent throughout the dataset, and that there is room
for improvement for this metric if the goal is to improve the consistency between the
two models.

Collaborative Probabilistic Model
In this subsection, we analyze the performance of ProbaSIF when using the collabora-
tive probabilistic model.

Figure 5.10 shows the LLC score for each unique client of the Audit dataset. The
global LLC mean is reduced from 0.932 to 0.827, thus indicating that using the col-
laborative probabilistic model alters the capacity of ProbaSIF to assign low legitimacy
labels. Furthermore, now 4 of the clients shows a LLC of 0.
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Figure 5.10: Low legitimacy consistency of the collaborative probabilistic model for
the client of the Audit dataset.

Figure 5.11: High legitimacy consistency of the collaborative probabilistic model for
the client of the Audit dataset.

However, this slight decrease in LLC is compensated by the improve in HLC
shown by the collaborative probabilistic model. Figure 5.11 shows that the mean HLC
goes from 0.274 to 0.598, thus illustrating the improvement in consistency induced by
using such a model. Thus, using the naive probabilistic model or the collaborative
model depends on the cost of a false positive or a false negative. [BVV15] argues
that, in the context of fraud, a false negative (a fraudulent transaction labeled as le-
gitimate) is more costly than a false positive. While the cost of misclassification has
to be discussed in the context of SIF, we tend to agree with this statement, as unseen
costs such as loss of trust in the supplier and the detection system are tied to a false
negative, whereas only costs in terms of investigations are incurred in case of false
positive. While these costs might be prohibitive in the case of credit card frauds (high
number of payments with small amounts, whose legitimacy are hard to verify), this is
not the case for SIF (relatively small number of payments with high amounts).

5.5 Summary
In this chapter, we introduced a SIF detection system called ProbaSIF based on Bayesian
Inference that uses the transactions of the History Dataset to compute for each agent
the probability to use a specific account to perform a transaction with a supplier, either
given a specific client history, or globally. A label is assigned to an unknown transac-
tion based on the probability for the account involved in the transaction to be used to
pay the supplier. This work is intended as a first attempt to use purely data-driven sys-
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tem in order to detect fraud, and thus focus on the elaboration of a probabilistic model.

We described the two main algorithms composing ProbaSIF, each linked to a spe-
cific probability distribution fit by the transaction found in the History Dataset. Firstly,
the intra-company analysis focuses on the probability of an account to be used to pay a
supplier, knowing that a specific client performed the transaction. Secondly, the inter-
company analysis does not take into account the client issuing the transaction and
focuses on the accounts used to pay the supplier. This approach aims to model a more
general view the supplier’s behavior to detect a possible discrepancy. We showed that
for each new transaction a probability of usage was computed and from it a legitimacy
label was computed using user-defined thresholds. These thresholds were defined us-
ing expert knowledge. Their determination and optimization are required in order to
further assert the performance of ProbaSIF, but this task strays from the topic of mod-
eling and into the territory of cost analysis, and thus have not been pursued in this
thesis. Furthermore, without a dataset containing real information about legitimate
and fraudulent transaction, the determination of the optimal thresholds is a difficult
task.

We presented the result of ProbaSIF first on a single client to investigate its perfor-
mance locally, and we then generalized it to the other clients of our B2B ecosystem in
order to investigate its global performances.

Results show that locally, ProbaSIF results differs from the expert knowledge w.r.t
"medium" legitimacy payments and "high" legitimacy payments. When considering
the "medium’ legitmacy payments, this discrepancy shows that ProbaSIF is able to
disambiguate transactions where the expert system is unable to provide a conclusive
answer. Additionally, ProbaSIF seems to be biased towards "low" legitimacy trans-
actions, assigning this label to a significant number of transaction in the use case
presented. While this lead to ProbaSIF having a high "recall" w.r.t the results of the
expert system, it is at odds with the distribution of fraud in other domains of fraud
detection (0.4 % in credit card fraud dataset, as seen in [Luc+19]). Further research
is needed, especially using a dataset containing real legitimate and fraudulent trans-
action, in order to assert the real capacities of ProbaSIF. However, ProbaSIF shows
that sharing knowledge between companies have a significant impact on the result of
a data-driven model.
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Supplier Impersonation Fraud
Detection using Transaction

Networks and Self-Organizing
Maps

In this chapter, we present GraphSIF, a Supplier Impersonation Fraud (SIF) detection
system that uses a dataset of Business-to-Business (B2B) payments issued between
companies and their suppliers to construct a relationship network. We use this net-
work to model the interaction between companies, and to detect anomalous payments
that are likely to be fraudulent.

We use the past payments to create a time-evolving behavior sequence summing
up the evolution of the graph through time. We then compare the new graph created by
adding a suspicious transaction to the behavior sequence and investigate the potential
discrepancy it introduces. If this discrepancy is low then the transaction is considered
as legitimate, and if the discrepancy is high then the transaction is considered as likely
fraudulent. In order to quantify this discrepancy, a Self-Organizing Map (SOM) is
trained on the behavior sequence, and a clustering algorithm is used to quantify the
similarity of the tested graph with the ones in the behavior sequence.

The contribution of this chapter are the following: a graph-based feature engineer-
ing process relying on a bipartite graph constructed from transactions in a B2B con-
text, a classification system that uses Self-Organizing Maps and K-means clustering
to investigate the legitimacy of a new transaction, and an comparison of the proposed
anomaly detection system with the results of SiS-id’s expert system, using data from
a real-life B2B ecosystem.

The remaining of the chapter is structured as follows: we first describe in detail the
feature engineering process used to compute the graph used by the SIF detection sys-
tem. We then describe the classification system we use to label unknown transaction.
Finally we evaluate the results of our SIF detection system.

6
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Figure 6.1: GraphSIF overview

6.1 GraphSIF Overview
GraphSIF is a SIF detection system based on anomaly detection that uses the relation-
ship created between the companies interacting in the studied B2B environment in
order to determine the legitimacy of a transaction, given the companies that issued the
payment.

This system is composed of four phases:
1. A pre-processing phase, where historical transactions are sorted according to

their time-frame and the companies that issued them, and grouped in time win-
dows in order to describe a time-evolving sequence composed of several fixed-
length windows of transactions, describing the behavior of a specific client. This
phase is described in Section 6.2.

2. A feature engineering phase where each of the windows of transactions is trans-
formed into a graph. This graph sums up the interactions that occurs between
the client and its supplier during the specified windows. Section 6.3 describe
this phase.

3. An anomaly detection phase where a specific transaction (the "suspicious" trans-
action) is added to the most recent graph, creating a "test graph". This graph’s
similarity with the ones occurring in the historical sequence is computed. Sec-
tion 6.4 provides more details about this phase.

4. A label attribution phase where the similarity of the test graph for a set of differ-
ent sizes of the windows of transactions are aggregated and a legitimacy label
derived from the aggregation score. More details about this phase are found in
Section 6.5.

Figure 6.2 shows an overview of the process. A transaction t involving the client
C, the supplier S and the account A at a date d is given as input to GraphSIF. For a set
of window sizes ws1,ws2, ...,wsk, the following process is repeated:
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First, the identifier of C is used to gather all transactions involving C (TC) from
the History dataset that contains the list of all the transactions occurring between all
the companies of the B2B ecosystem. Then, this list of transactions is ordered by date
of occurrence and split in N fixed-size windows of size wsi where i ∈ 1, ...,k. The
sequence of transactions (dubbed "behavior sequence") is then sent to the next phase.
In the same time, the oldest transaction of the most recent window of the sequence
(wN) is removed and t is added to it as its most recent transaction, creating the "test
window" wt . This step allows us to isolate the transaction relevant to the specific client
and suppliers potentially victims of the supplier impersonation fraud.

In the next step, the transactions found in each window w1, ...,wN and wt are used
to create a graph that represents the relationships between C and all of its suppliers.
Each window is complemented by a set of transactions from the History dataset T Swi ,
where Swi is the set of supplier involved with C during wi found in the History Dataset.
Similarly, T Swt is used to create the test graph corresponding to wt . The graphs are
then transformed into an histogram that uses the links created between the accounts
paid by C and used by its supplier as characterizing features of the graphs. Each pay-
ment create a new connection between a supplier node and an account node, or update
an existing one. These edges can then be used to define a client C’s "payment net-
work" and infer if the use of an account is normal or abnormal. Each of the graphs is
converted into its corresponding histogram Hi, thus creating the sequence H1, ...,HN
and Ht the histogram corresponding to the test graph. This step allows us to transform
a sequence of transaction into a feature vector representing the relationship between
its suppliers, taking into account the historical behavior of the client.

These histograms are then used to assert the similarity of Ht with the histograms
of the behavior sequence H1, ...,HN . First, the histograms of the behavior sequences
are clustered using the clustering algorithm K-Means ([Jai10]), and then are used to
train a Self-Organizing Map (SOM) ([BXD06]). The k centroïds C1, ...,CK are also
located on the SOM. Then, Ht is assigned a cluster using the previously used K-Means
algorithm, and its similarity with the other members of the cluster is computed using
the z-score metric. This anomaly detection step allows the system to distinguish usual
relationship and unusual ones, that are more likely to be fraud attempts.

The z-score computation is repeated for the set of window sizes ws1, ...,wsk, and
they are aggregated using a threshold function and a weighted mean. This step is
needed to consider the different granularity of each windows, and to produce a label
that synthesize all the knowledge provided by the previous analysis.

In the remainder of the chapter, we first describe the different algorithms used at
each phase of the system, and discuss the underlying motives behind their design. We
then provide an experimental evaluation of the system using the labeled transactions
found in the Audit dataset that contains the results of the expert system designed by
SiS-id.

6.2 Transactions Pre-Processing
This section details the first phase of the system, where the transactions from the
History dataset are pre-processed in order to create local behavior profiles. The goal
of this pre-processing is to partition the transaction emitted by a client C in order to
detect repeatability in its payments.

6.2.1 Company Local Profile
In this phase of the fraud detection system, all the transactions involving the client C
found in the tested transaction t = [C,A,S,d] are gathered from the History dataset.
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The History dataset contains all the NH transactions made by all clients in the studied
B2B environment. By isolating only the transaction issued by C, we create a local pro-
file of C. As shown by [BH+01], the use of local profile allows to detect anomalous
behavior that would have been deemed legitimate when using a global profile. This
local profile is dubbed TC.

6.2.2 Behavior Sequence
As companies evolve and thus interact differently with suppliers or clients, thus the
transactions they issue or receive change as time passes. In order to quantify this
evolution, we first order all the transactions in Hist(C) temporally. This gives us an
overview of C’s interaction with its supplier through time. Then, in order to character-
ize this behavior, we partition Hist(C) into sets of transactions of size ws, that we call
"windows". Using fixed-length windows in order to describe the behavior of a system
is a well-known techniques, and has been successfully used in fraud detection systems
such as ([QX07]) and ([Mon+13]).

6.2.3 Window creation
In order to create the windows, two kinds of partitioning are possible: by transaction
date (from July 1st to August 1st for example), or by transaction rank (10th transaction
to 5th transaction, 5th transaction to 1st transaction...). A major issue with partition-
ing by date is that there is no guarantee that the transactions will be homogeneously
divided into the different windows. In the most extreme case, all transactions might oc-
cur in a single window, and all the other windows are rendered useless for the system.
Thus, creating windows by transaction order allows us to ensure that an equal number
of transactions will be found in each windows. This is a strong design decision for
the system, as several temporal metrics are lost this way (for example, the number
of payments in a given time window can be in itself a feature for fraud detection).
Similarly, using the transaction rank instead of transaction date implies a somewhat
continuous distribution of payment, as otherwise transactions from very different time
period might be aggregated in a single time window.

The number of windows N created from Hist(C) is inversely proportional with the
size ws of the windows: N = NH

ws . In the case when NH is not a multiple of ws, the
NH%ws oldest transactions in Hist(C) are discarded, where % is the modulo operation.
Indeed, the oldest transactions are the less prone to inform us of a fraud in the present.

The size ws of the windows has a major impact on the system. A small window
size creates more data points for the system to analyze, at the cost of a decreased vari-
ability in the possible payment behavior, and thus a less detailed view of C’s behavior.
Inversely, a larger window allows for more detailed view of the system, but less input
will be provided to the system. Additionally, adding more transaction might add to
much noise to the window and thus obfuscate meaningful patterns. Therefore a care-
ful trade-off has to be found for ws. We propose a way to solve this issue in 6.5.

6.2.4 Test Window
In order to assert the legitimacy of a singular transaction, we use the previously par-
titioned sequence as a basis. The key hypothesis is that a legitimate transaction will
not significantly disturb the payment behavior of C, while a fraudulent transaction
will be different from the previously recorded behavior. The transaction to be tested
is added to the most recent windows of the sequence, whose oldest transaction has
been removed, thus simulating the occurrence of the new transaction as the next step
in the sequence. Indeed, if only a single transaction was tested against the partitioned
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Figure 6.2: Behavior sequence creation

sequence, an anomaly would always be found due to the discrepancy in the number of
transactions.

In the next section we detail how the relational data found in partitioned sequence
(called "behavior sequence") and the test window is extracted and used to assert the
legitimacy of the tested transaction.

6.3 Graph-based Feature Engineering
In this phase, each of the windows created in the pre-processing phase is transformed
into a graph. This graph, called "transaction graph", allows the representation of the
relationships between companies as a mathematical structure. The graph is composed
of companies and accounts represented as vertices (also called "nodes"), while the flow
of money between companies creates the edges of the graph. However, in order to use
the graphs derived from the behavior sequence as a basis for the anomaly detection
system, they need to be converted in a structured data form (commonly referred to
as "feature vector") in order to be used. This type of transformation is known as
"graph embedding" ([GF18]). We propose a tailored graph embedding approach in
order to express a transaction graph as a feature vector called "graph histogram". This
approach exploits several properties of the transaction graph in order to construct the
embedding. The graph histograms corresponding to the behavior sequence are then
used to train our anomaly detection system, while the graph histogram corresponding
to the test windows is investigated.

6.3.1 Transaction Graph Creation
In this subsection, we describe the process of creating a transaction graph from a
set T of transactions (as a reminder, a transaction t has the following structure: t =
[Ct ,At ,St ,dt ] where Ct is the client issuing the transaction, At is the account receiving
money from Ct , St is the supplier receiving the transaction, and dt the date when the
transaction takes place). A graph G =< V ,E > is composed of two sets: a set of
vertices V that represents the entity of the targeted system, and a set E of edges that
represents the relationship of the entities, and e ∈ E =< n1,n2 > with n1,n2 ∈ V 2.
Note that a label can be added in both nodes and edges of the graph, in order to add
additional information. In the current implementation of the system, we use vertice la-
bels in order to distinguish between company nodes and account nodes. No edge label
is used in this implementation. Using the number of transactions, and the time from
last transaction implying the two connected nodes, have been considered theoretically
but due to lack of time have not been experimentally tested.

Algorithm 3 shows the process that creates a transaction graph GC,T from a set
of transaction T . An example of output of Algorithm 3 is given in Figure 6.3. The
algorithm takes as input a client C and parses T in order to map all of the accounts and
suppliers involved in a transaction with C as vertices. For each transaction, two edges
are created: one that link C and the account involved in the transaction, and one that
link the account with the supplier receiving payment for the transaction. If a vertice
representing an account or a supplier is already in the vertice set, it is not duplicated.
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Algorithm 3: Transaction Graph Creation
Inputs :

• C: Identifier of a Client company
• T : Set of transactions

Outputs :
• V : Set of vertices of GC,T

• E: Set of edges of GC,T

Variables : Vc =C, Vs =∅, Va =∅, E =∅
1 foreach t = [Ct ,At ,St ,dt ] in T do
2 if Ct =C then
3 Va.insert(At );
4 Vs.insert(St );
5 E.insert((C,At));
6 E.insert((At ,St));
7 T .remove(t);
8 foreach r = [Cr,Ar,Sr,dr] in T do
9 if Sr in Vs then

10 Va.insert(Ar);
11 E.insert((Ar,Sr));
12 N = Vc∪Vs∪Va

Similarly, since edges already in the edge set are not duplicated, an occurrence metric
is updated in both case in order to prevent the loss of information.

If the algorithm stops at this point, only the payment information related to C is
used. This means that if an account is used to pay a supplier S by a client different
than C, it will not appear on the graph. In order to add the information provided by
other clients, the accounts they use to pay S are appended to the graph, along with
edges that link them to S. This addition allows us to make use of the collaborative
knowledge of the other clients.

6.3.2 Properties of a Transaction Graph

A transaction graph GC,T shows interesting properties. It is a directed graph, as the
edges represent the movement of fund from a client to a supplier through an account.
A transaction graph is also a bipartite graph. A bipartite graph is defined in ([BVV15])
as a graph whose vertices can be divided into two disjoint and independent sets u and
v and such that every edge connects a vertex in u to one in v. The transaction graph sat-
isfies this property as the created edges are only from company to account and from
account to company (no account-to-account or company-to-company edges exist in
the graph). Table 6.1 shows the representation of the transaction graph T1 (shown in
6.3) as a connectivity matrix: each of the row corresponds to a company vertice, while
a column represents an account vertice. The value in the row indicate the if a trans-
action has been issued involving the specified company and account. Positive ones
indicates an inward connection, while negative ones indicate an outward connection.

From the connectivity matrix, it is apparent that the sole vertice representing the
client company (C1 in the example) plays a central role in the transaction graph. Cen-
trality is an important metric in graph as it informs how a vertice can influence its
neighbors. More specifically, the graph theoretic center is defined in ([BVV15]) as
the vertice with the smallest maximum distance to all other vertices in the network.
This vertice is always the company vertice C in the case of a transaction graph GC,T .
We use this property to create payment patterns in order to characterize transaction
graphs.
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Figure 6.3: Transaction Graph T1. The node C2 is shown here as an indication for the
occurrence of account A7, but it is not a part of the Transaction graph.

Table 6.1: Connectivity Matrix of Transaction Graph T1. Each column represents an
account vertice. Each row represents a company vertice. Number are the number of time
a transaction created an edge between the two vertices. The sign of the value indicates the
direction of the edge: inward (positive) or outward (negative)
The node C2 does not appear in the tabular form, as it is not part of the transaction
graph.

A1 A2 A3 A4 A5 A6 A7
C1 -1 -1 -1 -1 -1 -1 0
S1 1 0 0 0 0 1 1
S2 0 1 0 0 0 0 0
S3 0 0 1 0 0 0 0
S4 0 0 1 1 0 0 0
S5 0 0 0 1 0 0 0
S6 0 0 0 0 1 0 0

6.3.3 Payment Patterns

In this subsection, we describe how we use the specific properties of a transaction
graph in order to create a set of features capturing the transaction relationship be-
tween a client and the accounts used to pay its suppliers. Our approach is akin to the
one developed by [AMF10] where a similar featuring process is used to characterize
ego-network of specific nodes in the graph. In order to create the features, we first
remove the client company’s vertice from the graph (C1 in Figure 6.3), thus creating a
set of D disconnected sub-graphs composed of account vertices linked to supplier ver-
tices (Figure 6.4). Among these D sub-graphs (that we dubbed "payment patterns"),
if we only take into account the type of the node ("Supplier" or "Account") and not its
label ("S1" or "A4"), then it might occur that some these sub-graphs are isomorphic,
meaning that they share the exact same structure ([BVV15]). It is the case for example
in Figure 6.4 where the sub-graph composed by (S2,A2) and (S6,A5) are isomorphic.

This set of features can also be translated in the connectivity matrix shown in Ta-
ble 6.1. Removing the central node means ignoring the first row of the matrix. A
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Figure 6.4: Subgraphs (’patterns’) characterizing the transaction graph.

connected sub-graph can be connected in two ways: when a supplier is connected to
a specific number of accounts (which is the case for S1), or when an account is con-
nected to a specific number of account (such as A3). The case of Pattern C is a special
one where the pattern satisfies both of these conditions.

Functionally speaking, these connected sub-graphs indicate how the client inter-
acts with its suppliers, and thus shows a "map" of the client’s activity in the set of T
transactions used to create the transaction graph.

Algorithm 3 shows how the transaction graph is created. This algorithm can be
used as is, but the graph created is actually a subgraph of a graph containing all the
payments conducted by all the clients found in the History dataset. Creating this global
graph, and then narrowing it down to the considered client, is an other way to compute
this subgraph.

We then investigate possible number of unique payment patterns that can be cre-
ated for a specific number of transaction based on Algorithm 3. This number depends
on n the number of transactions used to create the graph. Let’s consider an example:
Let’s assume n = 1. In this case, only one payment pattern exists, connecting S1 and
A1 (similar to pattern A in Figure 6.4). If we have n = 2, then 3 payment patterns are
created: one similar to patter A, that connect S1 to A1 twice, or S2 to A2 twice, or S1 to
A1 and S2 and A2 separately. Another pattern might be created, where S1 is connected
to both A1 and A2. Finally, a last pattern might occur, where A1 is connected to both
S1 and S2. The number of payment patterns created corresponds to the number of
graph with n vertices having a bipartite connected component [Slo+13]. As [Slo+13],
the number of transaction patterns grows very fast (291396 graphs for n = 10). This
number corresponds to the number of features of an histogram, while n corresponds
to the size of a window. This fast growth in the number of features indicates that our
data point might be placed in a very sparse high-dimensional space, and thus the dis-
tance between them will tend to lose its meaning. This corresponds the to the curse of
dimensionality [Tru79].
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Table 6.2: Examples of featurized sets of transactions

Transaction set
ID

Pattern A Pattern B Pattern C Pattern D

T1 2 1 1 0
T2 3 3 0 1
T3 1 0 0 0

Figure 6.5: Graph histogram sequence creation.First, the transaction windows created in the
pre-processing phase are converted into transaction graphs representing the relationships between a client
and the accounts it uses to pay its supplier. Then the transaction graphs are in turn transformed into a set of
feature vectors composed of the number of sub-graphs found in the transaction graphs.

6.3.4 Feature Set Creation
Once the transaction graph, we transform it into an histogram that represent its com-
position in a key:value form, so that it can be used to train a model. In order to do so,
the occurrences of each payment pattern found in the transaction graph is used as a
value, while the key is the payment pattern itself. Table 6.2 shows an example of such
a process with T1 representing the graph shown in 6.3 and T2 and T3 representing
other graphs. Similarly, the histogram corresponding to the test graph is also created
using the same process. These histograms are then used as the basic features of our
anomaly detection system.

Figure 6.5 shows an overview of the feature engineering process, proposed as a
reminder.

6.4 Anomaly Detection
In this section, we describe the anomaly detection system we use in GraphSIF in order
to assert if the test graph created by the tested transaction and the most recent trans-
actions of C is similar to the graphs found in C’s behavior sequence created from C’s
historical transactions.

The anomaly detection system relies on two main building blocks: a parametric
clustering algorithm (K-means [Jai10]) that create clusters of transaction graphs rep-
resented as histograms according to their similarity, and a single-layer neural network
called a Self-Organizing Map [Bul04] that project multi-dimensional features such as
the histograms into a two-dimensional space, in order to facilitate the computation of
distance between feature vectors and to alleviate the curse of dimensionality [Tru79]
that states that the more dimensions, the more difficult it becomes to compute a mean-
ingful distance between two feature vectors.

6.4.1 Overview
Figure 6.6 shows an overview of the anomaly detection process. First, the N his-
tograms created at the end of the feature engineering phase are regrouped into clusters
thanks to the K-means algorithm. Each of the histograms are associated with their
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Figure 6.6: Overview of the anomaly detection process.

clusters, and the centroïd of each clusters Ci with i ∈ K are also computed. K is the
number of clusters set as parameter for the K-means algorithm.

Then, the histograms are used to train a Self-Organizing Map (SOM). In order to
do so, each of the histogram is fed to the SOM, where an unique neuron (also called
"node") is activated. The weights of this node and the eight neighboring ones are then
updated in order to match the values of the histogram. The operation is repeated for
each of the histograms until every one of them is associated with a node. Several his-
tograms can be associated with the same node. Finally, once the SOM is trained, the
centroïd of each cluster is fed to the SOM and the node activated by it is retrieved. This
creates the "SOM model" that is composed of the nodes trained with the histograms
along with the nodes corresponding to the centroïds.

Once the SOM model created, when an histogram corresponding to a test graph
needs to be evaluated, it first goes through the clustering phase undergone by the other
histograms in order to be assigned a cluster c. Then, it is fed to the SOM in order to
find the node activated by it. The distance between this node nt and the node activated
by the centroïd of the cluster c (nc) in the SOM (Dt ) is retrieved, along with all the dis-
tance between the nodes activated by the members of c and nc. All of these distances
are then used to compute the z-score ([Abd07]) of Dt . The z-score is a statistical mea-
sure that tells us how many variation away a data point is from the mean. The higher
the z-score, the less similar an histogram is from the others.

In the remainder of this section we detail the different algorithms used to obtain
the z-score from our input data.

6.4.2 Training

In this subsection, we detail the training of the two models (the K-Means algorithm
and Self-Organizing Map)) used in the anomaly detection system. Training the models
means that we use the historical histograms created at the end of the graph-based
feature engineering phase to fit the models so that they accurately represent the past
behavior of the considered client. The training phase is divided in three parts: the
histogram clustering where the histograms are assigned a cluster, the SOM training
where the weights of the nodes of the SOM are adjusted to match the value of the
histograms, and finally the histograms projection where the SOM nodes corresponding
to the histograms and centroïds are determined in order to be used in the testing phase.

Cette thèse est accessible à l'adresse : http://theses.insa-lyon.fr/publication/2020LYSEI118/these.pdf 
© [R. Canillas], [2020], INSA Lyon, tous droits réservés



6.4 Anomaly Detection 67

Algorithm 4: Histograms clustering using K-Means
Input :

• H = (h1, ...,hN): Set of histograms (observations)
• C(1) = (C(1)

1 , ...,C(1)
k ): Set of centroids at time 1

Output :
• S

(t)
i : histograms for each cluster.

• C(t) = (C(t)
1 , ...,C(t)

k ): Set of centroïds at time t
1 Init(C(1));
2 while Not convergence do
3 S(t)i = {hp : ∥hp −C(t)

i ∥2 ≤ ∥hp −C(t)
j ∥2 ∀ j,1 ≤ j ≤ k} for i ̸= j;

// assign the histograms to the closest centroid.

4 C(t+1)
i = 1

S(t)i
∑h j∈S(t)i

h j;

// calculate the new position of the centroid as the
mean of the observations in the new cluster.

5 t = t +1

Histograms Clustering

Clustering the histograms is the first step of the training process. It consists in us-
ing the K-Means ([Jai10]) algorithm on the set of historical in order to assign them
a cluster based on their similarity according to a selected distance metric. K-Means
is a well-known clustering algorithm that assign clusters to feature vectors according
to their proximity to a centroïd that is the mean of the member of the clusters when
the algorithm reach convergence. This proximity is computed according to a distance
metric such as the Manhattan distance or the Euclidian distance. We use the Euclidian
distance in our current implementation.

Algorithm 4 shows an overview of the algorithm.

When using K-means, it is very important to carefully choose the number of clus-
ters K so that it represents accurately the underlying distribution of the data. Due to
time constraints a thorough analysis of the optimal number of parameters could not be
performed. In order to do so, a gradient-based optimization could be performed using
either a set of synthetic anomalies, or based on the Audit dataset results. A preliminary
experimental study conducted on selected test client showed that K = 3 seems to yield
the best results in terms of stability of the cluster for our test case. This value indicates
that the targeted company have three major components in its payment behavior.

The motivation behind the use of a clustering algorithm as a first step in our train-
ing process is to partition the local profile of a user in order to create representations
of significant transactions graph occurring in the client’s history. Figure 6.7 shows an
overview of the process. In this toy example, the client’s history of transaction have
been processed into 5 transactions graphs that we dub H1, H2, H3, H4 and H5. In H1
and H3, two accounts are respectively used to paid two suppliers, in H2 and H3, two
accounts are used to paid only one supplier, and in H5 three accounts are respectively
used to pay three suppliers. The Kmeans clustering algorithm is performed on the 5
transactions graphs in their histogram forms, with the parameter k set to 2. 2 centroids
(C1 and C2) are created. Due to the clustering algorithm, H1, H2 and H3 are assigned
the same cluster (let’s assume it is C1). This cluster is thus an approximation of a
representative way the client pays its supplier. Similarly, due to their similarity, H2
and H3 are assigned the same cluster (let’s assume it is C2). This cluster represents an
other way the client performs its transaction. Thus, clustering the graphs into different
clusters allows us to extract meaningful representation of frequently occurring trans-
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Figure 6.7: Toy example of the transaction graph clustering process. Five transaction
patterns H1, ..., H5 are assigned clusters using the K-means algorithm. Due to their similarity, H1, H3 and
H5 are assigned the C1 cluster, while H2 and H4 are assigned the C2 cluster. These clusters represent typical
transaction graphs found in the client’s history.
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action graphs, representing the usual behavior of the client. In real life, the transaction
patterns are more complex, and thus the clusters become more fuzzy as the client’s
payment behavior becomes noisier.

This research could be furthered by studying the different clusters found and deter-
mining if they relate to a real behavior for the client company (such as the acquisition
of materials, taxes payments, and so on). However, in the context of fraud detection,
we solely focus on the fact that the clusters can be used as a point of comparison for
new transactions graphs.

Alternative clustering algorithms such as the k-medoids algorithm ([PJ09]) or x-
means algorithm ([Ish00]) might be investigated in order to optimize the clustering
process.

Self-Organizing Map Training
One of the issue with using the transactions patterns described in the feature engi-
neering phase as the dimension for our feature vectors is that we do not have direct
control on the dimension of said feature vectors. Furthermore, as discussed earlier the
number of possible patterns grows very fast with the number of transactions that are
found in the set used to create the underlying transaction graph. This fact leads to two
major issues: firstly, the feature vectors representing the algorithm might be projected
in a high-dimensional but sparse feature space, thus resulting in artificially high dis-
tance due to the curse of dimensionality. Secondly, it is hard for a human to interpret
the notion of proximity in such a high-dimensional space. In order to alleviate these
two issues, we use a Self-Organizing Map, and more particularly a Kohonen network.
([Koh89],[BXD06],[Bul04]). This type of network aims to organize all of the feature
vectors in a two-dimensional plane according to their similarity.

A SOM is an unsupervised neural network based on competitive learning, in the
form of a neural network where only one neuron (also called node) is activated at any
one time. The specificity of the Kohonen network is that the single computational
layer is arranged in rows and columns, and each node is fully connected to all the
source nodes in the input layer. In order to train the SOM, after an initialization phase,
three steps are performed until convergence: sampling, matching and updating.

In the initialization phase, each of the neurons of the computational layer of the
SOM are assigned random activation weights. The values of the weights needs to be
reasonably close so that every neuron has a chance to be activated. The number of
activation weights of a neuron is the same as the dimension of the feature space.

In the sampling phase, a sample x is drawn from the set of feature vectors X . This
sample is randomly chosen so that the ordering of the set does not have any impact on
the training process.

In the matching phase, the winning neuron I(x) is found by comparing the weight
vector of each neurons and finding the one closest to the values of the input vector.
More specifically, the similarity of the vector to a neuron j’s weights is computed
using a discriminant function d j(x) = ∑D

i=1(xi −w ji)
2. Closely related input vectors

activate the same winning neuron I(x).

In the updating phase, the winning neuron and its neighbors are updated using the
equation

∆w j,i = η(t)Tj,I(x)(xi −w ji). (6.1)

In this equation, Tj,I(x) symbolizes the topological neighborhood of the winning neu-
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rons, and is defined as Tj,I(x) = e
−S2

jI (x)
2σ2 where σ is the size of the neighborhood of the

winning neuron. η(t) is the learning rate that dictates how the weights of the winning
neuron and its neighbors gets to be updated to a value closest to the input vector. This
learning rate is defined as

η(t) = η0 e
−t
τ (6.2)

where η0 is the initial learning rate and τ a parameter for the exponential decay func-
tion that decrease the learning rate over time.

The sampling phase, matching phase, and updating phase are repeated until the
SOM reach convergence, meaning that no significant modification in the weights oc-
curs.

In our setting, the set of feature vectors X corresponds to the set of histograms H
created by the feature engineering process.

Histograms Projection
Once the SOM is trained and convergence is reached, an additional step is performed:
each histogram h found in the set of created histograms H is fed to the SOM, and the
neurons n(h) activated by the histogram is associated to it. Similarly, each centroïd c
of k centroïds created by the clustering phase are also fed to the SOM and the neurons
n(c) are associated with the centroïds.

This phase allows us to project the histograms from their high-dimensional feature
space to the 2-dimensional space of the SOM nodes, in a way that preserves their
similarity. A valuable effect of this projection is that it enables a human expert to
read and interpret the created map, and thus allows us to use human knowledge to
understand the transactions patterns uncovered.

6.4.3 Testing
In the testing phase, a transaction is given to the anomaly detection system in order
to assert its similarity with C’s historical transactions. Before being submitted to the
anomaly detection system, the test transaction is integrated to the most recent transac-
tions of C and turned into a transaction histogram following the steps of the feature
engineering process previously described. The result of this phase is a legitimacy
score summing up how distant the transaction is from the historical ones. This phase
is divided in 3 steps: the test histogram clustering, then the SOM distance retrieval,
and finally the similarity computation. Algorithm 5 sums up the test process.

Test Histogram Clustering
In this step, the test histogram ht is assigned a cluster based on the centroïds found in
the training phase. It is assigned the cluster whose Euclidian distance is the closest,
following the equation

cht = argmin(ci : {∥ht −Ci∥2 ≤ ∥ht −C j∥2 ∀ j,1 ≤ j ≤ k} and i ̸= j (6.3)

Assigning a cluster to ht allows us to compare it to the historical transactions closest
to it. Furthermore, as the centroïds determined by K-means algorithm represent the
mean of all the historigrams of the cluster, it is the representative member of the cluster.
Thus, the farthest ht is from the centroïd, the less similar to the other member of the
cluster it is. In other words, the further away ht is is from the centroïd, then the closer
from the edge of the cluster it is, and thus is dissimilar to the other members of the
cluster. However, as previously mentioned, the curse of dimensionality might hinder
the computation of a meaningful distance in our case. Thus, we use the trained SOM
in order to compute the similarity of ht with the member of its cluster.
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Figure 6.8: Trained SOM. Each point represents a neuron. During the training phase, each of the
transaction graphs in its histogram form, along with its assigned cluster, is fed to the SOM and activate one
neuron. This figure represents the fully trained SOM where each node is colored by the cluster most found
among the transaction that activated it. The triangles represent the nodes activated by the centroids of each
cluster. Nodes with no color are nodes that have not been activated by any transaction histogram.
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Algorithm 5: Test phase of GraphSIF
Inputs :

• t: Tested transaction.
• wn: Latest transaction window.
• C1, ...,Ck: Cluster centroids for each clusters.
• D = {D(n(hi),n(cht )) ∀hi ∈ Sht}: Distance from the cluster center to each

transaction graph in the cluster, for each cluster.
Outputs :

• zht : z-score of histogram ht
1 ht = wN + t // Test histogram is created
2 cht = argmin(ci : {∥ht −Ci∥2 ≤ ∥ht −C j∥2 ∀ j,1 ≤ j ≤ k} and i ̸= j;

// Test histogram is assigned a cluster
3 D(n(ht),n(cht )) =

√
(n(ht).x2 −n(cht ).x2)+(n(ht).y2 −n(cht ).y2);

// SOM distance from cluster centroid is retrieved()
4 µD = mean(D);
5 σD = std(D);

6 zht =
D(n(ht ),n(cht ))−µD

σD
;

// Similarity computation is performed

Self-Organizing Map Distance Retrieval
In this phase, we feed ht to the previously trained SOM and thus retrieve nht the neu-
ron activated by ht , and we compute D(nht ,ncht

) the Euclidian distance between the
neuron activated by ht and the neuron activated by cht that is the centroid of the cluster
assigned to ht . This computation is performed in an off-line fashion prior to the infer-
ence phase, and the results stored in a cache in order to speed up the inference process.

Once this distance acquired, it might be tempting to use it directly as a way to deter-
mine ht ’s legitimacy score, by for example assigning a threshold distance from which
ht would be considered anomalous. However, assigning a value to the threshold might
prove a challenge as the distance corresponds to a neuron-to-neuron distance and not
a vector-to-vector distance. Thus, it is not clear what the meaning of such a threshold
would be. We propose a solution to this issue in Section 6.5.

Similarity Computation
In order to provide a more robust way to assert ht ’s similarity, the distances from the
other histograms members of the cluster Cht and its centroïd (that is, {D(n(hi),n(cht )) ∀hi ∈
Sht} =D) are also retrieved. Once retrieved, the z-score of D(n(ht),n(cht )) with re-
spect to D is computed. The z-score, as described in [Abd07], is a statistical metric
that corresponds to how many standard deviation away a data point is from the mean
of an ensemble. In our case, it gives us insight about how far away ht is from the
centroïd, with respect to all the other members of the cluster. The higher the z-score
is, the more dissimilar ht is from the other members of the clusters (with respect to the
distance from the centroid), and thus the more likely it is to be an anomaly.

6.5 Label Attribution
The previously described training and testing algorithm uses a set of historical his-
tograms to assert the similarity of a test histogram, through the computation of a z-
score. However, the computation of these histograms are dependent on the size of the
window of transaction ws that is used in the pre-processing algorithm. Indeed, the win-
dow size directly impact the graph extracted from the window, and thus the histogram
describing the graph.
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Figure 6.9: Label attribution process.

6.5.1 Impact of windows size
A small window size will create smaller graphs that encompass the short-time behav-
ior of a client C. Furthermore, a small windows size will also provide more behavior
histograms to perform the clustering and SOM training, at the expense of a decrease
in the complexity of patterns found in a graph, as less transactions means less possible
relationships between account and supplier. Lastly, anomaly detection using graphs
created from small windows are less stable as adding a single transaction can create a
huge topological difference between two graphs.

On the contrary, a large windows size will create larger graphs, that sums up a
large number of transaction and thus the long-term behavior of the client. However, as
the number of transactions needed to create the graphs will be higher, less data points
will be created. As a certain amount of data point (depending on the size of the SOM)
is needed for the training algorithm, very high windows size are thus not suitable for
the detection system. However, larger transaction graphs means that more complex
patterns might be formed, that would have been missed if smaller windows were used.
Lastly, using large windows size means that the topological modification following
the introduction of a single transaction might not be enough for the anomaly detection
system to pick up an anomaly.

Additionally, the size of the windows have a great impact on the performance of
our system, in two ways. Firstly, a small window size means that more windows will
be created, and thus the graph creation phase has to be run a higher number of times.
This task can be expansive in terms of computational power, but can be conducted in
a parallel fashion quite easily. Secondly, a large window size means that more transac-
tion are taken into account in the graph, meaning that the algorithm needs to process
more data. Furthermore, as described earlier, the number of payment patterns derived
from a high number of transaction might become numerous.

In this implementation of our system, we didn’t take into account the temporal
dimension of the analysis. More precisely, we did not discount the impact of the
oldest time windows on the overall computation of the label. In order to do so, a
discounting factor could be applied to the windows containing the oldest transactions.

6.5.2 Optimizing windows size
A straightforward way to determine which windows size is more suitable for anomaly
detection for a specific client C would be to perform an optimization method such as
grid search ([BB12]) or random search ([BB12]). However, these optimization meth-
ods rely on the assumption that target labels are available, which is not the case in our
use-case. Thus, an alternate method has to be found.

Instead of trying to optimize the size of the window, a possible solution would be
to perform the anomaly detection in a range of different windows size, and aggregate
the results in a way similar to bagging ([Die00]). This way, the anomaly detection
system would be able to draw its conclusion from both small size transaction graphs
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and high size transactions graph when assigning the legitimacy score of a transaction.

As a way to perform this aggregation, the following algorithm is proposed. For
every size ws in W of length l(W ), the pre-processing phase, feature engineering
phase and anomaly detection phase of the anomaly detection system are performed,
effectively creating l(W ) anomaly detection systems, and a z-score is computed for a
transaction t from each of them. Then, the following process is applied:

1. The z-scores undergo a discretization process when the score is turned into one
of the three legitimacy labels ("high","medium","low"). In order to do so, two
risk thresholds (0 < r1 < r2 < 1) are used as parameters for the threshold func-
tion. These risk thresholds represent the fraction of the maximal z-score cor-
responding to each of the legitimacy labels. As a rule of thumb, a z-score of
3 indicates that a value is an outlier with respect to a give data set. Thus, a
risk score r1 = 0.2 indicates that if the z-score of a given value is smaller than
0.2∗3 = 0.6 then it is considered legitimate by the anomaly detection system.
The risk thresholds are defined by the investigation team, as it relies on the costs
implied by a false positive (legitimate transaction mislabeled as fraud) or a false
negative (fraud mislabeled as legitimate transaction). These costs depends on
factors that reside outside of the scope of the anomaly detection system, and
thus need to be asserted by a team of experts.

2. Each of the label is assigned a weight (wh,wm,wl) that represent a bonus in the
overall legitimacy score. These weight can be parameterized by the investigator
in order to control the sensitivity of the system. Usually, wh > wm > 0 > wl
so that "high" legitimacy labels pull the score up and "low" legitimacy label
decrease the overall legitimacy score.

3. The sum of the l(W ) weights is computed and normalized so that an overall
legitimacy score 0 < LW < 1 is calculated.

LW can also be discretized using a threshold function if the need to provide labels
is found. This threshold function can use as input a list of threshold risks δ1,δ2, ...,δn
corresponding to the operational needs of the fraud detection team. Alternatively, a
voting system might be used in order to aggregate the value of each of the anomaly
detection systems. This label attribution phase thus alleviates the need to search for
an optimal value of ws and allows the anomaly detection to be performed on both
short-term and long-term transaction behavior of the investigated client C.

6.6 Experimental Results
In this section, we discuss the experimental setting used to assert the performance of
GraphSIF, and show the experimental results obtained by running GraphSIF on a set
of transactions previously labeled by SiS-id expert system. The evaluation process
follows the one used in Chapter 5, with a case study featuring a single client, followed
by a global analysis.

6.6.1 Experimental Settings

In order to produce these results, GraphSIF has been run on a laptop running Ubuntu
18.04.4 with an Intel Core i7-10510U CPU and a 15,5 GiB memory. The data used
to train the model is the History dataset previously described in Chapter 4 Section 2,
consisting in a set of unlabeled transactions between client companies and suppliers
companies. The data used to test our model is the Audit dataset described in Chapter
4 Section 3.
In order to perform our experimentation, all of the 62 client company found in both
the History and the Audit dataset, with more than 100 transactions are selected. The
corresponding subset of transaction from the History dataset is used to train GraphSIF,
the transactions from the Audit dataset are used to assert the consistency of the results
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Parameter Value
Window size range [2, 5, 8, 11, 14, 17, 20, 23]

K 3
Z-score thresholds [0.2, 0.5]

Std max 3
Label weights [20, 10, 0]

Risk thresholds [0.8, 0.5]
SOM Parameter Value

Map Size 10x10
Lattice rectangular

Normalization var
Initialization PCA

Neighborhood Gaussian
Training batch

Table 6.3: Parameters used in the experience.

with SiS-id’s expert system.
The different parameters used in the experiment are described in Table 6.3.

6.6.2 Case Study

In this section we evaluate the performance of GraphSIF on the subset of transaction
issued by a single client C. In this evaluation, only the transaction issued by C in the
Audit dataset are considered. This subset contains 1000 test transactions to evaluate
the performances and 400 000 historical transactions for the History Dataset to train
the model. First, we analyze the consistency of GraphSIF with the expert system, and
then we present the operational efficiency of our system.

Consistency

We first consider how close the results of GraphSIF are with the results of the expert
system. While these results can not be considered ground truth, as the expert system
does not distinguish between fraudulent and invalid transactions, they still provide a
baseline for the analysis of GraphSIF results.

High Legitimacy Label

First, we consider the results given by both the expert system and GraphSIF concern-
ing the high legitimacy labels. Figure 6.10 shows a Venn diagram indicating the distri-
bution of the high legitimacy label. The consistency of the two set is not high, only 19
out of the 167 transactions given a "high" legitimacy label by the expert systems are
given the same label by GraphSIF. However, this inconsistency might be explained by
the fact that the risk thresholds used as parameters of the systems are set to different
values that the rule-based system. Furthermore, the expert system relies on knowledge
internal to the platform, in the form of a registration of secured suppliers, that is not
available for the graph-based model.

Table 6.4 shows the confusion matrix indicating the complete distribution of each
label. Most of the high legitimacy labels (128 out of 167) have been labeled as low le-
gitimacy transactions by GraphSIF. This behavior is consistent with the hypothesis of
the expert system using additional knowledge to perform its classification. Table 6.4
also shows that, out of the 104 transactions assigned a high legitimacy label by Graph-
SIF, only 11 where attributed a low legitimacy label by the expert system. This means
that GraphSIF mostly does not allow payments that would be deemed fraudulent by
the expert system.
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Figure 6.10: Distribution of "high" legitimacy label

Figure 6.11: Distribution of "medium" legitimacy label

Medium Legitimacy Label
Then, we consider the results given by both the expert system and GraphSIF concern-
ing the medium legitimacy labels. Figure 6.11 shows the distribution of the medium
legitimacy label. For the expert system, a medium label indicates a lack of knowledge.
Almost a third (313 out of 1000) of the transactions have been assigned this label by
the expert system. On the contrary, a medium label doesn’t indicate a lack of knowl-
edge for GraphSIF, but rather informs the user that a specific transaction is slightly
unusual. Thus the consistency between the two sets is not really expected. However,
the low number of transactions labeled with the medium label by GraphSIF (50 out
of 1000) seems to indicate a higher assertiveness of the proposed model. Table 6.4
shows that most (217 out of 291) of the medium labels given by the expert system
where assigned a low legitimacy label by GraphSIF.

Low Legitimacy Label
Finally, we consider the results given by both the expert system and GraphSIF concern-
ing the low legitimacy labels. Figure 6.12 shows the distribution of the low legitimacy
label. There is a high consistency between the expert system and GraphSIF concern-
ing this set of suspicious transactions, as 501 out of 520 transactions where given the
low legitimacy label by both of the detection systems. The 345 transaction assigned a
low legitimacy transaction by GraphSIF and not the expert system come from the two
other sets. Furthermore, the last row of Table 6.4 shows that only a handful of transac-
tion labeled as low by the expert system have been given an other label by GraphSIF.
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Figure 6.12: Distribution of "low" legitimacy label

Table 6.4: Confusion Matrix - SiS Rule Engine’s and GraphSIF

Expert system →
GraphSIF ↓ High Medium Low

High 19 74 11
Medium 20 22 8

Low 128 217 501

It is possible that the 11 transaction given a low legitimacy label by the rule engine
could use knowledge not available for GraphSIF, such as when a supplier closes an
account.

Operational Efficiency
In this section, we consider the operational efficiency of GraphSIF. GraphSIF, as op-
posed to the rule engine used by the expert system, requires a pre-processing phrase
and a training phase to be completed in an off-line fashion. Then a transaction can be
assigned a label.

Pre-processing time
Figure 6.13 shows the time taken by GraphSIF to pre-process the transaction. The
results are separated by windows size, as this parameter has a huge impact on the
quantity of windows created, and the amount of transactions in each window.

The pre-processing time seems to vary exponentially between 500 ms and 2500 ms
depending on the windows size. A shorter windows size leads to higher pre-processing
time, probably due to the fact that more windows are created.

In the case of the expert system, a pre-processing phase is also performed, re-
quiring calls to internal and external APIs. This pre-processing phase can take up
to 3 seconds, which is the same order of magnitude as GraphSIF’s pre-processing
time, due to the need of adding the pre-processing time of all the windows. However,
GraphSIF relies entirely on local data, whereas SiS-id’s expert system makes use of
several external API’s, and thus its pre-processing time is dependent on the state of
the network, and availability of the APIs.

Training time
Once the pre-processing phase is complete, the training phase can begin. Figure 6.14
shows the time taken to perform the training phase. We can see that this time il also
correlated with the windows size, and varies from 28 seconds to 25 seconds as the
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Figure 6.13: Pre-processing time for each window size.

Figure 6.14: Training time for each window size.

windows size becomes larger. Two reasons might impact the decrease in training time:
the number of windows used to train the SOM is reduced and thus less data is avail-
able for training, or, as the windows grow larger, more distinctive patterns emerges
and thus the training is more easily performed. This training phase can be performed
in an offline fashion and does not impact the inference time of the system, thus such
values were deemed acceptable.

In the case of the expert system, there is no training phase, but however the rule
engine has to be updated in order to adapt to new fraud cases. This process is long and
costly, as it relies heavily on human input. GraphSIF data-driven evolution is thus an
improvement.

Test time
Figure 6.15 shows the time taken to perform the classification of each transaction in
the test set. While a slight increased is visible for a windows size of 2, the test time
is mostly uniform and close to 300 ms. The expert system classification time is closer
to 3 seconds, as the pre-processing has to be performed for each tested transaction.
Thus GraphSIF is faster than the expert system. The value of 300 ms in average is
moderately fast considering that the detection is performed multiple time over several
window sizes, and possess a graph processing component. Furthermore, as opposed
to credit card fraud transaction where fraud detection must be conducted in a near-
instantaneous fashion, SIF detection has a larger granularity as the opportunity to
cancel a fraudulent B2B exists.
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Figure 6.15: Testing time for each window size.

Figure 6.16: Low legitimacy consistency score for each client in the Audit Dataset.

6.6.3 Global Results
In this section we focus on GraphSIF’s behavior with the other clients of the Audit
dataset, in terms of consistency and operational efficiency.

Global Consistency
In this section we use the Low Legitimacy Consistency (LLC) score and High Legiti-
macy Consistency score (HLC) previously described in Chapter 5. LLC corresponds
roughly to True Positive Rate (assuming the fraudulent transaction are considered the
positives) while HLC corresponds to True Negative Rate (in the same setting).

Figure 6.16 shows the low legitimacy consistency score for each clients of the
Audit dataset. It shows how consistent GraphSIF is with the expert system regard-
ing suspicious transactions. The dotted orange line shows the mean LLC over all the
clients (0.53), while the grey dotted line shows the mean LLC of a random classifi-
cation machine (0.29). We can see that while there is still room for improvement,
GraphSIF shows promising results in terms of consistency.

Furthermore, Figure 6.16 allows us to pinpoint a set of client on which GraphSIF
is not performative (rightmost ones). These clients are a promising starting point for
further improvements.

Figure 6.17 shows the high legitimacy consistency score for each client in the
Audit dataset. The HLC in our setting is fairly low (0.24), even lower than the one
produced by randomly guessing a label for the transactions (0.27). This highlight the
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Figure 6.17: High legitimacy consistency score for each client in the Audit Dataset.

fact that GraphSIF tends to assign a low number high legitimacy labels overall.

However, in the context of fraud detection, it is more costly to assign a high le-
gitimacy label to a fraudulent transaction than to assign a low legitimacy label to a
legitimate transaction. Thus, while improving the high legitimacy consistency score
is important for the future, this discrepancy does not have a tremendous impact on
GraphSIF usage.

6.6.4 Discussion
While results shows that GraphSIF is able to provide consistent results in terms of
consistency with the expert system, the most pressing issue is the lack of ground truth
about actual legitimate and fraudulent transaction. While SiS-id’s expert system pro-
vide an equivalent to expert knowledge regarding the labeled transaction, this system
is prone to error, most notably because fraud is dynamic and often changes faster
than the rules of an expert system. Furthermore, comparing GraphSIF graph-based
approach an SiS-id expert system is difficult, as they both rely on different type of
knowledge (expert-based vs data-driven).

However, in the absence of a dataset containing trusted labels, comparing our sys-
tems with SiS-id’s expert system is the only way to propose an evaluation of their
performance. We presented the result of our anomaly detection system on a single
client to investigate its performance locally, and shows that the results, while con-
sistent in terms of low legitimacy payments, differs from the expert system when it
comes to high legitimacy transactions. This might be explained by the fact that the
process behind the two system is very different: while the expert system relies on ex-
pert knowledge about the payment and might even use external knowledge, GraphSIF
only consider the relations between companies and accounts in order to perform its
analysis. However, GraphSIF shows consistency with the expert system regarding the
low legitimacy labels, and its training and testing time are lower than the expert sys-
tem. As the two systems rely on different features to perform their analysis, it might
be suitable to use both GraphSIF and SiS-id’s expert system in a complementary fash-
ion. An open question would then be, how to combine the insights of these systems
in a single answer ? A way to do so would be to integrate the result of GraphSIF as
a new feature in a meta-analysis, containing also the features proposed by the expert
system.

We presented the use of a neural network in the form of a Self-Organizing Map.
Recent advances in the field of neural networks proposes a number of network show-
ing promising results in a wide array of different fields. More specifically, Recurrent
Neural Networks (RNN) sems to be especially suited for the task of SIF, as they are
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tailored to address time-aware issues such as fraud detection. However, the lack of
ground truth for SIF makes the training process of this kind of supervised neural net-
works almost impossible. However, recent advances in unsupervised networks such as
Generative Adversarial Network have been made and might prove interesting to study.

In this work, GraphSIF only uses the relationship between one client and its sup-
pliers to perform its fraud detection. However, an interesting research direction would
be to consider a graph modeling the relationships between all the clients and all the
suppliers of the platform, to form a graph modeling all the ecosystem rather than just
the egonet centered on a specific client. Then, some graph-based metrics such as
centrality or betweeness could be use as new features for SIF detection.

6.7 Summary
In this chapter, we introduced GraphSIF, a novel feature-engineering process that cre-
ates a feature vector based on the relationship between a client company and the ac-
counts it used to pay its supplier company, providing a new tool to describe the under-
lying payment behavior involved in their interaction.

We then used the temporal information contained in the historical payments to
create a behavior sequence composed of the transaction emitted by a client aggre-
gated in several windows. We showed how to use this behavior sequence to create a
data model based on Self-Organizing Maps representing the payment behavior of a
client company through time. We then used this data model to infer the legitimacy
of new payments using the K-means clustering algorithm, along with an aggregation
algorithm allowing us to combine the results obtained for different window sizes in a
global score.

We then presented the results of our system on a set of payments and compared
them with the results provided by SiS-id’s expert system. While GraphSIF shows con-
sistency with the expert system when the low legitimacy transactions are considered,
the high level legitimacy transactions are not labeled consistently between the two al-
gorithms. GraphSIF also shows inferior training and testing time and relies solely on
data-driven knowledge in the construction of its model. The only human input needed
in GraphSIF is the determination of the risk threshold.
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Conclusion

As a conclusion, we sum up the process undergone in the work of this thesis to pro-
poses a data-driven Supplier Impersonation Fraud (SIF) detection system. In Chapter
1, we introduced the notion of Supplier Impersonation Fraud and underlined the mo-
tivation of using a data-driven approach to build SIF detection systems. In Chapter 2,
we described in details the B2B ecosystem where the Supplier Impersonation Fraud
takes place, and provided impersonation scenarios based on real-life cases. By analyz-
ing these scenario we determined that the key to a successful SIF was the tampering
of the supplier’s transaction. In Chapter 3, we presented the State of the Art system
in data-driven unsupervised fraud detection, along with the techniques used to build
such systems. In Chapter 4, SiS’ expert system and the datasets used in SIF detection
were presented and discussed. In Chapter 5, we introduced our first contribution in
the form of ProbaSIF, a data-driven SIF detection system based on Bayesian Models
that performs SIF detection. Its results were compared with SiS-id’s expert system
and show a high consistency in term of potentially fraudulent transaction, while being
purely a data-driven model relying on almost no human input. In Chapter 6 we pre-
sented GraphSIF, a SIF detection system which uses both the contextual and temporal
features found in the history of transactions of a client to construct a new feature vec-
tor based on graph analysis. This vector is then used to build a company’s payment
behavior and suspicious transactions are compared with this behavior in order to assert
their fraudulence.

7.1 Summary of our contributions
In this section we sum up the major contribution of this thesis: an overview of the SIF
issue, ProbaSIF, and GraphSIF.

7.1.1 Supplier Impersonation Fraud
We first provided a comprehensive framework to describe BtoB transaction and Sup-
plier Impersonation Fraud (SIF) by describing and analyzing three real-life scenarios
where SIF takes place. These scenarios where provided by SiS-id, a company special-
ized in SIF detection. We then proposed a formal description of a B2B transaction,
and isolated the bank account used in the payment issued from a client company to a
supplier company as a distinctive feature for fraud. We argued that tampering with the

7
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bank account is mandatory for a fraudster to perceive the benefits of its fraud.

We also provided a description of a SIF automated detection system and their
challenges: unbalanced class representation, quick concept drift and noisy dataset.
We proposed a description of the most recent tools and techniques used to perform
fraud detection in fields related to supplier impersonation fraud, as to the best of our
knowledge there exist no public work in the literature that focuses solely on SIF.

7.1.2 Probability-Based SIF Detection System

We proposed a new SIF detection system, named ProbaSIF, based on probability the-
ory and Bayesian inference. This system extract the bank accounts used in historical
transactions from the dataset and use them to assert the legitimacy of new transactions
according the client and supplier involved. We use a Multinomial-Dirichlet distri-
bution to model the probability of occurrence of an account, and use a user-defined
threshold function to assign a legitimacy label depending on the probability value of
the account used in the targeted transaction.

Two different probabilistic models have been considered for ProbaSIF: in the first
one, only the historical transactions issued by the client involved in the targeted trans-
action are considered to build the model. In the second one, all the historical transac-
tions received by the supplier involved in the targeted transaction are considered. Our
results shows that using all the transactions received by the supplier seems to lead to
more consistency with the expert system considering the low legitimacy labels.

We also provided an experimental evaluation of ProbaSIF running both models,
and compared it with SiS rule-based system. The goals were to analyse its computa-
tional performance and to assert the consistency of ProbaSIF with the expert system
in an explorative fashion. Results shows that while some discrepancy exists when
considering "medium" legitimacy labels, the findings of the two models seem consis-
tent when low legitimacy labels. However, consistency in the high legitimacy label is
not important, meaning that a number of transactions considered as legitimate by the
expert system were considered as fraudulent in by the two models.

7.1.3 Graph-Based SIF Detection System

Then, we investigated how the historical transactions of client companies could be
use to detect fraudulent transaction. We proposed a supplier fraud impersonation de-
tection system called GraphSIF, that relies on the relationship created by different
companies and bank account, to assert the legitimacy of the transaction. GraphSIF is
constituted of three different processes: firstly, a feature engineering process, then an
unsupervised modeled based on Self-Organizing Maps and K-means clustering algo-
rithm, and finally a decision process based on z-score and label aggregation.

The feature engineering phase is based on a bipartite graph modeling companies
and back account as nodes, and linking them through the transactions they are in-
volved in. Several graphs representing the interactions of a client with its suppliers
are created, based on the aggregation of transaction in a bounded window. These win-
dows are used to model the payment history of this client through time. These graphs
are then transformed into feature vectors through the use of pattern-based embedding.
These feature vectors are then used to train a Self-Organizing Map, as the number of
dimension of the feature vectors can become high.

We then use K-means to compute clusters from the SOM, thus completing the
training phase by creating an unsupervised model regrouping similar transaction into
clusters interpretable in the SOM.
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Then, in order to assert if a transaction is legitimate or fraudulent, first a new
feature vector is computed by adding it to the most recent window. Then, a cluster is
assigned to this feature vector, and the z-score between the node of the SOM attributed
to the feature vector and the node attributed to the centroid of the cluster is computed.
If this z-score is high, the transaction is considered as anomalous, otherwise it is con-
sidered as legitimate. This process is repeated for several windows sizes.

Experimental results shows that the window size chosen for the behavior sequence
is a parameter with high impact, as a small window will lead to an increase in the com-
putation time. Furthermore, the size of the window define the maximum number of
payment patterns created. In order to provide a comprehensive result we designed an
aggregation algortihm that relies on the analysis of different windows size in order to
return a cohesive result.

GraphSIF was tested using the real data provided by SiS-id and its results were
compared to the results of SiS-id’s expert system in an exploratory fashion. Results
shows that while relying on a very different assumption than the expert system, Graph-
SIF provides remarkably consistents answer with regards to low legitimacy transac-
tions. Furthermore, the results found for our representative client seems to extend for
a large number of other companies. However several test cases yield poor results and
require further investigation.

7.2 Perspectives & Future Work
While this thesis provided a first attempt to propose data-driven systems in order to
detect Supplier Impersonation Frauds, our work unveiled a number of open questions
that are suitable research directions in the future. In this section we focus on two main
directions: leveraging the issue of sharing sensible data by using Privacy-Preserving
Machine Learning (PPML) algorithm allowing the detection to be performed on en-
crypted data, and modeling the B2B ecosystem as a global graph of exchanges be-
tween the companies in order to add more context to the fraud detection process.

7.2.1 Confidential Fraud Detection System

One of the major issue when conducting SIF detection is that the transactions between
a company and its suppliers are often considered as sensitive data by the company.
This stems from the fact that client/supplier relationships in a B2B ecosystem are the
result of long term negotiations and a competitor or a fraudster obtaining such knowl-
edge might then exploit it to perform economical attacks or impersonations.

Thus, companies often feel entitled to protect such information and requires a high
number of guarantees before sharing the data with a third party, even for critical tasks
such as fraud detection. While the protection of sensitive data have been a dynamic
topic is science for a long time ([MH04]), most of the research focused on data storage
protection, or data transmission protection, thus leaving a necessary step of the data
analysis part without protection: the data analysis itself. However, recent research in
Privacy Preserving Machine Learning (PPML) shows promising results in preserving
sensitive data in the training and utilization of a data-driven systems ([JC14]). Such
system, combined with adequate private storage and communication protocols, could
ensure to a company that their sensitive data is protected at every step of their usage,
and thus encourages more companies to share their data in the collaborative effort
needed for Supplier Impersonation Fraud.

PPML can be roughly divided in two sets of techniques: anonymization techniques
such as k-anonymity ([Swe02]) and differential privacy ([Ryf+18]), that aims to alter
the data so that the sensitive data can not be linked to the source of the data. The
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Figure 7.1: Latency in classification time induced by CIPHERMED. ([Bos+15]).

second type of PPML techniques are obfuscation techniques such as homorphic en-
cryption ([Veu10]) that aims to encrypt the sensitive data so that their real value can
only be known by the company and not by any of the other parties. These techniques
borrow heavily from the field of Secure Multi-Party Computation ([GAC18]).

The challenges in introducing PPML to a SIF detection system are twofolds: first,
the selection of a suitable privacy preserving technique adapted to the task of fraud
detection needs to be carefully analyzed as, to the best of our knowledge, there is no
attempt to use PPML for fraud detection for now. Furthermore, both anonymization
and obfuscation techniques introduce a cost in the system, impacting the utility (accu-
racy, precision) of the system in the case of anonymization techniques, and the opera-
tional efficiency (time taken to train the model) in the case of obfuscation techniques.
Figure 7.1 shows the overhead in classification time on a decision tree algorithm in-
troduced by the Ciphermed obfuscation algorithm ([Bos+15]). An exploratory work
([Can+18]) shows that the trade-off in terms of computation time is correlated with
the complexity of the underlying data model as shown in Figure 7.2.

In order to investigate PPML for SIF detection, an exploratory approach of ho-
momorphic encryption [Pai99] used with classical models such as decision trees and
Support Vector Machines have been proposed in [Can+18]. In this work, an homo-
morphic encryption scheme is used to obfuscate the values used to create the model,
thus ensuring maximum privacy of the data. However, using such a scheme add to the
computational complexity of the system. The execution time is directly related to the
complexity of the underlying machine learning model and the size of the encryption
key used in the encryption algorithm, and thus these two parameters could be taken
into account in the optimization process of the system.

Once a suitable privacy-preserving technique is selected and the trade-offs are
analyzed in details, PPML could be a major advance in SIF as it would incite more
companies to openly share their data and thus, allows for the construction of more
accurate models.

7.2.2 B2B Exchange Network Model
In GraphSIF, we use a bipartite graph to model the payment issued from a client com-
pany to its supplier company as a network linking companies and bank accounts used
to receive payment. Such a network could be expanded by considering every trans-
actions available in the B2B ecosystem, rather than only the ones corresponding to a
specific client. Such a graph would thus model the payment relationships at the level
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Figure 7.2: Impact of the Decision Tree complexity on the classification time in by
CIPHERMED. ([Bos+15]).

of the whole ecosystem, rather than focus on the client’s immediate neighborhood.

Figure 7.3 shows an example of a global B2B payment network built using the
transaction data provided by SiS-id. This network contains as many nodes as there
are unique clients, suppliers and accounts in the dataset (a total of 386 963 at the time
of writing), and more than more than two millions edges. Such a network could be
used for various analysis: first, as of today, no model of such B2B payment network
have been proposed. The characterization of such a graph using latest graph theory
tools (degree analysis, connectivity, community analysis) might yield useful insights
in terms of company interactions and payment behavior. Such insight might be valu-
able for economical research and finance. However due to its size, suitable Big Data
techniques (such as data distributed techniques such as map-reduce algorithm to par-
allelize graph creation and query, or the use of distributed database implementation
specifically tailored for graph such as Neo4j) have te be explored in order to handle
graphs of large size without computational issues.

A more complex model, such as one taking into account the number and time-delta
between the transaction occurring in the B2B system, might be more suitable to rep-
resent the B2B ecosystem considered. This model, akin to a well-known large graphs
such as Facebook’s social network, could yield a number of interesting new features
to enrich the companies and the transactions they perform, as they will accurately de-
scribe the context in which such transaction takes place. Furthermore, the study of
the B2B graph itself, for example by investigating its similarity with well-known the-
oretic or real graphs, or by discovering meaningful subgraphs, yield in itself a lot of
perspectives.

As for SIF, using such a global network of payment might be used in two ways:
first, using the neighborhood of suppliers, victims of impersonation, might allow for
an early warning of potential future victims (client as well as suppliers). Fraud at-
tempts, projected on such a network, might underline parts of the network where fraud
might be more likely to occurs, and using label propagation algorithms such as the one
underlined in [ZG02], the probability of a supplier’s to fall prey to SIF might be com-
puted. Furthermore, graph-based features such as centrality, betweeness and degree
([BVV15]) can be used to enrich the anomaly detection process, by integrating them
into the feature vector in the pre-processing phase, as they represent the context in
which the transaction occurs.
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Figure 7.3: Example of global B2B payment network. Client companies are repre-
sented are green nodes, accounts as blue nodes and supplier companies as orange
nodes.
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