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Precise timing and computationally efficient learning in
neuromorphic systems

Abstract: From image recognition to automated driving, machine learning nowadays is all around us
and impacts various aspects of our daily lives. This disruptive technology is rapidly evolving at a huge
cost in terms of energy consumption. Machine learning models are usually trained on powerful GPUs,
limiting the potential for edge computing. Processing data locally instead of relying on cloud computing
brings about improvements in speed and latency, which are essential for real-time applications. The field
of neuromorphic engineering tries to solve the energy bottleneck problem through bio-inspired hardware
and computation techniques. In particular, neuromorphic vision sensors feature independent pixels
that asynchronously generate millions of events per second with high temporal precision, depending
on the dynamics of a visual scene. The goal of this thesis is to take advantage of precise timing on
neuromorphic architectures in order to develop computationally-efficient learning algorithms. We
approach the issue through two different perspectives: spiking neural networks and probabilistic models.
We introduce a delay-learning rule for spiking neural networks that relies on highly redundant sparse
connectivity. We also develop bio-inspired learning techniques on a dedicated hardware with ultra-low
power requirements and latency. The system implements synaptic plasticity using a memristive crossbar
array to learn from the output of event-based vision sensors in the context of autonomous driving.
When working with very large streams of events, we introduce two clustering techniques based on
Gaussian mixture models that set a new state of the art in terms of computational efficiency.

Keywords: Neuromorphic engineering, event-based processing, energy efficiency, spiking neural
networks, probabilistic models

Apprentissage dans des systèmes neuromorphiques: précision
temporelle et efficacité calculatoire

Résumé : De la reconnaissance d’image à la conduite autonome, l’apprentissage machine est
omniprésent dans notre vie quotidienne. Cette technologie de rupture évolue rapidement mais consomme
énormément d’énergie. Les modèles d’apprentissage actuels utilisent généralement des GPU puissants
qui ne permettent pas de traiter des données localement, alors que ceci améliore la vitesse et la latence
indispensables aux applications en temps réel. De ce fait, le domaine de l’ingénierie neuromorphique
tente de résoudre ce problème et de baisser le budget énergétique grâce à l’introduction des systèmes
et des techniques d’apprentissage bio-inspirés comme notamment les capteurs de vision événementiels.
Ces derniers comportent des pixels indépendants qui génèrent de manière asynchrone des millions
d’événements par seconde avec une grande précision temporelle, en fonction de la dynamique d’une
scène visuelle. Le but de cette thèse est de tirer profit de la précision temporelle des architectures
neuromorphiques afin de développer des algorithmes d’apprentissage efficaces. Nous abordons la
problématique selon deux approches différentes : celle des réseaux de neurones impulsionnels et celle
des modèles probabilistes. D’abord, nous présentons un système d’apprentissage à délai pour les
réseaux de neurones impulsionnels qui repose sur une connectivité éparse et hautement redondante.
Ensuite, nous proposons des techniques d’apprentissage bio-inspirées sur du matériel dédié à basse
latence et consommation énergétique. Le système implémente la plasticité synaptique à l’aide d’un
réseau de memristors, pour l’apprentissage à partir de capteurs de vision événementiels dans le contexte
de la conduite autonome. Enfin, nous introduisons deux techniques de partitionnement basées sur des
modèles de mélange de gaussiennes qui établissent un nouvel état de l’art en termes d’efficacité de
calcul.

Mots clés : Ingénierie neuromorphique, traitement des signaux événementiels, efficacité énergétique,
réseau de neurones impulsionnels, modèles probabilistes
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Introduction

Computer vision started taking shape in the early 1960s as a way to automate image
analysis and achieve a full understanding of visual scenes by extracting 3D geometrical
information [2, 3]. Building on Hubel and Wiesel’s pioneering work on edge detection and
orientation selectivity in neurons of the visual cortex, and on hierarchical models of the
visual system [4, 5], researchers gradually moved away from the 3D blocks representation
and started focusing on low-level features such as edges, corners and curves that get
increasingly complex as we move along the hierarchy. This approach to computer vision
led to major breakthroughs in artificial intelligence (AI) and inspired state of the art
deep learning models such as convolutional neural networks (CNN) [6, 7, 8] and recurrent
neural networks (RNN) with applications in facial recognition, self-driving cars and natural
language processing among others.

Approaches based on neural networks have yielded impressive results as of late. Machines
are now more than capable of outperforming humans in difficult tasks such as mastering the
game of Go [9] or even creating artistic images based on a painter’s style [10]. In the words
of Alan Turing (1951), “it seems probable that once the machine thinking method had
started, it would not take long to outstrip our feeble powers”. The reality however is more
complicated. Tasks such as context awareness and common-sense understanding are easily
solved by humans, yet still pose a significant challenge for machines [11]. Furthermore,
training deep learning models for large tasks requires massive datasets and powerful
systems with high performance graphics processing units (GPU) that consume a lot of
energy and are only available to a handful of research laboratories and server farms
belonging to large companies [12]. These requirements hinder the deployment of machine
learning models and limit Internet of Things (IoT) devices to cloud computing, which is not
ideal for embedded systems without a reliable internet connection (e.g. satellites equipped
with cameras) or real-time applications requiring fast processing. Nevertheless, combining
algorithmic breakthroughs like transfer learning [13], the lottery ticket hypothesis [14]
and TinyML [15], with AI hardware accelerators such as Google’s tensor processing unit
(TPU) [16] or Intel’s vision processing unit (VPU) [17], paves the way for energy-efficient
inference at the edge. On-device training however, remains an open issue.

In contrast, the brain is capable of sophisticated cognitive functions such as learning with
a mere 20 watts of power [18]. It remains unclear how the brain actually accomplishes
this feat; even so, the sparsity of neural spike-based computation is thought to be at
the centre of the learning process [19, 20]. In the early 1990s, researchers designed a
silicon retina inspired by the human visual system, effectively establishing the field of

xi



xii Introduction

neuromorphic engineering which aims to solve the energy bottleneck through processors
and computation techniques inspired by biological systems [21, 22, 23]. Instead of working
at a fixed frequency as is the case in classical Von Neumann architectures, neuromorphic
hardware only responds to changes in the data, resulting in a dramatic reduction in power
consumption, lower bandwidth, and a high temporal resolution [24]. Latest advances
include processors such as the Intel Loihi chip with spiking neural networks-based learning
and inference [25], high definition vision sensors [26, 27], and artificial cochleas [28].

Neuromorphic cameras such as the Asynchronous Time-based Image Sensor (ATIS) [29]
have independent pixels that emit spatially and temporally sparse events with a very low
latency, in response to brightness changes in a visual scene. Properly taking advantage of
all the benefits of neuromorphic vision sensors requires a novel approach to computer vision
and machine learning techniques. State of the art algorithms designed for handling streams
of events either (i) convert them into dense frames that can be passed to conventional
CNNs, at the expense of the benefits gained from using event-based sensors, or (ii) rely on
data-driven approaches that individually handle each event to extract spatio-temporal
features. The latter approach while very promising, quickly becomes very expensive as
streams of events get larger.

The goal of this thesis is to exploit precise timing on neuromorphic architectures towards
a more computationally-efficient learning. With Moore’s law becoming less valid due
to physical limitations to transistor scaling, it is increasingly complicated to get better
processor performance. Meanwhile, artificial intelligence models require more power than
ever as the demand increases across multiple fields. Neuromorphic architectures and
low power machine learning strategies have the potential to make edge computing, or in
other words, on-chip learning, a reality. The gains in processing speed and computational
efficiency [30] can be particularly useful for low-power embedded systems with event-
based cameras directed towards fast motion tasks and pattern recognition applications.
Examples include gesture recognition in mobile phones [31], or even smarter and more
natural implant stimulation in neuromorphic vision restoration systems [32, 33, 34] that
extract relevant features from the environment without compromising the high temporal
resolution of event-based cameras. Coming up with new ways to take advantage of precise
timing in learning tasks can also help elucidate some of the obscure mechanisms behind
the brain’s efficient cognitive functions. We approach this issue through two different
angles: spiking neural networks and probabilistic models.

• Spiking neural networks are the natural choice for dealing with the output of event-
based vision sensors since they compute with voltages intrinsic to the system, instead
of expensive floating points. We introduce a delay learning rule aimed at exploring
the benefits of temporal coding, where the precise timing of spikes holds meaningful
information [35]. In parallel, we also explore a hardware spiking neural network with
memristive synapses as part of the EU-funded ultra-low power event-based camera
(ULPEC) project. The device is embedded on a system on chip (SoC) with the goal
of designing a low-power memristor-based visual data processing system targeted at
autonomous driving and the recognition of traffic events.

• Probabilistic models work with probability distributions that can model uncertainty
inherent in natural data. We introduce a framework for novel sublinear complexity
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clustering algorithms that are perfectly suited for dealing with large streams of
events such as those generated by the latest HD event-based cameras [26, 27].





Chapter 1

State of the art

1.1 The visual system

Fig. 1.1 Edge completion in Kanizsa’s triangle. When we look at an image
with missing parts, the brain tends to fill in the blanks and form a recognisable
pattern. This phenomenon is thought to have been advantageous for survival,
particularly for identifying predators when limited information is available.

Pattern recognition is a fundamental cognitive process that forms the basis of learning
in human and non-human animals alike. For instance, the ability to identify sound and
environmental cues can be advantageous for growth and survival [36, 37]. Nowadays, this
process appears in every aspect of our daily lives through facial recognition, language
comprehension or simply the identification of various objects around us. In the visual
system, pattern recognition begins in the retina. Bipolar and retinal ganglion cells can
extract important features from the available information before further visual processing
in downstream brain areas [38, 39]. The brain is capable of carrying out these powerful
computations with only 20 watts [18], and therefore merits a closer look in order to improve
modern pattern recognition and feature extraction algorithms. This section provides an
overview of the visual system and some of the principles governing pattern recognition in
the retina.

1.1.1 Visual processing in the retina
Human beings rely heavily on visual perception to make sense of the world around them,
to such an extent that the visual cortical areas occupy a large part of the cerebral cortex.

1



2 Chapter 1. State of the art

Fig. 1.2 The human eye. Incoming light is focused on the retina after passing
through the cornea, pupil and lens. The retina then extracts visual information
through specialised neurons for further processing by the visual cortex. Adapted
from [40].

Vision begins when light passes through the eye, into the retina, where it is converted
to electrical signals that can be processed by downstream areas. This phenomenon is
called phototransduction. In the visual cortex, the visual information is interpreted into
meaningful representations of the world through the interaction between various neurons
involved in colour perception, motion, object recognition, and orientation and direction
selectivity [40].

The bulk of the eye is designed to focus light reflected from the visual field onto the retina
through a process called refraction. More specifically, incoming light is first refracted
by the cornea before passing through the pupil. The iris is in charge of controlling the
diameter of the pupil in order to regulate the amount of light entering the eyeball. Light
rays are refracted once more by the lens, to a more finely adjusted focus. This process can
be visualised in Fig. 1.2.

The retina is a highly organised structure consisting of layers of neurons specialised in
capturing and processing visual information (Fig. 1.3). Photoreceptors are responsible
for light transduction into electrical signals that are propagated to subsequent layers of
retinal neurons. The retina typically contains two types of photoreceptors, rods and cones.
Rods mediate vision in low-light conditions. They are mostly concentrated at the outer
edges of the retina, and have a low spatial acuity. Cones on the other hand, are involved
in colour vision, and are mostly the only cells present in the centre of the retina.

Further downstream, bipolar cells transmit signals from photoreceptors to ganglion cells,
which digitalise the visual information into time-coded spike trains that are relayed to the
brain through the optic nerve [41, 42]. Bipolar and ganglion cells form an image processing
network capable of simplifying and extracting important features such as motion. These
retinal neurons are of two types: ON bipolar and ganglion cells that are active in the
presence of light, and OFF bipolar and ganglion cells that emit spikes in darkness. These



1.1 The visual system 3

Fig. 1.3 Organisation of the retina. Light passing through the retina is captured
by rods and cones photoreceptor cells and converted into an electrical signal that
propagates to downstream retinal neurons, mainly bipolar and ganglion cells, in
charge of processing the visual information before sending it to the brain via the
optic nerve. Adapted from [40].

cells have a concentric organisation characterised by a centre-surround antagonism [43].
For instance, ON-centre ganglion cells have an OFF-surround field and vice versa. This
antagonism serves to enhance contrast, promotes edge detection and even plays a role
in colour vision. Some specialised ganglion cells are also capable of temporal processing
and respond selectively to moving stimuli. The retina is even capable of using predictive
coding to compensate for delays in signal transmission [38, 44].

The visual system is able to analyse and understand a visual scene within 100ms [45]. In
that regard, the retina adopts a first-spike spatiotemporal coding scheme where the relative
timing of spikes is considered to carry meaningful information. In contrast, poissonian
rate coding schemes integrate spikes over discrete time intervals in order to correlate
the firing rate of a retinal neuron to the strength of a stimulus. Taking advantage of
precise spike timing allows for the visual cortical pathways to efficiently decipher retinal
information [46, 47].

1.1.2 Visual processing in cortical pathways

The visual system, unlike other sensory nervous systems, performs most of the visual
processing in the retina. The visual centres of the brain use the information received
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Fig. 1.4 Anatomy of the visual system. Retinal signals are sent to the visual
cortex via the thalamus. Each visual area of the thalamus, also known as
the lateral geniculate nucleus (LGN), receives input from both eyes. Adapted
from [40].

from retinal ganglion cells for multiple purposes: mediating subconscious optical reflexes
that control the pupil and lens, regulating the circadian rhythm to the 24-hour day-night
cycle, centring a visual target on the fovea, and visual processing to extract meaningful
information [48].

The optic nerve of each eye sends retinal spike trains to the visual cortex via the thalamus.
More precisely, the visual pathway passes through the lateral geniculate nuclei (LGN)
which organise and integrate the input from both eyes. The LGN maintains a retinotopic
mapping which is useful for enhancing the contrast discrimination brought about by centre-
surround antagonism. Neurons from the LGN project directly to the primary visual cortex
(V1). At this point, the retinal information splits into information processing streams
that traverse other areas of the brain. The dorsal stream, or the "where/how pathway",
is concerned with spatial location, motion and depth, and essentially facilitates visually-
guided actions such as grabbing an object [49]. The ventral stream otherwise known as
the "what" pathway is involved in object recognition, form analysis and colour [50, 51, 52].
However, recent studies suggest that the two visual processing pathways might not be as
functionally distinct as once thought [53].

The ventral stream of the visual pathway dealing with pattern recognition is thought to
be organised in a hierarchical manner [5, 4]. The outline of all objects can be broken
down into a series of linear segments. As one moves along the hierarchy of the ventral
stream, neurons gradually become responsive to increasingly complex stimuli, starting
from oriented bars, gratings and edges in the primary visual cortex and ending with
objects and faces in higher areas of the visual pathway. Instead of the centre-surround
concentric receptive fields found in the retina and the LGN, neurons in the primary visual
cortex have an elongated receptive field that responds to bars or gratings at a preferred
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Fig. 1.5 Receptive fields of LGN and V1 neurons. LGN neurons have a centre-
surround antagonism that is used to enhance luminance contrast discrimination.
V1 neurons have elongated receptive fields that respond to bars of light at a
preferred orientation.

orientation (Fig. 1.5). Orientation selectivity and contrast discrimination are achieved by
flanking the stimulus with inhibitory regions. These neurons come in a variety of types
that provide information about the orientation, direction, length, corners and edges of a
stimulus [54]. This information, in combination with input from other brain areas, is also
used for depth and motion analysis. We can distinguish two types of orientation-selective
cells in the primary visual cortex: simple cells respond to oriented bars and gratings at
a precise location within their receptive fields; complex cells on the other hand respond
anywhere within the receptive field. The hierarchy of the ventral visual pathway integrates
the input from simple and complex cells to construct increasingly complex features and
develop translation invariance to them [55].

This hierarchical model of vision is considered the source of inspiration for popular
deep learning architectures such as convolutional neural networks (CNN) which aim at
solving computer vision tasks [6, 7]. These architectures will be further explored in
section 1.3.

1.2 Event-based vision sensors

Computer vision is a branch of artificial intelligence that allows machines to analyse
and interpret visual scenes. The first applications of computer vision dealt with optical
character recognition [56]. Nowadays, increasingly sophisticated algorithms have expanded
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Fig. 1.6 Output of conventional cameras and event-based cameras. (Top)
Conventional frame-based cameras capture dense images at fixed time intervals.
(Bottom) Event-based cameras independently update each pixel in an asyn-
chronous manner depending on luminance changes in a visual scene. The output
is a spatially sparse representation with microsecond time resolution. Colours are
artificially injected for better visualisation. Data courtesy of Alexandre Marcireau.
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the capabilities of computer vision into numerous fields such as facial recognition [57],
recognition of traffic events for self-driving cars [58], and medical diagnosis [59]. These
algorithms have traditionally relied on conventional cameras that capture dense frames at
fixed time intervals [60]. A global shutter simultaneously captures light from all pixels,
over a specific exposure time, resulting in redundant visual data representing an average
luminance.

Unlike frame-based vision sensors, the human retina can adapt to a broad range of
illumination levels. As seen in section 1.1, photoreceptors propagate analog signals for
further processing in downstream layers of the retina. In the early 1990s, Misha Mahowald
and Carver Mead devised a silicon retina that mimics the behaviour of biological retinas
to a certain extent, effectively starting the field of neuromorphic engineering [21, 22,
23]. Early iterations of the silicon retina included a logarithmic pixel design, a spatial
contrast discrimination circuit based on the centre-surround antagonism observed in bipolar
cells [43], and circuits dedicated to pre-processing the visual scene [61, 62]. The vast
majority of computer vision research was at the time, and still is to this day, dominated
by digital computers with Von Neumann architectures. Developing novel algorithms
compatible with the fully analog design of silicon retinas was therefore quite a challenging
task.

The Dynamic Vision Sensor (DVS) developed in 2008 [63], streamlined the architecture
of silicon retinas by dropping the spatial contrast enhancement circuit and adopting
the Address Event Representation (AER) protocol [64]. This communication protocol
converts an analog signal into a spatially sparse stream of events, or spikes, with sub-
millisecond temporal resolution. We can visualise the output of these event-based vision
sensors in contrast to conventional frame-based cameras in Fig. 1.6. Combining the
silicon retina’s analog circuits with a digital output solves the compatibility problem with
conventional computer architectures and makes it easier to transfer the data between chips
or develop machine learning algorithms that analyse and interpret a visual scene. This
latest generation of vision sensors reaches a new level of performance by independently
updating each pixel in an asynchronous manner. An event is triggered when the logarithmic
luminance of a pixel crosses a threshold (Fig. 1.7), and is characterised by a set of spatial
coordinates x and y, a timestamp t and a polarity p that encodes either an increase (ON
events) or a decrease (OFF events) in luminance. The total amount of events is directly
driven by the activity of a scene. Consequently, event-based cameras need to be either
constantly in motion to update the visual scene, or capture moving targets when the
camera is static. This event-based architecture holds several advantages over conventional
cameras:

• high dynamic range: Event-based cameras can operate under a broad range of
illumination levels due to a significantly high dynamic range (> 120dB) compared
to conventional cameras (60dB).

• low motion blur: Conventional cameras can lead to streaking of rapidly moving
objects when an image being captured changes during a single exposure time. This
motion blur phenomenon is less of an issue in event-based cameras as the pixels
are independent and do not rely on a global exposure time. Nevertheless, motion
blur in the order of 1ms still occurs in event-based cameras, and is typically the
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Fig. 1.7 Behaviour of a single pixel in an event-based vision sensor. A new
event is triggered when the logarithmic luminance of a pixel crosses a user-defined
threshold. ON events (bright pixels) indicate an increase in luminance while OFF
events (dark pixels) represent a decrease in luminance.

result of multiple events being generated by the same pixel in response to a change
in luminance [24].

• high temporal resolution and low latency: Event-based cameras can detect
luminance changes with sub-millisecond temporal resolution and output events at a
very low latency, making them ideal for high speed motion perception. The DVS
for example, has a minimum latency of 15µs [63], but real-world usage brings the
latency in the order of a few milliseconds [24].

• low power: The power consumption of an event-based vision sensor is reduced
to less than 10mW by eliminating the redundancy in the data and only updating
relevant pixels [65]. Efficient algorithms would need to be developed in parallel to
fully take advantage of the reduction in energy demands.

Several cameras that behave similarly have been developed since then, with reduced sensor
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noise [66] and improvements to the dynamic range [67], sensitivity [68, 69], latency [70]
and spatial resolution [71]. Noteworthy event-based cameras include the ATIS [29], the
Dynamic and Active-pixel Vision Sensor (DAVIS) [70], and a DVS camera developed by
Samsung [71]. Lately, the industry’s increased interest in neuromorphic technology led to
the development of the first HD event-based cameras by Celepixel [26, 72] (Celex) and
Prophesee [27]. This technology opens the door to a wide variety of applications where
fast motion perception, precise timing and energy efficiency are important. Some examples
include autonomous cars that use visual processing for navigation [1, 73], positioning
and collision avoidance in robotics [74], and even medical applications such as visual
prosthesis [34].

1.3 Pattern recognition on event streams
Extracting features from a stream of events is not particularly straightforward. The
asynchronous and sparse nature of the data is incompatible with gradient-based opti-
misation algorithms such as backpropagation which form the backbone of modern deep
learning [75, 6, 7]. The precise timing of events adds further complexity to the task,
since standard computer vision algorithms do not consider the temporal dimension. The
neuromorphic community is constantly experimenting with new ways to represent streams
of events in order to facilitate the development of algorithms that can handle the spatial
and temporal sparsity of the data. In the context of pattern recognition for event-based
data, algorithms fall into two main categories: event-to-frame methods that generate
frames from batches of events to take advantage of decades of computer vision research,
and event-by-event methods that process each event individually and require rethinking
from the ground up. Lesser known approaches consist in voxelising the stream of events
and passing it through a CNN [76, 77] or a broad learning system (BLS) [78] which is more
suitable for learning in a big data environment since it does not require any layer stacking.
Other approaches involve converting the stream of events into geometric data structures
such as 3D point clouds that can be processed by neural network architectures [79, 80]
based on PointNet [81], or graphs [82] that can be used as input to a CNN.

1.3.1 Event-to-frame methods

The first approach to feature extraction in the context of computer vision involves
converting event streams into image sequences through simple approaches like binning
events [73, 83], counting events [84] or even summing polarities [85] in a pixel-wise manner
over a user-defined integration time. More recently, [86] was able to reconstruct high-
quality frames by passing temporal bins of events through a recurrent CNN. The generated
frames provide a familiar two-dimensional grid representation that is compatible with
standard computer vision algorithms such as CNNs, at the detriment of the sparsity and
temporality of event data [85, 86, 87]. The reliance on dense data and optimisation-based
methods negates most of the advantages of neuromorphic vision sensors, particularly
the energy efficiency aspect which is central to the neuromorphic computing paradigm.
Nevertheless, frame integration procedures that include a decay based on past events
such as leaky surfaces [88] or memory surfaces [89] are better able to preserve the time
resolution of event-based vision sensors, and are generally more robust to noise. [88] takes
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Fig. 1.8 Time surface generation pipeline. For a given stream of events, we
apply an exponential decay on past events in a region of interest (ROI) centred
around each event. The resulting grid structure describes the spatio-temporal
context around an event. The dashed line represents the timestamp of the centre
event.

it a step further with fcYOLE and tries to re-inject sparsity into CNNs by only looking at
regions in frames where events are received, bridging the gap between fully frame-based
and fully event-based algorithms.

1.3.2 Event-by-event methods
The algorithms introduced throughout this doctoral thesis fall under this broad category.
These methods trigger a series of computations at each event, taking advantage of all the
benefits of neuromorphic vision sensors (see section 1.2). Feature extraction algorithms
that work on an event-by-event basis generally aim for a low power consumption that
enables on-device processing towards IoT applications [31], and a low latency which is
very useful in tasks requiring a fast reaction time [1, 90]. Making algorithms more energy
efficient can be achieved through biologically plausible architectures and by exploiting
the sparsity of event-based data [91]. Indeed, neuromorphic vision sensors naturally
extract spatio-temporal features and enhance edges which greatly simplifies the end-to-end
classification pipeline. Utilising the high temporal resolution of neuromorphic vision
sensors not only contributes greatly towards lower latency algorithms but also offers a
level of performance that is superior or matches state-of-the-art frame-based algorithms in
some recognition tasks [92, 1]. In any case, simpler computations are usually preferred in
event-based programming due to the large number of events generated by neuromorphic
vision sensors. To put this into perspective, an ATIS vision sensor generates on average one
million events per second. Spiking Neural networks (SNN) are a natural choice for dealing
with event streams on an event-by-event basis [93, 92, 94, 95, 96, 97]. We can also make
use of handcrafted grid-like structures called time surfaces that take into consideration
the spatio-temporal context around each event [90, 98, 99, 100, 1].

a) Time surface based algorithms

For a given stream of events, we look into the spatio-temporal neighbourhood of each event
ei to create a time surface as formally introduced in [100], which resembles a local image
patch that represents the temporal relation between events. The surface is locally updated
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using a decay function within a (2r + 1)2 spatial neighbourhood σi, centred on (xi, yi) at
time ti (Fig. 1.8). We use an exponential kernel to decay the most recent activations such
that:

Si : σi ∈ R2 → R

(xk, yk)T 7→ Si(xk, yk) = exp
(
tk−ti
τ

) (1.1)

where τ is the decaying factor reflecting the scene dynamic. Since ti is the time of the
current and most recent event, we always have tk ≤ ti.

The exponential decay is a costly function to compute. As an alternative, we can use a
piece-wise linear function to approximate the exponential decay and speed up computation
without dramatically affecting the performance in classification tasks [90], such that:

Si : σi ∈ R2 → R
(xk, yk)T 7→ Si(xk, yk) = max(0, tk−tiτ ′ + 1), (1.2)

where τ ′ is a decay constant similar to τ .

The HOTS algorithm proposed in [100] and improved upon by [31] makes use of pattern
matching to learn from time surfaces a set of representative features referred to as
prototypes, using an online clustering technique. It is important to note that any clustering
technique, online or offline can be used in this step. The algorithm can be employed in a
hierarchical manner by stacking layers that have a different spatial neighbourhood size or
decaying factor τ . Prototypes from the final layer of this pattern matching network are
gathered and used in a distance-based linear classifier such as the k-nearest neighbours
algorithm (k-NN) [31], or more complicated classifiers, namely extreme learning machines
(ELM) which are feedforward neural networks that converge faster than networks trained
using backpropagation [90]. Although, these classifiers cannot reach the performance of
backpropagation-based training methods.

HOTS prompted the development of various algorithms centred around representing an
event as a spatio-temporal context. FEAST [99] extends HOTS with adaptive thresholds,
or in other words, a homeostasis mechanism that promotes competition and regulates the
overall activity of prototypes [101, 102]. HATS [1] reduces temporal noise in time surfaces
by taking into consideration all past events in a ROI, instead of limiting it to the most
recent ones. HATS completely bypasses the pattern matching step by averaging the new
time surfaces into a histogram that can be used to train a support vector machine (SVM)
classifier. DART [98] builds upon the fact that rotations and scale changes in a Cartesian
system appear as translations in the log-polar domains [103], and adds rotation and scale
invariance by encoding the spatio-temporal context as a log-polar grid instead of a Moore
neighbourhood. DART, along with the descriptor proposed in [90], tries to solve the time
surface’s inability to handle variable motion and different data rates by using a decay
kernel dependent on incoming events instead of a time constant τ .

Time surface-based methods are promising in regards to pattern recognition. However,
event-by-event methods are data-driven, and therefore largely bound by the number of
events in a visual scene. Feature extraction algorithms have so far been tested in small
event-based datasets with very low spatial resolution vision sensors. With the advent of
high definition cameras that can output up to 50 million events per second [26, 27], methods
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Fig. 1.9 Neural computation. (a) In a biological neuron, electrical signals travel
through the axon and are propagated to a postsynaptic neuron via synapses. (b)
Artificial neurons take continuous values as inputs and instantly compute the
output. Spiking neurons in comparison communicate with spikes and have an
internal state Vt that integrates spikes over time.

relying on clustering such as HOTS and DART would be unable to handle the stream of
events in a reasonable time frame. For this particular reason, apart from research labs,
key players in the industry are as of now relying on event-to-frame strategies [104].

b) Spiking neural networks

SNNs are widely considered to be the third generation of artificial neural networks
(ANN) [35]. Much like their biological counterpart, spiking neurons communicate via
sparse and asynchronous binary signals that are transmitted and processed in a massively
parallel manner, and are therefore able to directly process the output of neuromorphic
vision sensors. The membrane potential Vt of a neuron integrates incoming spikes over
time (Fig. 1.9). The neuron emits a spike of its own once Vt reaches a certain threshold,
and propagates it throughout the network via synapses characterised by a weight and
optionally, a delay [105]. Spike-based communication is however costly to simulate on the
classical Von Neumann architecture, and dedicated hardware is usually required in order
to unlock the full potential of SNNs [106, 107, 25], namely, energy-efficiency and real-time
inference [108].

SNNs have had great success in robotics applications [74, 109, 110]. Their performance
was until recently lacking in pattern recognition tasks compared to the state of the art
in deep learning networks [111, 112, 113]. Recent advances have shown great promise in
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bridging the performance gap in object recognition tasks. Learning methods for SNNs can
be split into three broad categories:

• Hebbian-based learning: SNNs can be trained with biologically plausible unsu-
pervised local learning rules, the most popular one being Spike-timing-dependent
plasticity (STDP) [114, 19]. The majority of Hebbian learning rules are based on
synaptic weight modulation [113]. Long-term potentiation (LTP), or an increase
in synaptic weight, occurs when a presynaptic neuron fires before a postsynaptic
neuron. Whenever the opposite scenario occurs, synaptic weights are decreased in a
process called long-term depression (LTD). This process is considered local since it
only depends on information available to a given pre- and postsynaptic neuron pair.
STDP-based feedforward architectures dedicated to pattern recognition have been
well-explored [19, 113, 96, 115], and despite not being competitive compared to the
state of the art, their simplicity is coveted in low power end-to-end object recognition
systems [116, 117]. The state of the art in Hebbian-based learning includes supervised
variants of STDP [118] and deep architectures that utilise multiple STDP-based
convolution and pooling layers in an effort to gain more abstract and representative
features [119, 97, 120].

• ANN-to-SNN conversion: SNNs can also be converted from state of the art
ANNs trained with conventional optimisation-based deep learning algorithms [121,
122, 123, 124, 125]. The weights of the trained ANN are used in spiking neurons
for inference. Until recently, these conversion strategies were incompatible with the
temporal structure of SNNs. With the advent of streaming rollouts that essentially
enable propagation delays in ANNs [126, 127], these networks can now achieve state
of the art results in object recognition with event-based datasets. ANN-to-SNN
however remains a costly method bound by the current limitations of deep learning
when it comes to energy-efficiency.

• Gradient-based learning: Gradient-based approaches cannot be applied to SNNs
in a straightforward manner due to the non-differentiability of spikes activity. In
fact, a spike is modelled by the Heaviside step function H(x). Backpropagating
the error through a spiking neuron leads to zero gradients and no weight updates,
since the derivative of H(x), the Dirac function, is zero everywhere and undefined at
x = 0. Gradient-based learning can be achieved in various ways. For instance, recent
work suggests approximating the behaviour of spiking neurons with a differentiable
surrogate function, paving the way for SNN training algorithms that can make use
of the error backpropagation optimisation method [94, 128, 92, 93]. Other methods
of computing a gradient include latency learning [129, 130] and using continuously
valued neuron activity [95]. This category of direct training algorithms for SNNs can
offer the best compromise between performance and energy-efficiency, for instance
through layer-wise local losses [131, 93] or low precision weights [130, 132].

Throughout these learning rules, spiking neurons can employ different strategies for
computation. Rate coding takes into consideration the mean firing rate of a single neuron
or a population of neurons as an informational parameter [133]. SNNs being largely
data-driven, this encoding strategy can quickly become more costly than frame-based
methods especially when a great deal of spikes are required. Furthermore, visual perception
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is incredibly fast. Temporal coding positions itself as an alternative strategy that assigns
meaning to the precise timing of spikes [35], reducing the number of spikes required to
encode information. Whether by relying on the first spike latency [38] or by looking at the
relative firing order of neurons [134], strategies based on precise timing provide a reasonable
explanation in regards to the brain’s energy-efficient learning. In fact, a number of studies
show the importance of temporal coding in sensory systems [135, 136, 137, 138, 139].
Beyond STDP [19] which has recently hit a wall in terms of performance, three-factor
learning rules that combine Hebbian learning and neuromodulation can take advantage
of temporal coding for more complex algorithms based on supervised or reinforcement
learning [140, 119, 141].

1.4 Efficient hardware for machine learning

In environments with power, latency or bandwidth constraints such as autonomous
vehicles [1, 73] or mobile phones [31], deploying machine learning algorithms at the edge and
reducing the dependency on cloud computing is increasingly sought after. The previously
explored event-based algorithms have the potential to make on-device computing a reality
when co-designed with dedicated hardware. Indeed, hardware and software integration
is essential for pushing the limits in terms of delivering high performance with a small
power footprint. In fact, most modern computer systems such as our phones and laptops,
include co-processors designed to accelerate specific tasks which cannot be efficiently
handled by the central processing unit (CPU). In vision and machine learning tasks,
graphical processing units (GPU) are by far the most widely used co-processors due to
their speed and flexibility. The high memory bandwidth and large number of cores makes
it particularly well suited for deep learning models as they enable parallel computation on
big datasets [7]. Reconfigurable devices such as field-programmable gate arrays (FPGA)
offer lower latency and better power-efficiency than GPUs by making it easier to adapt the
hardware according to the needs of the algorithm [142]. For maximum speed and efficiency
however, application-specific integrated circuits (ASIC) can be designed to perform a
narrow set of operations such as processing neural networks at the cost of programmability.
Examples of ASIC chips include Google’s tensor processing unit (TPU) [143, 16] and
Intel’s vision processing unit (VPU) [144]. Through low precision floating-points and
hardware-level optimisations these chips can significantly speed up inference. The Edge
TPU for instance, is capable of performing four trillion operations per second using only two
watts [143]. CPUs, GPUs, and AI accelerators are held back by the transfer rates between
the processing and memory units. Neuromorphic chips emulating neural networks in
hardware, tackle this problem, known as the Von Neumann bottleneck, with architectures
that have collocated processing and memory units, significantly improving parallelism
and energy efficiency [145]. These inherently low power chips rely on the event-based
computing paradigm to dramatically improve training and inference speeds [107, 146, 147],
bringing us closer to full edge computing without compromising the energy budget. Each
core in these processors can be implemented using digital or mixed-signal circuits. Digital
neuromorphic manycore processors include the IBM TrueNorth chip [147], SpiNNaker [107],
the Intel Loihi chip [25], ODIN [148], and more recently, the Akida neural processor [149].
Mixed-signal neuromorphic processors such as the DYNAP-SE [146], BrainScaleS [150]
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and Neurogrid [151] can take advantage of the device’s physical properties for an even
lower power footprint, but they are inherently noisy and require a physical circuit per
neuron or synapse which can take up more space on silicon.

1.5 Visual restoration in non-human primates

Fig. 1.10 Prototype for the PRIMA vision restoration system with a photovoltaic
subretinal implant that stimulates remaining retinal cells. This prototype was
based on the IRIS II vision restoration system which included an ATIS event-
based vision sensor that offers better compatibility with the biological retina than
conventional cameras [152, 32]. Implant picture courtesy of Paul-Henri Prevot.
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Retinal degenerative diseases such as dry age-related macular degeneration (AMD) and
retinitis pigmentosa (RP) are highly prevalent diseases that can lead to the progressive de-
generation of photoreceptors and partial blindness [153]. Dry AMD for instance progresses
into a loss of central vision. Development of vision restoration solutions has been progress-
ing steadily. In fact, vision restoration systems based on retinal implants have already
reached clinical trials [32]. Early prototypes of the PRIMA vision restoration system devel-
oped by Pixium Vision exploited the high temporal resolution of event-based cameras for a
more natural simulation of the retina. The stream of events is converted to a near-infrared
light patterns that are used to stimulate remaining bipolar cells and retinal ganglion cells
through a photovoltaic subretinal implant that converts non-visible near-infrared light
into an electrical current. The full protocol can be seen in Fig. 1.10.

While frame-based video cameras are more commonly used in vision restoration sys-
tems [154], psychophysical experiments showed a noticeable improvement when performing
motion perception tasks with high temporal frequency simulations [155, 33, 156]. The
sub-millisecond temporal resolution of event-based cameras could therefore make it easier
for patients to solve everyday tasks involving moving stimuli. In fact, the biological retina
also functions at a high temporal resolution [157, 38]. Working with an event-driven vision
sensor increases the compatibility of the stimulus between the implant and downstream
layers of the retina, and holds additional benefits, including an enhanced contrast discrim-
ination, or in other words, built-in edge detection, and a high dynamic range that would
allow the vision sensor to easily function under a wide range of illuminations.

As part of the pre-clinical validation phase, we wanted to demonstrate the efficacy of the
PRIMA vision restoration strategy through a series of behavioural tests on non-human
primates implanted with the photovoltaic subretinal implant [34]. As a model for the
PRIMA system, we developed a split-lamp setup that allows ocular movement tracking
for analysis purposes, and achieves very precise in vivo near-infrared activations of the
subretinal implants at a high refresh rate. The behavioural experiments, my personal
contribution to this work, consisted in studying the saccadic response of a non-human
primate from a central fixation point, towards visual stimuli displayed for 500ms in the
peripheral visual field under near-infrared and visible light. The non-human primates
had healthy retinas with the exception of a blind zone over the implant. Fig. 1.11 shows
the response of two non-human primates to implant activation by near-infrared visual
stimuli. Visible stimuli elicit saccades everywhere except over the implant, while non-visible
near-infrared stimuli only elicit saccades over the implant, demonstrating the primates’
ability to perceive stimuli in their blind zone.

This project, published in Nature Biomedical Engineering [34], is one of the primary
motivations for the work presented in this doctoral thesis. Indeed, despite impressive
clinical trial results on other vision restoration systems such as the IRIS II or the Alpha
IMS [32, 158], the restored vision remains quite limited and highly variable across patients,
mainly due to the brain’s ability to reorganise itself and adapt to changes. Applying
machine learning algorithms to extract important features from visual scenes can help ease
the burden on remaining retinal cells by only sending the relevant visual information for a
particular task, potentially leading to improvements in the restored vision and facilitating
neural plasticity. Designing algorithms that can handle streams of events is a challenging
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task currently under active research by the neuromorphic community. For that reason, the
latest iteration of the PRIMA vision restoration system reverted back to a frame-based
solution, losing in the process, the bio-compatibility and the improvements in motion
perception which are important to a patient’s quality of life [155, 33, 156].

Augmenting devices such the PRIMA vision restoration system with machine learning
requires algorithms and dedicated hardware capable of learning on the fly and adapting
to a broad range of tasks in a power and thermal-constrained environment. Frame-based
strategies are not particularly well-suited for the task. Building on the event-by-event
pattern recognition techniques seen in section 1.3, we propose, in the following chapters,
computationally-efficient unsupervised machine learning methods, as well as a bio-inspired
end-to-end hardware implementation of SNNs that can take advantage of all the benefits
offered by event-based cameras such as the high temporal resolution, towards advanced
vision applications with very low power and latency requirements.
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Fig. 1.11 Subretinal implant activation in two non-human primates [34]. After
fixating on a central spot (black dot), visible and near-infrared visual stimuli are
displayed every 10° in the peripheral visual field. (a) Visible stimuli correctly
elicit a saccadic response by the non-human primates everywhere except over the
implant (delimited by the dotted black square). (b) Near-infrared stimuli only
elicit saccades over the implant. (c) Catch trials allow us to control for external
light sources as potential phosphene generators over the implant. Visual stimuli
were displayed without a visible or near-infrared light source.



Chapter 2

A Myelin plasticity model for spiking
neural networks

2.1 Introduction

Spiking neural networks (SNN) have traditionally relied on weight-based synaptic plasticity
for supervised and unsupervised learning. Besides the Hebbian-based STDP learning rule
and the backpropagation-based SNN algorithms discussed in section 1.3, [159] proposed the
tempotron model which modulates synaptic weights in a supervised manner. State of the
art algorithms cannot yet properly explain the learning mechanisms governing biological
neurons. Studies suggest precise spike timing and temporal coding play an important role
in learning and memory formation [160]. Spike transmission delays however, have not
been thoroughly explored in regards to understanding spatio-temporal sequences, and they
are generally regarded as a non-plastic process. [114] for instance, adds beneficial noise to
an STDP-based network by randomly initialising delays, and keeping them fixed.

Spikes are delivered to a neuron’s post-synaptic partners through its axon with a trans-
mission delay dictated by the axon’s conduction velocity. The conduction velocity is
dependent on both the diameter of the axon and the thickness of the Myelin sheath around
it [161]. Myelin is a phospholipid substance formed by glial cells and its presence increases
the conduction velocity of axons by wrapping around them and acting as an electrical
insulator. Auditory neurons for example, act as coincidence detectors by using interaural
time differences for sound localization [162, 163]. This particular mechanism involves
precisely tuned delay lines. Furthermore, it has recently been shown that the myelination
of axons can be influenced by neural activity [164, 165, 166, 167] suggesting that a form
of myelin plasticity is also at work – something that should be taken into consideration
when developing learning algorithms for SNNs [168, 169].

By optimizing conduction delays, a myelin plasticity-based model paves the way for
directly learning the time dynamics of incoming spikes and extracting meaningful spatio-
temporal patterns. However, the fundamental mechanisms dictating this type of plasticity
is still poorly understood, and there is a need to understand exactly how changes in
conduction velocity actually promote learning. Previous conduction delay plasticity

19
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algorithms have often not been tested with practical tasks such as pattern recognition and
clustering [170, 171]. The deltron [172] takes inspiration from the tempotron model [159]
to adjust conduction delays through gradient descent dynamics. [173] extended the
polychronisation model developed by [114] to include learnable conduction delays for
classification and [174] applied this approach to pattern storage. [175] developed a
probabilistic delay learning model which adjusts conduction delays and synaptic weights.
However, [175] used this to classify time-invariant databases such as MNIST, which have
no temporal structure, making them a poor choice for evaluating computation based on
spike timing.

This chapter introduces a model for myelin plasticity that specialises postsynaptic neurons
to specific patterns through axonal delay modulation. The algorithm in question can be
unsupervised or supervised when a teacher signal with the desired spike timing is available.
We will start by introducing the learning rule and testing it on a one-dimensional artificial
dataset as a proof of concept. We will then present a real-life application to this delay
learning rule by solving a touch localisation task on a real dataset.

2.2 Methodology

output

input 1

input 2

input i

Fig. 2.1 Leaky integrate and fire model. The presynaptic input neuron sends a
spike to the postsynaptic output neuron at time ti, via a synapse i characterized
by a weight wi and a conduction delay di. The output neuron receives the spike
at time si, which is then integrated into the membrane potential V (t). Once
V (t) passes the membrane threshold Vth, the output neuron fires, its membrane
potential is reset and the neuron goes through a refractory period.

Drawing inspiration from the myelin plasticity discussed in section 2.1 and from previous
work on delay shifts [172, 176, 94], we will develop in this section an algorithm tailored
for extracting temporal features by modulating conduction delays. The proposed model
uses gradient descent dynamics to synchronize spikes emitted by pre-synaptic neurons,
by adjusting delays on the most recently active synapses within an experimentally set
temporal window (Fig. 2.2). Whenever a neuron fires, mutual inhibition is used to ensure
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Fig. 2.2 Delay learning rule. (Left) State of the SNN before learning delays.
An input neuron emits a spike (vertical bar) from a synapse i at time ti. The
spike is received by the output neuron at time si after a delay di. The output
neuron in this case does not fire because V (t) < Vth represented here by the red
dashed line. (Right) State of the SNN after learning delays. Delays are gradually
modulated to make the input neurons fire concurrently. The output neuron’s
membrane potential is maximised, and reaches a value V max ≥ Vth.

that neurons specialise to a particular temporal pattern. The delay plasticity model works
in conjunction with leaky integrate and fire (LIF) neurons described by the following
differential equation:

τm ·
dV (t)
dt

= EL − V (t) +Rm · I(t) (2.1)

where Rm is the membrane resistance, and τm is the membrane time constant. The LIF
model, one of the simplest ways to describe neuronal activity, was chosen based on its
ability to asynchronously update the state of a neuron using the timestamp of input events.
Each spike triggers a current injection that gradually increases the membrane potential of
a neuron. Once the membrane potential reaches a certain threshold, the neuron fires and
propagates a spike throughout the network via synapses characterized by a weight w and
a delay d. The neuron’s potential is then reset back to its resting state.

We chose an exponential excitatory post-synaptic current (ESPC) shape such that the
input current I(t) at time t is:

I (t) = Iinj ·
∑
i

wi · e
− t−si
τsyn · H (t− si) (2.2)
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where Iinj is the injected current every time a neuron fires, wi is the synaptic weight of
synapse i, τsyn is the synaptic time constant, H(t) is the Heaviside step function, and si is
the time of arrival of a spike, from a presynaptic neuron at time ti, to a post-synaptic
neuron with a delay di, such that si = ti + di.

When we study the dynamics of a single synapse i, we remove the discontinuities caused by
the input signal by focusing on the range [si, t] where H(t) = 1. Assuming initial conditions
such that Vi(si) = EL, we are restricting the network to only one spike per synapse. The
membrane potential is reset between each training example through a winner-takes-all
(WTA) algorithm and the membrane equation now has a solution:

Vi (t) = EL + Rm · Iinj · wi · τsyn
τm − τsyn

·
(
e−

t−si
τm − e−

t−si
τsyn

)
(2.3)

The time course of the potential follows a bi-exponential model with a finite rising time.
In order to maximise the membrane potential of a post-synaptic neuron – and ultimately
associate it with a particular temporal pattern – we compute the gradient of the neuron’s
potential ∂V (t, si)

∂si
and modulate di until all spikes are aligned. The model assumes only

one spike per synapse because the precise timing of each spike is considered to hold relevant
information. The partial derivative of V (t, si) with respect to si can then be written
as:

∂V (t, si)
∂si

= Rm · Iinj · wi
τm − τsyn

· (e−
t−si
τm − e−

t−si
τsyn ) (2.4)

The delay update rule can be represented by the following equation:

dt+1
i = dti + η · ∂V (t, si)

∂si
(2.5)

where η represents the learning rate of a neuron, with η > 0. We decay the learning rate
across iterations to avoid large gradient steps. The myelin plasticity model can easily be
adapted into a supervised learning algorithm by aligning input spikes at a desired time
via a teacher signal, instead of aligning the spikes to the last arriving input si.

2.3 Validation experiments
We decided to start by classifying randomly generated one-dimensional spike patterns. We
wanted to confirm the algorithm’s ability to learn time dynamics by specialising a temporal
pattern to an output neuron. In that regard, we generated four different patterns consisting
of ten presynaptic neurons firing once, at different times within a 20ms time window.
Each pattern was presented 100 times to a single-layer SNN with ten input (presynaptic)
neurons and four output (postsynaptic) neurons, one for each of our classes. To make the
problem more complicated, up to 2ms of time jitter was added to the pattern.

We used biologically plausible values for all network parameters, with a membrane threshold
set to −50mV, a refractory period of 3ms, and a resting membrane potential equal to
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Fig. 2.3 Myelin plasticity learning rule on a one-dimensional pattern recognition
tasks consisting of four different patterns, each with ten input neurons that fire
at different times within a 20ms time window. (Top) Raster plot representing
the four patterns in different colours. (Bottom) Membrane potential Vm for the
four output neurons after training with the myelin plasticity rule. Each output
neuron has maximised its membrane potential to a particular temporal pattern.

−70mV. We set the membrane resistance Rm = 1MΩ for simplicity. The membrane time
constant is set to τm = 25ms, the synaptic time constant to τsyn = 10ms, and the injected
current is set to Iinj = 80nA. Finally, we keep the learning rate at η = 1.

Fig. 2.3 shows a raster plot of each of the four patterns, represented in different colours for
better visibility. After learning, each postsynaptic neuron responds optimally to a specific
pattern as seen by the membrane potential plots. This is largely due to the gradient ascent
dynamics of the myelin plasticity algorithm. Fig. 2.4 shows the peristimulus histograms
(PSTH) for the postsynaptic neurons that specialised to the first and second pattern before
and after learning. Peristimulus time histograms allow us to visualise the timing and firing
rate at which neurons fire in relation to a reference event, which in our case is the firing
time of the postsynaptic neuron. More specifically, the input neurons are binned according
to the time difference from the reference timestamp. Before learning, the input neurons
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Fig. 2.4 Behaviour of output neurons with myelin plasticity learning. For
simplicity, we only show two out of four output neurons that specialised for the
first and second patterns. The plots represent a peristimulus time histogram
(PSTH) averaged across the first and last 10 output neuron spikes before and
after learning, and tell us about the time at which the input neurons are firing.
Neurons are binned according to the time difference from a reference timestamp
(vertical red line) which is chosen to be the postsynaptic neuron’s firing time.
Before learning, neurons are firing at a similar firing rate throughout the range
of time differences (up to 10ms). After learning, most input neurons are firing
within 4ms of each other.
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are firing at a similar rate across all time difference bins. After multiple repetitions of the
patterns, learning is turned off for cross-validation purposes. The PSTH after learning
has a higher firing rate for input neurons that spike within 4ms of the reference time,
indicating a lower variability in the spike times. The time differences therefore converge
towards zero due to the myelin plasticity learning rule, and each output neuron only
responds to a particular pattern.

2.4 Touch localisation with precise timing

In terms of information transmission strategies, the advantages of rate coding have been
thoroughly explored in the past decade [177, 178]. Rate coding makes use of the mean
firing rate of spiking neurons to encode continuous values, with individual spikes being
emitted according to a random Poisson distribution [179]. This differentiable output is
compatible with conventional artificial neural networks which are widely considered to be
the gold standard in terms of pattern recognition tasks. Biological systems also use the
precise timing of spikes to convey information [137, 138, 180, 139]. This strategy called
temporal coding is associated with fast visual processing [46], sound localisation [162, 181],
fine motor control [182], arbitrary nonlinear function approximation [183, 184], and even
for temporal pattern classification [185, 186, 187]. Considering performance in pattern
recognition tasks is usually based on classification accuracy and ignores latency and
computational efficiency, the context in which temporal coding tasks can outperform their
rate-based equivalent are a topic of current research.

Sand scorpions have the ability to accurately localise their prey using temporal information
based on vibrations from the environment that are detected using sensory organs situated
on their legs [188]. In this section we want to show that precise timing can be useful by
presenting a practical example based on the sand scorpion. The task consists in localising
the source of a vibration caused by tapping on a surface, via the spatio-temporal pattern
detected by an array of sensors [189]. More specifically, we want to assess the myelin
plasticity model’s ability to pick up both the direction and distance of the source from the
sensor device.

2.4.1 Methodology

As part of the data collection process, we rely on a neuromorphic tactile sensor consisting
of 8 piezoelectric accelerometers arranged in a regular octagon pattern (Fig. 2.5B). Each
accelerometer is connected to a microcontroller in charge of converting the analog signal
into events via level crossing. The dataset collected with this electronic device consisted
of 10 repetitions of 32 different stimuli elicited to tapping on a wooden surface from 8
different directions, each separated by a 45° angle, and 4 different distances from the
sensor (200, 400, 600 and 800mm). Since wood does not attenuate the signal as much as
sand, a high temporal resolution becomes a requirement in order for precise timing-based
algorithms to accurately mimic the localisation abilities of a sand scorpion.

The tactile sensor itself solves the localisation problem using an analytical solution that is
explained in detail in [189]. Indeed, while other solutions exist, we address the localisation
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A B

Fig. 2.5 (A) Image of a sand scorpion. (B) Touch localisation prototype [189].

task by applying three constraints to our model, all of which are satisfied by the myelin
plasticity algorithm:

1. Only information which is local to a given pre-post synaptic neuron pair is used to
update synaptic parameters.

2. No a priori knowledge of the sensor system is required.

3. The model parameters must be updated in an unsupervised manner.

2.4.2 Results

The myelin plasticity network consists of eight pre-synaptic neurons, sparsely connected
in a random fashion to 50 LIF neurons. Sparsity is achieved by limiting the number of
connections towards a LIF neuron to N = 4. Synaptic delays are randomly initialized
according to a normal distribution with a mean of µ = 0.5 ms, and a standard deviation
σ = 0.3 ms and a fixed weight equal to w0

N with w0 = 1. The resting potential is set to
EL = −70 mV. The LIF neuron’s decay constant is set to τm = 2 ms, the synaptic time
constant is set to τsyn = 1 ms and the injected current Iinj is set to 80 nA to make sure
that each presented spike train is capable of causing a LIF neuron to fire. The learning
rate starts at η = 1 and decays by 10% after every 100 input spike trains to help the
network converge towards a local minimum.

Each postsynaptic neuron that responds starts specialising to a particular pattern by
synchronising its input spikes through a change in synaptic delays following Eq. 2.5. The
winner-take-all mechanism ensures that no other postsynaptic neurons synchronise their
input spikes. With each subsequent presentation of the pattern, the time differences
between input spikes gradually converge towards zero (Fig. 2.6A).

With a temporal resolution of 1ms, the myelin plasticity model successfully recovers all
eights angles with a 100% accuracy, as each angle is represented by at least one LIF
neuron (Fig. 2.6B). While previous implementations of learned delays relied on an all-to-all
connectivity scheme [172], the myelin plasticity model can obtain similar performances with
fewer connections through a randomly connected sparse network (Fig. 2.7). Additionally,
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Fig. 2.6 Behaviour of a postsynaptic neuron with myelin plasticity. (A) Peri-
stimulus time histogram averaged across 50 data points at the beginning and
towards the end of the simulation. The vertical red line represents the postsy-
naptic neuron’s firing time, chosen as a reference from which the time difference
is calculated. After learning, more presynaptic neurons fire with a lower time
difference compared to the postsynaptic firing time, due to the synchronisation
of input spikes. (B) Tuning curve of the postsynaptic neuron averaged across all
the data points where the neuron fired, linking the firing rate to each of the 32
different stimuli positions. Positions 21 to 24 correspond to the distances 200,
400, 600 and 800mm respectively, at a 270° angle [189].
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Fig. 2.7 Average angle accuracy for an increasingly sparse synaptic delay net-
work. We connected each LIF neuron to a random subset of 8 pre-synaptic
neurons representing the hardware sensors. We varied the size of the subset
across 35 different trials in order to assess the smallest number of connections
between pre-synaptic and LIF neurons capable of preserving an accurate temporal
representation of all 8 angles. A sparse synaptic delay network with only 2
connections per LIF can already represent all angles with an average accuracy of
95% and we can achieve 100% accuracy with only 4 connections [189].

the network successfully represents all eight angles with a 95% accuracy when the number
of connections per postsynaptic neuron are reduced even further to N = 2, but at least four
connections are required for best performances. In contrast to delay learning models with
fully-connected networks, a sparsely connected neural network with random connectivity,
in addition to being more efficient to simulate, increases robustness against systematic
noise originating from faulty sensors.

For each angle, the next step in touch localisation is to determine whether the myelin
plasticity model can differentiate between stimuli at different distances. By looking into
the average firing rate of postsynaptic neurons for each of the 32 positions, we can identify
individual neurons that respond more frequently to specific positions after learning with the
myelin plasticity model (Fig. 2.6B). However, a more in-depth analysis shows that neurons
specialising to a particular angle have similar membrane potentials across distances, and
can therefore respond to more than one position. While a preferred distance can be
inferred by analysing the average firing rates across multiple repetitions, it cannot be
trivially obtained in an online manner unless the WTA scheme is disabled after learning is
done, and a supervised "voting" process is implemented. Indeed, the temporal signatures
across distances are not significantly different due to the slow attenuation of the waves
being measured. A simple solution involves recording stimuli on a surface with higher
attenuation such as sand. Adding sensors dedicated to measuring the amplitude of a signal
would also be beneficial for estimating the distance to the stimuli, assuming the same
pressure is used to elicit the taps.

In [189] we compare the myelin plasticity model to an analytical solution as well as four
different models based on spiking neural networks that classify spatio-temporal patterns
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using both supervised and unsupervised learning rules. All of the approaches are able to
distinguish between the angles, but the distances remain an open issue. Most strategies
require supervision or knowledge of the geometry of the sensor system with the exception
of the unsupervised structural plasticity model which pairs an STDP for synaptic weights
with an STDP for synaptic time constants. However, the reliance on two STDP learning
rules makes it quite expensive to simulate compared to the myelin plasticity model. My
personal contribution to this published work involves solving the touch localisation task
using myelin plasticity.

Table 2.1: Touch localisation with various models based on precise timing [189].

Method Angle accuracy (%) Distance accuracy (%)

Analytic solution 99.7 73.4
Temporal coincidence 100 37.5

Complex weights and delays 100 100*
Temporal difference encoders 100 N.A.

Myelin plasticity 100 N.A.
Structural plasticity 100 N.A.

(*) The complex weights and delays method requires an external linear classifier to successfully
differentiate between distances.

2.5 Discussion
We presented a myelin plasticity model for learning spatiotemporal patterns in an un-
supervised manner. This method relies on a gradient ascent approach which maximises
the membrane potential of postsynaptic neurons by aligning spikes originating from the
previous layer. After a few iterations, and with the help of a winner-takes-all mechanism,
the postsynaptic neurons end up specialising to a particular pattern.

Similar delay learning rules that are based on the principle of coincidence detection such
as the Deltron [172] and the Bayesian approach explored by [175] relied on fully connected
networks. Instead, we use a partially connected network with random connectivity that
exhibits an equivalent or better performance but with fewer connections, making it
more suitable for hardware implementations. The increased sparsity can (i) reduce the
complexity of the network by having a lower number of synapses to update, (ii) improve
efficiency if implemented on analog or mixed signal hardware [174, 190], (iii) decrease
the overall training time, and finally (iv) partial connectivity improves generalisation by
learning local features instead of synchronising spikes from all input connections as is the
case in the fully connected network topology.

The current-based LIF model with double exponential synapses does not have an analytical
solution and therefore cannot behave in a fully event-based manner. As an improvement,
we can use a box-shaped excitatory post-synaptic current instead of the double exponential
model to eliminate the time dependency of the input current. This essentially removes
the decay term which greatly simplifies the membrane equation solution, giving rise
to an event-based LIF neuron with complex current dynamics. In order to solve more
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complicated classification tasks with the myelin plasticity model, a weight-based synaptic
plasticity rule needs to be combined with the delay learning rule in order to be able to
extract spatiotemporal patterns from extremely noisy signals instead of just synchronising
spikes. The benefits of using both delays and weights for pattern recognition was first
outlined in [114] with the theory of polychonisation, and then further evidenced by [175]’s
work on probabilistic delay learning. In our case, implementing a resource-dependent
synaptic plasticity [191] to work alongside the myelin plasticity rule seems to be the logical
step forward for Hebbian learning in SNNs.



Chapter 3

Bio-inspired learning in a low-power
visual data processing system

3.1 Introduction
Developing systems that are able to process the high temporal resolution information output
by event-based sensors without consuming much energy is a challenging yet important
task. In addition to lasting longer, energy-efficient systems have the potential to enable
advanced visual data processing in power-limited environments such as a car.

The latest high definition event-based cameras [26, 72] can generate millions of events
per second. When dealing with such a high bandwidth, the sub-millisecond temporal
resolution and power efficiency of event-based systems quickly become limited by the
Universal Serial Bus (USB) protocol used to transfer data to a computer for processing
with computer vision and machine learning algorithms [192, 193]. An obvious solution
consists in converting the events into dense frames through one of the techniques discussed
in section 1.3.1. Artificial intelligence hardware accelerators can then be leveraged for
efficient inference with pre-trained deep learning models, losing in the process most of
the benefits of neuromorphic vision sensors [143, 144]. We can circumvent this problem
and work in an event-based manner by directly interfacing the neuromorphic vision sensor
with a data processing CMOS architecture.

Spiking neural networks (SNN) are the natural choice for dealing with streams of events,
especially as they are built to be resilient to noise which can be quite prevalent in
neuromorphic vision sensors. Their massively parallel structure and recurrent connectivity
is however, very costly to simulate on CPU processors. The main bottleneck of the
Von Neumann architecture, contributing towards a higher power consumption and a
reduction in processing speed, is a result of the separation between the processor and the
memory [194, 147]. While GPU-based solutions are much better at simulating SNNs [195],
they ultimately suffer from the same memory access bottleneck [196, 197]. Looking into
biological neural networks for inspiration, dedicated neuromorphic architectures with an
event-based communication protocol and co-located processing and memory units can
overcome the limitations of the Von Neumann architectures and have the potential to

31
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outperform classical computing in terms of edge AI [147, 198]. These architectures are the
ideal candidates for extremely low power and highly scalable hardware implementations of
SNNs [117].

The goal of the Ultra-Low Power Event-Based Camera (ULPEC) project, presented in this
chapter, is to develop a visual data processing system with ultra-low power requirements
and ultra-low latency, aimed at the recognition and classification of traffic events towards
autonomous driving. Indeed, when it comes to self-driving cars, designing an energy-
efficient system-on-chip (SoC) becomes all the more necessary due to the limited power
available in the car. This can be achieved by reducing the latency and processing the
information closer to the sensor. The system consists of an event-based vision sensor
connected to a mixed signal hardware implementation of an SNN with solid-state synapses
called memristors [199, 200]. The memristor is a passive two-terminal component with
a variable conductance that can be adjusted by injecting voltage pulses. Simply put,
memristors can be thought of as plastic synapses where the conductance is essentially
the synaptic weight, or in other words, the strength of a connection between two nodes.
We can take advantage of this property and evolve the memristor conductance according
to the biologically plausible Hebbian spike-timing-dependent plasticity (STDP) learning
rule [201], bringing about a self-adapting electronic architecture capable of unsupervised
learning without any external control on the synaptic weights. In fact, the synaptic
strength is purely determined by the timing and coincidence of events originating from
the neuromorphic vision sensor.

The ULPEC project is the outcome of a consortium of three universities, Sorbonne
University, the University of Bordeaux, and the University of Twente, the CNRS research
institute, and technology companies including Prophesee, Bosch and IBM Research. This
multidisciplinary work encompasses various fields such as material science, integrated
circuit design, and machine learning, and is meant to strengthen Europe’s leadership in
miniaturised bio-inspired smart integrated systems. Designing the visual data processing
system can be summarised into three main tasks that were handled by different collaborators
according to the required expertise. For clarity, my contribution within the ULPEC project
is highlighted in bold.

1. delivering the memristor technology capable of multiple resistance states

2. integrating memristors with CMOS technology on an industrial scale

3. finding a suitable architecture and processing algorithm to implement
the hardware neural network

In order to test the ULPEC visual data processing system in a real-world situation,
Prophesee created N-CARS, a two-class dataset consisting of 12336 car samples (Fig. 3.1)
and 11693 background samples [1], each example having a resolution of 64× 56 pixels and
a duration of 100ms. The dataset was recorded from various driving sessions using an
ATIS event-based camera [29] mounted behind the windshield of a car. A newer, much
larger version of the dataset was recently made available [202], adding further complexity
to the task at hand.
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Fig. 3.1 Example of a car from the N-CARS dataset [1]

3.2 The memristor: fourth fundamental circuit element
The memristor, short for memory resistor, is a passive two-terminal electrical component
that is considered to be the fourth fundamental circuit element alongside the resistor,
capacitor and inductor [199]. The memristor was originally hypothesised to link the
magnetic flux Φ to the electrical charge q. More intuitively, its behaviour can be expressed
in terms of voltage and current according to the following equation:

V = M(q) · I (3.1)

where the memristance M represents the resistance that varies depending on the history
of the electrical charge passing through the device. In this device, the relationship between
voltage and current is highly non-linear and is often described by a pinched hysteresis
loop [203, 204]. The definition of a memristor was later expanded to include all two-
terminal non-volatile memory devices that exhibit resistance switching properties [205].
In a nutshell, the resistance of a memristor can be programmed by applying voltage
pulses, giving rise to interesting use cases such as a nano-scale low power alternative
to flash memory [206] and an artificial synapse with adjustable weights that can be
used for neuromorphic computing applications [201]. Memristors can be categorised
into two groups: (i) molecular and ionic thin film memristors, and (ii) purely electronic
memristors [207, 208].

Molecular and ionic thin film memristors: This category includes resistive random-
access memory devices (ReRAM) and other kinds of memristors which are built with a
metal-insulator-metal (MIM) configuration [200, 209]. By applying positive or negative
voltage pulses, these devices can switch between a high resistance (OFF) and low resistance
(ON) state through the formation or breakdown of conductive filaments in the insulator
layer between the two terminals. Our collaborators at the CNRS and the university of
Twente did not consider this particular type of memristors for the ULPEC visual data
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processing system due to the devices’ reliance on significant material structural changes
and defects which can cause reliability and endurance issues [210, 211]. Stable resistance
states need to be guaranteed in order for memristors to properly emulate synaptic plasticity
mechanisms, towards unsupervised learning in hardware SNNs.

Top layer nanowire Memristor Bottom layer nanowire

Substrate
YAlO3

Bottom electrode
CaCeMnO3

Ferroelectric layer
BiFeO3

Top electrode
Pt/Co

ba

Ferroelectric tunnel 
junction (FTJ) Crossbar array

Fig. 3.2 FTJ based memristor design. (a) Cross-section of a FTJ consisting
of a nanoscale ferroelectric thin film surrounded by two metal electrodes. The
polarisation of the ferroelectric material can be flipped with the application
of a voltage pulse, leading to resistance switching behaviour [212]. Here, a
YAlO3//CaCeMnO3//BiFeO3 FTJ stack is shown, however, other substrates and
electrode materials have also been used in the literature [213]. (b) Diagram of a
memristive crossbar array which can be integrated into CMOS to realise a SoC
device such as the ULPEC visual data processing system.

Purely electronic memristors: The two main types of memristors in this category are
spintronic memristors [214] and ferroelectric memristors based on ferroelectric tunnel junc-
tions (FTJ) [204, 212]. Resistance switching is mediated entirely through electronic effects
and does not rely on structural changes, potentially resolving the reliability, endurance
and speed of switching issues seen in molecular and ionic thin film memristors. Spintronic
memristors use magnetisation to change the spin direction of electrons. While interesting,
the technology needs more time to mature before being used in realistic scenarios [214].
FTJs on the other hand, consist of a bottom and a top metal electrode separated by a
nanoscale ferroelectric crystalline thin film grown on a substrate (Fig. 3.2a). The thin
film is made of nanoscale ferroelectric domains, each with its own polarisation state. An
up domain corresponds to a low resistance ON state, and a down domain indicates a
high resistance OFF state. In a ferroelectric memristor, in addition to the typical ON
or OFF configuration, intermediate resistance states can be stabilised by reversing the
polarisation of an increasing number of ferroelectric domains depending on the amplitude
of the voltage pulses [204]. This process can be seen in Fig. 3.3 through piezoresponse
force microscopy (PFM) images which show the percentage of down domains with respect
to the resistance state.



3.3 System and network architecture 35

OFF

ON

  

Write voltage (V) Percentage of down domains

a b

0 25 50 75 100-4 -2 0 2

105

106

107

108

105

106

107

108

4

R
es

is
ta

nc
e 

(Ω
)

R
es

is
ta

nc
e 

(Ω
)

Fig. 3.3 Resistance switching in ferroelectric memristors. (a) Multiple interme-
diate resistance states can be reached between the ON and OFF configurations by
applying voltage pulses of different amplitudes. (b) PFM phase images showing
the polarisation state of the nanoscale ferroelectric domains under the different re-
sistance states. Dark ferroelectric domains are in a low resistance state. Adapted
from [204].

Ferroelectric memristors have several advantages, including large ON/OFF ratios of
up to 104, switching between resistance states in under 10ns, low operation energy as
well as high endurance and reliability [212, 201, 204, 215]. Furthermore, ferroelectric
memristors have proven capable of evolving according the Hebbian STDP unsupervised
learning mechanism [201], making them suitable for developing self-evolving neuromorphic
architectures such as the ULPEC visual data processing system. Moving beyond a single
device, ferroelectric memristors can be integrated into a large scale crossbar (Fig. 3.2b),
allowing them to regulate the electrical conductivity between two layers of nanowire which
can be connected to CMOS technology through various wafer bonding strategies (e.g.
flip-chip bonding). From a scalability perspective, epitaxial growth on silicon instead of
other single crystal substrates combined with a direct wafer bonding approach, paves
the way for industrial scale back-of-the-line integration with microelectronics owing to
compatibility benefits. This challenging task is under active development by the scientific
community [216, 217] and our collaborators within the ULPEC consortium.

3.3 System and network architecture

3.3.1 General system on chip design

To come up with a suitable architecture for the visual data processing system and to
easily assess learning performance, system-level simulations are done using Hummus, an
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Fig. 3.4 General architecture of the ULPEC visual data processing system.
(Top) The SoC includes an event-based vision sensor, the FTJ crossbar array
which connects two layers of analog CMOS neurons, namely input and leaky
integrate and fire (LIF) neurons, the digital control block (DCB) in charge of
handling event and spike to and from the LIF neurons, and finally, an external
FPGA that supplements the analog part with digital functions to further com-
plexify the behaviour of the CMOS neurons. (Bottom) Single-layer all-to-all
neural network architecture of the FTJ crossbar array.
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idischarge is used to get the expected LIF behaviour. Taken from [117]

.

event-based spiking neural network simulator developed in C++ throughout this thesis
(see appendix A). The explored architectures follow a general design for the system which
is outlined in Fig. 3.4.

The ULPEC system is an application-specific integrated circuit (ASIC) that includes
several fixed-function blocks, each of which is designed to efficiently perform specific tasks.
The chip includes a 28 × 28-pixel resolution event-based vision sensor [29] connected
to a digital control block (DCB) in charge of implementing a winner-takes-all (WTA)
mechanism and handling events and spikes to and from an analog neural network circuit.
The network consists of an input layer of 784 pulse generators, one for each pixel, fully-
connected to an output layer of 100 leaky integrate and fire (LIF) neurons via a crossbar
array of FTJ memristors that adjust their conductance (synaptic weight) according to
the Hebbian-based STDP learning rule (Fig. 3.4). The ASIC is coupled with an external
FPGA for a more versatile solution, e.g. initialising the synaptic weights (memristor
resistance states), using different input data types, using external classifiers and detecting
misbehaving output neurons. The workflow of the ULPEC visual data processing system
is the following:

1. The event-based vision sensor captures visual information in an asynchronous man-
ner [29]. Each individual pixel is mapped to an input neuron on the FTJ crossbar
array.
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2. Events emitted by the sensors are sent to the DCB, generating a signal that causes
the relevant input neurons to emit a voltage pulse used to drive the memristors.
The sum of the currents in active memristors ix is forwarded to the output LIF
neurons via a second-generation current conveyor (CCII) in the case where ix is
positive. Forwarding a unipolar current avoids unnecessary discharge at the output
iz of the current conveyor. The capacitors Cm of the output neurons get charged in
the process, leading to an increase in membrane potential on the output neurons
(Fig. 3.5).

3. Whenever an output neuron fires, a feedback voltage pulse triggered by the DCB is
applied to the relevant memristors which enter a writing phase that adjusts their
conductance. This behaviour reproduces a simplified multiplicative STDP learning
mechanism that depends on the previous state of the memristor.

4. A winner-take-all (WTA) mechanism implemented on the DCB is used to inhibit the
other output neurons by resetting their potential, and its own, to zero. This lateral
inhibition process promotes competition and prevents the postsynaptic neurons from
learning similar patterns. This is further accentuated by the use of an event-based
refractory period that deactivates a recently active output neuron until a set number
of other output neurons have fired. The counters necessary to keep track of each
output neuron’s refractory period are implemented on the FPGA.

3.3.2 FTJ memristor model

a) The STDP learning rule

Pending availability of the exact memristor prototype that will be integrated into the chip,
it was necessary to work with a qualitative model for FTJ memristors. To simplify this
theoretical study, voltage fluctuations due to noise and cycle-to-cycle and device-to-device
variations are ignored. We based the model on a YAlO3//CaCeMnO3//BiFeO3 FTJ
stack (Fig. 3.2). For this particular type of ferroelectric memristor, the threshold voltage
beyond which resistance switching occurs, is roughly around 1V [201]. The conductance
change of the memristors when submitted to a rectangular voltage pulse is reflected by
the equation:

∆G =


A+ · (Gmax −G0) for Vsyn ≤ −1.2V (LTP)
A− · (G0 −Gmin) for Vsyn ≥ +1.2V (LTD)
0 otherwise

(3.2)

where G0 is the initial conductance before the writing phase, Gmax and Gmin are the upper
and lower values bounding the conductance, Vsyn is the voltage applied on the memristors,
and A+ and A− are experimentally set learning rates. This time-independent variant of the
STDP learning rule introduced in the literature [219, 96, 117], is simple to implement on
hardware. Whenever Vsyn ≤ −1.2V , the memristor enters a long-term potentiation (LTP)
phase where the conductance is increased. Conversely, when Vsyn ≥ +1.2V , the memristor
enters a long-term depression (LTD) phase where the conductance is decreased.

STDP is implemented using waveform superposition as shown in Fig. 3.6. After passing
the membrane voltage threshold Vth, when an output neuron fires, it emits a feedback
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Fig. 3.6 Overview of the demonstrator mechanism used to implement STDP.
When a postsynaptic neuron fires it emits a feedback pulse towards the presynaptic
neurons. An inference pulse is emitted by the presynaptic neuron when the
corresponding pixel was recently active. A programming pulse is emitted otherwise.
By overlapping the pulses originating from the presynaptic and postsynaptic
neurons, the voltage applied on the memristors becomes enough to pass the
potentiation and the depression threshold in the case of the active and inactive
memristors respectively.

pulse towards the presynaptic neurons. The input neurons themselves can generate two
different pulses depending on the conditions:

• a 10µs inference pulse is emitted towards a memristor in response to an active pixel.

• a 0.5µs programming pulse is emitted towards inactive memristors once an output
neuron fires

The size of the capacitor that can be realistically included in the system only allows for
about 10µs of integration time. Taking that into consideration, the superposition of the
inference pulse with the feedback pulse allows the voltage Vsyn applied on the memristor
to cross the LTP threshold, increasing the conductance of the active memristors. On the
other hand, the LTD threshold can be crossed by generating a programming pulse and
superposing it with the feedback pulse, leading to a decrease in conductance. This can be
described by the following equation:

Vsyn = Vpre − Vx (3.3)

where Vpre represents the inference/programming pulse originating from the input neuron,
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and Vx represents the feedback pulse emitted by the output neuron.

b) Validation

When looking at the evolution of the resistance with respect to the input voltage, memristive
properties are usually verified by the presence of a hysteresis loop [199]. Looking at the
conductance-voltage characteristic in Fig. 3.7 allows us to confirm the voltage-dependent
resistance switching properties of our model as well as the parallel with STDP-based
synaptic weight modulation. As a reminder, the conductance is inversely proportional
to the resistance. By varying the amplitude of the voltage pulses, the memristor can
reach different intermediate states. The number of resistance states a memristor can reach
between the ON and OFF configurations determines the synaptic weight precision.
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Fig. 3.7 Voltage versus conductance curve of an FTJ memristor modeled with
an in-house SNN simulator. The model shows a clear hysteresis loop, indicating
memristive behaviour and a capacity for resistance switching. Driving memristors
with 10µs long write voltage pulses of increasingly large amplitudes Vsyn leads to
multiple intermediate resistance states that can reproduce the STDP learning
mechanism.

3.3.3 CMOS leaky integrate and fire neuron model

The learning performance of the ULPEC system is greatly affected by the dynamics of
the LIF neuron. It is then essential to accurately reproduce the CMOS neuron behaviour.
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725 . Cadence simulation data
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Accordingly, we compare our model to electrical simulations done in Cadence, a software
suite aimed at prototyping ASIC designs and simulating circuits (Fig. 3.8).

The current flowing from active memristors is sent through the current conveyor (CCII) to
the neuron when ix > 0 and the conveyor charges the post neuron membrane capacitor Cm
by copying ix, increasing the membrane potential Vm in the process. A constant leakage
current idischarge is used to get the potential decay associated with LIF neurons. Due to
the analog nature of the circuit, parasitic currents originating from inactive memristors are
taken into account using a counterbalancing current icancel. With respect to the notations
shown in Fig 3.5, the membrane potential can be modeled by the following differential
equation:
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∆Vm = K · ix ·∆t
Cm

− idischarge ·∆t
Cm

(3.4)

ix =
∑

j:active
Gj ∗ Vj − icancel (3.5)

icancel = ε

Rnetwork
(3.6)

where Rnetwork is the resistance of all inactive synapses and ε represents the voltage offset
due to inactive synapses. For simplicity, we can assume ε = 0 in our simulations without
significantly altering the results of our model.

3.3.4 Choice of classifier
After training the neural network with STDP we explore two classifiers for inference. The
first is a really simple heuristics-based classifier that is fully compatible with the design
and low power budget of the ULPEC system [117]. The second is a stronger logistic
regression classifier that requires training on FPGA, without compromising the low latency
and energy-efficiency of the ULPEC system [220].

a) Heuristics-based classifier

After passing through one epoch of the training set, we label the output neurons using
experimentally set parameters. If 50% of a neuron’s last 10 spikes respond to the same
class, then we label that neuron accordingly. Any neurons that do not specialise to a
particular class are discarded.

b) Logistic regression classifier

With a logistic regression classifier, the workflow of the ULPEC visual data processing
system is the following:

1. Train the network with one epoch of the training dataset via STDP

2. Start training the logistic regression as soon as the STDP starts to converge by
counting the number spikes output by each LIF neuron for a particular data point
(visual data presentation)

3. Use the fitted logistic regression model for real-time inference

Implementation To preserve the low latency in our simulations, we implement an
online logistic regression capable of directly classifying spikes from the output layer while
the STDP-based SNN is still running. In that regard, the C++ front-end of PyTorch, a
popular machine learning framework, is tightly integrated into our own SNN simulator.
The logistic regression classifier used in our simulations is basically a two-layer spiking
network: (i) neurons in the first layers count the spikes output by each LIF neuron,
resulting in a feature vector that is used to fit the classifier and for inference. (ii) the
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second layer has one neuron per class and is simply used to represent the prediction
outcome as a spike.

Mathematical description We train the logistic regression model using stochastic
gradient descent on the data points [221, 222]. By adding the activity of neurons over
time, we create features Sm that we can use to train a predictive model on labels for the
input. The labels Y take values in {1, . . . ,K}, where K is the number of classes, denoting
the class to which an input belongs. We model the probability of an input belonging to
class k using the distribution P̂ (Y ) defined as:

P̂ (Y = k|W, b, S) = exp (
∑
mWk,mSm) + bk∑

k exp (
∑
mWk,mSm) + bk

(3.7)

to find the optimal values for the weight matrix W and bias b we minimise the negative
log-likelihood:

L (W, b) = −
∑

log
(
P̂ (Y = k|W, b, S)

)
(3.8)

we can also use a regularisation term for W :

L (W, b) = −
∑

log
(
P̂ (Y = k|W, b, S)

)
+ λ

2
∑
k,m

W 2
k,m (3.9)

where λ is a regularisation parameter. In order to minimize Eq. 3.9, we use stochastic
gradient descent. Stochastic gradient descent iteratively optimises the data using the
following update rules:

Wnew
k,m = W old

k,m − η∇WL (W, b) (3.10)

bnewk = boldk − η∇bL (W, b) (3.11)
where η is the learning rate and the gradients ∇WL (W, b), and ∇bL (W, b) are given
by:

gW = ∇WL (W, b) =
[
Sm

(∑
m

W old
k,mSm − δ (Y = k)

)
+ λW old

k,m

]
(3.12)

gb = ∇bL (W, b) =
[∑
m

W old
k,mSm − δ (Y = k)

]
(3.13)

such that δ (Y = k) = 1 when the labels Y = k and is 0 otherwise. Stochastic gradient
descent often leads to instabilities that can be ameliorated by averaging the updates over
multiple data points S and Y . The update rules with averaging over mini-batches of size
N then become:

ḡW = 1
N

∑
n

[
S(n)
m

(∑
m

W old
k,mS

(n)
m − δ

(
Y (n) = k

))
+ λW old

k,m

]
(3.14)

ḡb = 1
N

∑
n

[∑
m

W old
k,mS

(n)
m − δ

(
Y (n) = k

)]
(3.15)

Using the stochastic gradient descent update rules (Eq. 3.14, and 3.15) guarantees conver-
gence to the global optimum, assuming a reasonable learning rate η is selected.
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3.4 Numerical experiments
The following parameters were used across all simulations unless otherwise stated.

• the leakage current idischarge is 100pA

• the membrane capacitor Cm is 1pF

• the voltage offset was chosen to be 0 for simplicity

• the initial conductance values were uniformly drawn between Gmin = 10−9S and
Gmax = 10−7S

• the scaling factor K is 1/12.5

• the membrane voltage threshold Vth = 1V

• the refractory period on presynaptic neurons is equivalent to 25µs

• the refractory period on postsynaptic neurons is equivalent to 10 successive spikes
from other postsynaptic neurons

• the recordings are spatially cropped to fit the 28× 28 vision sensor

• the logistic regression was trained over 70 epochs with a learning rate η = 0.1

3.4.1 Handwritten digit classification: the N-MNIST dataset

a) 3-class N-MNIST
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Fig. 3.9 Simulation results for a 3-class N-MNIST learning task with the
heuristics-based classifier. (Left) Normalised conductance maps towards the end
of the training phase. (Right) Confusion matrix with an overall accuracy of
93.08%.

The learning performance of the single-layer SNN is evaluated on N-MNIST, a handwritten
digit recognition dataset, when using both the internal heuristics-based classifier and the
external logistic regression. N-MNIST is an event-based version of the popular MNIST
dataset, consisting of 60000 training and 10000 testing samples of 28×28-pixel handwritten
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digits with values ranging from 0 to 9. To generate events from images, each digit is moved
in front of an event-based camera following a sequence of three 100ms saccades [223].
The all-to-all connected network being quite expensive to simulate, only the ON polarity
events occurring during the first 100ms saccade are used. For all simulations involving the
logistic regression classifier the STDP learning rate is decreased to A+/− = 0.01 compared
to a learning rate A+/− = 0.1 for the heuristics-based classifier, as the logistic regression
typically needs to be trained on a stable dataset.

In order to be comparable with the relevant literature, only three classes, the 5, 6 and
9 digits, are used to begin with [96, 117]. With 100 neurons, the network can achieve
an accuracy of 93.08% (Fig. 3.9), a result in accordance with the current state of the
art which is at 92.1% with the same number of neurons [117], and 93.68% with 400
neurons [96].
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Fig. 3.10 Confusion matrix for the 3-class N-MNIST task with the logistic
regression classifier. An accuracy of 95.07% is achieved.

As expected, the logistic regression classifier performs better on the same subset of N-
MNIST handwritten digits. An accuracy of 95.07% is reached when the classifier is trained
with the number of spikes output by each LIF neuron over the last 1000 data points, a
term referring to a presentation of an event-based recording, or a digit in the case of
N-MNIST (Fig. 3.10). To confirm the increase in accuracy is due to the logistic regression
itself, simulations with the internal heuristics-based classifier are repeated. This time
around, neuron labelling is done based on the last 1000 spikes, up from 10. Using a
higher number of spikes for labelling does not improve the classification accuracy. The
heuristics-based classifier is therefore quite limited and would not scale well on more
complicated datasets.

b) 10-class N-MNIST

The 3-class N-MNIST learning task is too simple to properly explore the benefits of using
a logistic regression classifier instead of a heuristics-based classifier. This particular subset
of the N-MNIST dataset is used in the literature when simulation speed is unreasonably
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Fig. 3.11 Simulation results for a 10-class N-MNIST learning task with the
logistic regression classifier. (Left) Examples of conductance maps for each class
in the full N-MNIST dataset. (Right) Confusion map for the full N-MNIST
dataset with a 76.2% accuracy.

long due to an unoptimised simulator [96, 117]. As this is not an issue with our in-house
simulator, the full 10-class N-MNIST dataset can be tested. An accuracy of 61% is
reached with the heuristics-based classifier. The same experiment is repeated with the
logistic regression classifier. With all ten classes of the N-MNIST dataset, the STDP-based
network yields a classification accuracy of 76.2% (Fig. 3.11), a 15% increase over the
heuristics-based classifier with an equivalent network.

3.4.2 Critical parameters

a) Logistic regression training set size

The single-layer network with a logistic regression classifier is now trained over two epochs
on the 10-class N-MNIST task in order to find the best possible accuracy when the
STDP learning rule and the classifier are not clashing with each other. Indeed, the first
epoch is used to extract features from the stream of events using the STDP. The logistic
regression is then trained in a second epoch, after the synaptic weights have completely
stabilised. A classification accuracy of 79.2% is reached, which is a 3% increase over the
one-epoch method where the synaptic weights and the classifier are trained at the same
time (Fig. 3.12). From an energy efficiency perspective, having two full passes over the
data is simply too costly, especially considering the small payoff in classification accuracy.
The one-epoch strategy which starts training the classifier once synaptic weights start
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Fig. 3.12 Plot of the accuracy according to the number of data points with the
STDP and the logistic regression trained on separate epochs of the full N-MNIST
training dataset.
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stabilising, seems to be the best choice for a single-layer SNN with 100 fully connected
neurons.

b) Optimal number of epochs for training the logistic regression

A logistic regression fitted with the stochastic gradient descend (SGD) algorithm usually
goes through multiple epochs of the dataset, which in our case, is the number of spikes
output by every LIF neuron for each of the last 1000 N-MNIST digit recordings. The
optimal number of epochs is explored, starting with one epoch, the closest scenario to a
fully online architecture, and gradually increasing the number of epochs until a maximum
of 140 epochs (Fig. 3.13). Using 45 to 70 epochs yields the best classification accuracy.
Considering the small size of the dataset used to train the classifier, training with more
than 70 epochs cause overfitting, and anything less than 5 epochs causes a significant drop
in classification accuracy.

3.4.3 Results with alternative event-based datasets

Table 3.1: Classification accuracy compared to other event-based algorithms

POKER-DVS N-CARS N-MNIST

ULPEC SNN + logistic regression 100% 53.2% 79.2%
H-FIRST [224] 91.6% 56.1% 71.2%
HOTS [100] 95− 100% 62.4% 80.8%
Gabor-SNN 78.9% 83.7%
HATS [1] 90.2% 99.1%

POKER-DVS A deck of 99 cards belonging to one of four suits, diamonds, clubs, spades
and hearts, is manually flipped in front of an event-based camera [225]. The POKER-DVS
dataset is particularly interesting, as the time domain is more relevant than the N-MNIST
digits which move at a constant speed within each saccade. The POKER-DVS dataset
is however, heavily unbalanced. To solve this issue, the single-layer network is trained
with only 15 data points from each of the four classes, and the rest is used in the testing
set. Moreover, the logistic regression is only trained over 20 epochs, mainly due to the
fact that this event-based dataset is simpler than the 10-class N-MNIST. The network
reaches an accuracy of 100%, an improvement over other event-based feature extraction
algorithms such as H-FIRST [224] or HOTS [100].

N-CARS The visual data processing system is mainly targeted towards autonomous
driving applications. To this end, the single-layer network with a logistic regression classifier
is tested on N-CARS, a binary classification problem that involves differentiating between
cars and background samples recorded using a 304 × 240-pixel resolution event-based
camera and downsampled to a 64× 56-pixel resolution [1]. Compared to POKER-DVS
and N-MNIST, this dataset is significantly more complex due to variability in the scale,
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speed and direction of incoming cars, especially considering the restrictions imposed by the
general hardware design. The presence of a random background class is also potentially
problematic in a fully connected single-layer network, as each LIF neuron learns global
features instead of picking up local features in the visual scene. In order to avoid further
downsampling, each recording is cropped to a 28 × 28-pixel window, discarding in the
process any events falling outside of the region of interest. Furthermore, similarly to the
N-MNIST dataset, only the ON polarity events are taken into consideration, to avoid
driving the memristors with too many events. Simulations on the N-CARS dataset yield
an accuracy of 53.6± 0.39%. Scaling it up to the full 64× 56 dataset yields an accuracy
up to 60.25%. As expected, a fully connected network that learns global features does
not fare well under realistic conditions. A different network architecture that is able to
extract local features is likely more suitable for automotive applications.

3.4.4 Hardware design trade-offs

Considering the low number of neurons in the output layer, taking a step towards a hybrid
architecture implementing a logistic regression classifier on the external FPGA can signifi-
cantly improve the performance of the single-layer spiking network without significantly
impacting the energy-efficiency [220]. In fact, high performance implementations are
readily available.

As for the optimal training strategy, learning the synaptic weights using STDP and fitting
the regression model during the same data pass offers the best power-performance trade-off.
Fig. 3.14 suggests using at least 200 data points as part of the logistic regression training
set, the performance is otherwise significantly impacted.
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Fig. 3.14 Plot of the classification accuracy on N-MNIST according to the
number of data points used in the logistic regression training set. In this ex-
periment, the synaptic weights and the classifier are trained during the same
epochs. Training with 200 data points is the bare minimum to start getting a
decent classification accuracy considering the low number of neurons used.

https://github.com/InAccel/logisticregression
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3.5 Scalability analysis: towards a full-scale neuromorphic vision
system

The architecture of the ULPEC system as seen in the previous section was chosen with
the early motivation of providing a versatile learning capacity, so the network can handle
a broad spectrum of learning tasks. The achieved performance, obtained via simulations
based on qualitative models of the memristor and LIF neuron, is on par with equivalent
Hebbian-based architectures [96]. However, the visual data processing system has so far
not been extensively tested on automotive tasks such as car detection on the N-CARS
dataset [1]. Specialising and adapting the current architecture for these complex scenarios
is necessary in order to push the performance limits of the network without significantly
compromising the target power budget.

This scalability study is driven by two objectives: (i) improving the performance of the
single-layer SNN architecture by measuring the impact of varying a number of parameters
such as the number of neurons, the memristor conductivity range, and the number of data
points used to train the logistic regression classifier. A data point refers to the number
of spikes output by every LIF neuron for a particular pattern presentation. (ii) Refining
the network by re-routing neuron connections and pruning synapses in an optimal way,
towards a more task-specific learning. In that regard, we propose a new architecture based
on local connectivity that improves both the performance and energy efficiency of the
ULPEC system, making it easier to scale up the network with the same resources available
to the fully-connected architecture.

3.5.1 Improved architecture with local sparse connectivity

Local 
receptive field

Output

LIF neurons Logistic regressionVision Sensor

Fig. 3.15 The ULPEC visual data processing system with sparse connectivity
instead of a fully-connected layer. Each LIF neuron is connected to a small region
of the input space called a local receptive field.

The scalability problem is directly related to the dimensions of the current network which
is defined by the number of neurons and the number of connections. The physical size
of the chip is ultimately bounding the two parameters and limiting the complexity of
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the network. As previous stated, in its current form, the demonstrator is built with a
maximum of 28× 28 = 784 input neurons, mapped one-to-one to the pixels of the vision
sensor, defining the input layer. Each of these neurons are connected to all of the 100
output neurons, setting the number of memristive synapses to 784×100 = 78400 (Fig. 3.4).
From this starting point, we are measuring the impact of these two and other parameters
on the learning performances.

Pioneering works found in literature [96, 113] are all trained to classify the N-MNIST
dataset as it is used in the field to set the baseline of the learning performance of an SNN.
As previously mentioned, to convert the original MNIST dataset into events, the digits are
moved at a constant speed in front of an event-based camera following a sequence of three
100ms saccades [223]. This controlled environment greatly simplifies the dataset, allowing
the fully-connected network to achieve a good performance considering the limitations
imposed by the hardware. In fact, the constant speed in each saccade renders the time
domain mostly irrelevant as only the spatial features differ between classes. Furthermore,
N-MNIST lacks any sort of translation, mirroring or scaling problems which is regularly
encountered on more complex datasets.

The goal of the ULPEC visual data processing system is to explore more realistic automotive
tasks through the use of N-CARS, a car classification dataset [1]. A fully connected
architecture poses two major problems in that regard:

• it is designed for global features learning by feeding all input pixel to each LIF
neuron. This is not ideal considering cars can come into the camera’s field of view
from different directions, and the scale is not necessarily the same.

• the high number of synapses can also significantly slow down learning and increase
the energy budget.

These problems are mitigated in convolutional neural networks (CNN) [7] and deep
SNNs [97, 120, 129] by using low-level local features that are passed through a hierarchical
model to increase abstraction and learn higher-level features. The use of local features in
CNNs has largely been supported by observations in the mammalian visual cortex [4, 5, 226]
but also from natural image statistics [227, 228], which imply that the behaviour of a
vision sensor (pixel) is significantly more correlated with the vision sensors that are near
than those further away. The increased significance of local structure in an image allows
for a neural network design where neurons in one layer are only sparsely connected with
neurons in the previous layer.

The new architecture proposed here, introduces a similar strategy to create a sparser,
and thus more efficient, architecture. In this new architecture, the LIF neurons are not
connected to all pixels of the event-based vision sensor. Instead, a square window of size
k × k is scanned across the input pixel space with a stride s, linking each spatial region to
a different LIF neuron (Fig. 3.15). Depending on the stride, these spatial regions, or local
receptive fields, can have a certain overlap which reduces the downsampling inherent to
this method. Furthermore, multiple sublayers of LIF neurons can be defined by connecting
each receptive field to more than one neuron. Unlike their CNN counterparts, sublayers do
not introduce a parameter sharing scheme as it would significantly burden the hardware
and increase the number of memristors that simultaneously need to be in a programmable
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state. They are simply meant to enable learning more than one feature per receptive
field. Setting different weights to each neuron means that we no longer treat images as
stationary.

Defining iw × ih as the dimensions of the vision sensor, the dimensions of the output layer
of LIF neurons are given by:

ow × oh =
(
iw − k
s

+ 1
)
×
(
ih − k
s

+ 1
)
. (3.16)

This particular equation corresponds to an architecture with no zero padding and non-unit
stride; some pixels on the edge of the vision sensor can therefore be ignored depending on the
selected parameters. The proposed architecture brings about significant improvements in
cutting down the simulation time of our qualitative models by a large margin, contributing
towards a more comprehensive scalability analysis. Considering common receptive field
sizes such as 3×3, 5×5, or 7×7, each neuron is connected to a maximum of 49 memristive
synapses, instead of 784 with the fully-connected architecture.

3.5.2 Scalability and performance analysis on N-MNIST

Simulation parameters are the same as in section 3.4 across both the fully-connected and
the sparse architecture. The STDP is symmetrical with learning rates A+ = 0.01 and
A− = 0.01. As for the logistic regression classifier, we use a stochastic gradient descent
optimiser that fits the model over 70 epochs, with a batch size of 128 data points, a learning
rate of 0.01 and a weight decay of 0.01. Experiments on the local sparse architecture are
averaged over 5 trials. The fully-connected network is significantly slower to simulate and
is therefore only tested over 2 trials.

The topology of the sparse network is arbitrarily chosen to get exactly 100 neurons
according to Eq. 3.16. The output layer consists of four sublayers with a k × k = 7× 7
receptive field window size and a stride s = 5, in other words, 25 LIF neurons per sublayer,
each with only 49 synapses. The impact of the receptive field window size is discussed in
a second step. With these parameters, the network only considers a 27× 27 region of the
input pixel space, losing in the process one row and one column of pixels which does not
have an impact on the classification performance. As in previous reports, we only consider
ON polarity events occurring during the first 100ms of each digit recording.

a) Differences in learning across architectures

Before analysing the impact of varying critical parameters, it is important to understand
the differences in learning between both network architectures. The local features learned
in the sparse network represent oriented edges and other low-level characteristics of the
digits, whereas the fully-connected network learns global features from the full input
space. This difference can be visualised through the conductance maps of LIF neurons
(Fig. 3.16).

Learning with local features helps more easily discriminate between the 10 N-MNIST
classes more easily, and provides a more balanced solution. This is apparent in Fig. 3.17
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Fig. 3.16 Examples of conductance maps for LIF neurons with N-MNIST.
(Left) Local features with the sparse network. (Right) Global features with the
fully-connected network.
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Fig. 3.17 Confusion map for a 10-class N-MNIST learning task with the sparse
architecture. An average accuracy of 76.59 ± 2.17% is reached with 1000 data
points.
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Fig. 3.18 Classification accuracy depending on the memristor conductance range
for the local sparse and fully-connected architectures. The logistic regression is
trained with 1000 data points.

where every class has a non-random classification accuracy, in contrast to the fully-
connected architecture that frequently misclassifies closely related classes such as the 0
and 8 digits (Fig. 3.11). When training the logistic regression with 1000 data points, in
other words the final 1000 digit presentations, the local sparse network yields an overall
classification accuracy of 76.59± 2.17% which is in line with previously obtained results
on the fully-connected architecture.

The scalability analysis involves changing parameters that directly impact the hardware
design, including the number of neurons, memristor conductance range, and the dataset
size used to train the classifier, towards achieving better performances on automotive
datasets. While the fully-connected architecture is explored in that context, the local
sparse architecture significantly speeds up simulation time, allowing us to more easily
scale up the network and assess its stability over multiple trials. We ensure consistency
of the results across network architectures by comparing the two architectures for some
parameter configurations, while we further explore the parameter space using the more
efficient sparse network.

b) Memristor conductance

The memristor conductance has a significant impact on the performances of the network. As
we introduce the local sparse architecture to substitute the original fully-connected network,
it is important to examine the sparse network behaviour under various conductance
ranges that are taken from the literature [204, 212, 201]. To measure the impact of the
conductance we fix the scaling factor K which regulates the current going through the
current conveyor into the analog neuron [218], to K = 1/12.5. This particular value is
selected for comparability with the literature [117].
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Considering an ON/OFF ratio of 100, we run simulations on the full N-MNIST task under
four different ranges of conductance G (Fig. 3.18). When G ∈ [10−10S, 10−8S] the LIF
neurons are underactive in both architectures, resulting in a network that is unable to
learn any features. The drop in performance can be compensated by a higher scaling
factor K which increases the current injected into the LIF neurons, resulting in more
spikes that can be used to train the logistic regression classifier.

When we the increase the scaling factor to K = 1 the sparse network yields an accuracy
of 63.36± 0.95%. On hardware, the possible values of K are bounded by the size of the
capacitor Cm which can be estimated according to the following equation derived from
the LIF model (Eq. 3.4):

Cm = ∆t(K · ix − idischarge)
∆Vm

(3.17)

Considering the sparse architecture has around two simultaneously active memristors,
each with a 10kΩ resistance and driven by a 1V pulse over ∆t = 10µs, the 1pF capacitor
present in the first ULPEC demonstrator is sufficient to handle a value of K = 1 for a
target Vm = 1V.

Moving on to higher conductance ranges, the fully connected network performs better than
the sparse network when G ∈ [10−9S, 10−7S], reaching an average accuracy of 75.44±0.29%.
The local sparse architecture on the other hand, is optimal when G ∈ [10−8S, 10−6S]
with an accuracy of 76.2357 ± 0.87%. In general, the sparsely-connected architecture
receives less input than the fully-connected one, degrading its learning performance on
lower conductance ranges. On the other hand, when the neuronal activity is too high, the
logistic regression can more easily start overfitting. As before, the scaling factor can be
adjusted so that each network architecture behaves similarly across various memristor
conductance ranges, but the 1pF capacitor chosen in the ULPEC demonstrator might be
a limiting factor in regards to the possible values of K.

c) Number of neurons

We proceed to explore the evolution of the classification performance with an increasing
number of neurons (Fig. 3.19). We vary the number of neurons by keeping the stride fixed
and adjusting the number of LIF neuron sublayers. With a logistic regression trained
on 1000 data points, the fully-connected architecture peaks at 500 neurons with average
accuracy of 79.34± 0.36% and subsequently starts decreasing with larger networks. This
is likely due to the fact that the fully-connected network is more prone to overfitting the
training data with a high number of neurons. More data points could therefore be needed
for the model to converge. The accuracy of the sparse network on the other hand continues
to increase until 1000 neurons and reaches an accuracy of 82.01 ± 1.07%, presumably
because of the inherent constraint for local statistics that is verified as optimal by the
wider literature in computer vision.

In order to find whether a higher number of neurons requires a larger logistic regression
training dataset, we evaluate the accuracy of the sparsely-connected network with 100
and 1000, according to the number of data points used to train the classifier (Fig. 3.20).
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Fig. 3.19 Classification accuracy with an increasing number of neurons for the
sparse and the fully-connected architecture. The logistic regression is trained
with 1000 data points.
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Fig. 3.20 Accuracy of the sparse architecture with 100 and 1000 neurons ac-
cording to the number of data points used to train the logistic regression.
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In both cases, training the logistic regression with more than 1000 data points leads to
diminishing returns, and the cost of increasing the size of the training dataset might
therefore be too steep to pay.

With 5000 data points, a local sparse network with 100 neurons yields an average accuracy
of 78.88± 0.65%, a 2% increase over using 1000 data points. Increasing the number of
neurons to 1000 improves the accuracy to 86.54± 0.27%, matching the performance of
event-based algorithms such as HOTS [100].

3.5.3 Scalability and performance analysis on N-CARS
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Fig. 3.21 N-CARS classification accuracy with an increasing number of neurons
for the sparsely-connected architecture with 5 × 5 windows and no overlaps
between receptive fields. The N-CARS dataset is cropped to fit the 28 × 28
vision sensor on the demonstrator. The classification accuracy is evaluated with
a logistic regression trained on 1000 and 5000 data points.

On a 28× 28 cropped N-CARS dataset, a sparsely-connected network with 7× 7 windows,
a stride s = 5 and 4 sublayers (100 neurons) yields an accuracy of 58.99± 0.75%, a 5%
improvement over the fully-connected architecture. In order to work with the full 64× 56
input space while preserving the same number of neurons, we increase receptive fields to
13× 13 windows. This does not seem to offer any advantages, and it increases the number
of synapses connected to each neuron. Moving forward, we decide to work exclusively
with the cropped dataset.

We decrease the receptive field size to 5× 5 windows and remove any overlap by keeping
the stride at s = 5. In Fig. 3.21, we explore the impact of increasing the number of neurons
on the classification accuracy, starting from 100 neurons up to 5000 neurons. With 100
neurons, the network reaches an accuracy of 61.48± 1.4% for a logistic regression trained
on 1000 data points, and 63.23± 1.0% for 5000 data points. The accuracy consistently
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stays below 70% even when we significantly increase the number of neurons. Extracting
features with an unsupervised STDP does not allow us to reach satisfactory performances
on complex datasets. With a single layer network, a supervised variant of STDP can be
expected to slightly improve the performance, but exploring a multi-layer network by
stacking FTJ crossbar arrays seems like a more sensible solution for automotive tasks.

3.5.4 Energy consumption analysis

The sparse architecture is based on the same FTJ crossbar design shown in Fig. 3.4, with
each of the output neurons connected only to a local subset of the input neurons defined
by the size of the receptive field. The sparse connectivity can be cast into the hardware
by removing specific junctions on the crossbar.

We give here, a comparative estimation of the write energy per training pattern consumed
by the memristors for the fully-connected network and the sparse network, within a
conductance range of [10−9S, 10−7S]. The write energy is a measure for the energy
consumption per weight update. It can be directly affected by varying:

• the number of synapses per neuron (by setting the size of the receptive field window)

• the number of spikes produced per training pattern.

In that range of conductances, neurons are underactive in the sparse architecture, which
leads to an accuracy of 62.04±1.52% on the N-MNIST learning task, corresponding to a 15%
drop compared to the fully-connected network (Fig. 3.18). To reach the same comparable
accuracy within this conductance range, we have to act on three parameters:

• we increase the factor K which raises the output neurons activity

• we decrease the output neurons refractory period from 10 to 5. This does not pose a
problem as not all neurons are in competition with each other

• we initialize the synaptic conductances according to a uniform distribution within
the interval [Gmax/2, Gmax], with Gmax = 10−7S

With a window size of 7×7 for the receptive field, a stride s = 5, and increasing the scaling
factor to K = 1 the model yields approximately 145 spikes per training pattern, similar to
the spike count at the higher conductance range (Fig. 3.18). Using a logistic regression
classifier trained with only 1000 data points, we obtain an accuracy of 75.79± 1.52%. This
particular value of K could require a slightly larger capacitor than 1pF. For integration
concerns, a smaller value of K = 1/2, leading to a trade-off of 2% drop in performance,
might be considered.

With all the parameters kept unchanged but the size of the receptive field reduced to a 5×5
window, we achieve an accuracy of 74.20± 1.04% for an average of 123 spikes per training
pattern. Compared to the 7× 7 window, the number of connections per output neuron is
divided by 2 with a loss on accuracy of 1%. Networks with larger receptive fields do not
show significant improvement in performance, and the 5× 5 window appears to provide
the best trade-off between number of connections and classification performance.

Given an equivalent classification performance, the write energy consumed by memristors
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per training pattern can be roughly estimated by accounting for the average number of
post-synaptic spikes since:

Write energy = #spikes×#synapses× pulse voltage× pulse current× pulse duration

With the assumption that a spike from an output neuron applies a pulse voltage of 1V
over 10nS to a memristor with the conductance set to Gmax = 10−7S, we can now estimate
the write energy consumed for both network architectures:

• the fully-connected network produces on average 13 spikes per training pattern with
the N-MNIST dataset, for 784 synapses. This leads to an overall write energy of
∼ 10pJ.

• the sparsely-connected network produces on average 123 spikes per training pattern,
for a total of 25 synapses, hence the write energy consumed by the memristors
amounts to ∼ 3pJ.

As shown by these first estimates, the sparse connectivity reduces the energy consumed
by the synapses for weight updates, by a factor of 3 during the training phase. This
perspective is important as it suggests that we improve the energy efficiency of the physical
network with minimal modification and little loss in accuracy. The saved resources can
then be redirected to other use such as increasing the size of the vision sensor and/or the
number of neurons for a fixed energy budget or allocating more energy for computation
purposes. Furthermore, the analog circuit design can be simplified by not having to control
for the case where all synapses are simultaneously active.

3.6 Discussion
Through a tight collaboration with academic and industrial partners working in the fields of
microelectronics and material sciences, we develop a neuromorphic vision system capable of
learning with ultra-low power requirements and ultra-low latency. The system in question
implements a fully-connected single-layer STDP-based SNN with memristive synapses for
real-time unsupervised feature extraction. After identifying a suitable architecture, we
provide a study on the scalability of the visual data processing system aimed at improving
the learning performance by re-sizing the network in a broad sense. In that regard, we
measure the impact of the number of output neurons, and we explore an alternative
sparsely-connected network that improves the accuracy and makes the system even more
energy-efficient. Providing a clear insight to these two parameters allows us to propose
a clear recommendation in scaling up the system: is the increase in computing resource
necessary, is it feasible for an actual physical implementation and what can we expect for
an automotive learning task?

With the current unsupervised STDP algorithm, scaling up the system by increasing
the number of neurons only leads to moderate improvements in performance. This is
particularly true for more complicated learning tasks. Nevertheless, the sparsely-connected
network appears to have a decreased sample complexity, i.e. it requires fewer data points
for training, and typically outperforms the former model in classification accuracy while
being three times more efficient in terms of the energy required to update the synaptic
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weights. Each neuron accounts only for local structure, and it is therefore necessary to
obtain more spikes in order to identify an image. However, the energy required for a write
operation decreases overall, despite the increased number of spikes.

Our study suggests that a sensible compromise between energy and performance would be
a sparsely-connected network with around 300 neurons. Increasing the number of neurons
however, cannot be easily achieved in the demonstrator as the size of the chip will be
significantly affected. A 3D crossbar architecture providing multi-layer support, along
with a supervised STDP [141, 93, 132], instead of continuing to rely on purely-analog
STDP-mediated feature extraction techniques.

From a manufacturing perspective, growing ferroelectric memristors on silicon, the end goal
of the ULPEC project, makes the technology directly compatible with CMOS and enables
industrial-scale integration with microelectronics. Memristor technology is commonly
associated with in-memory computing [200], spiking neural networks [201] and deep learning
accelerators [229]. Memristors are also being explored in the context of probabilistic
computing [230, 231]. This alternative computing paradigm relies on probability bits (p-
bit) that can fluctuate between 0 and 1, paving the way for energy-efficient implementations
of probabilistic models and inference methods.



Chapter 4

Probabilistic models for event-based
data

4.1 Introduction
Neuromorphic vision sensors generate millions of events per second depending on the
dynamics of a visual scene, by separately tracking changes in each pixel in an asynchronous
manner and with microsecond temporal precision. With the advent of high definition
neuromorphic cameras [72, 26, 27], event-by-event algorithms struggle to stay competitive,
and more often than not, binning events into frames is a more feasible approach.

The focus of this doctoral thesis has so far been on leveraging temporal learning algorithms
for spiking neural networks, towards a more energy-efficient feature extraction on event-
based data. These neural networks can be quite expensive to simulate, and usually require
dedicated neuromorphic architectures to be competitive (see chapter 3).

Algorithms such as HOTS [100] have previously explored various clustering techniques
for feature extraction, none of which are particularly well suited for dealing with an
increasingly large quantity of data due to memory and time constraints. Probabilistic event
generation models that take into account sensor noise can be represented by a Gaussian
distribution [232, 65]. With that in mind, we introduce two efficient learning algorithms
for Gaussian Mixture Models (GMM) with sublinear computational complexity:

• The first approach is based on the Expectation Maximisation (EM) algorithm and
relies on a stochastic approximation of the E-step over a truncated space in order
to maximise the variational lower bound, reducing the computational burden and
speeding up the learning process.

• For even better efficiency, the second approach identifies non-zero areas of the
posterior before computation for efficient inference. In each EM iteration, the
posterior is estimated over a truncated space that is iteratively improved based on a
similarity matrix.

The resulting approaches have state-of-the-art efficiency without compromising stability,
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making them attractive candidates for extracting features from massive streams of events.
We start by comparing our algorithms to popular clustering techniques on a variety of
datasets, to highlight their applicability as a general-purpose learning strategy. Further-
more, we evaluate model performance in feature extraction for a classification task on very
large vision datasets from event-based cameras.

4.2 Sub-linear stochastic learning in a Gaussian mixture model
for event-based data

A Gaussian mixture model (GMM) is a probabilistic machine learning model with a
wide variety of applications in speech recognition [233], computer vision [234, 235], astro-
physics [236] and precision medicine for instance [237]. For computer vision in particular,
using GMMs to identify patterns of local image features is arguably one of the simplest
popular approaches [238]. Parameters of the model are typically optimised using Ex-
pectation Maximisation (EM) which is a powerful algorithm for maximum likelihood
estimation.

The complexity of learning a GMM was until recently bound to be a function of the
number of data points and the number of mixture components. As datasets grow larger,
it is increasingly difficult to apply traditional clustering methods, and improvements
in computational complexity become all the more necessary. Recent developments in
convergence analysis of Gaussian mixture models trained with EM are generating renewed
interest in the field [239, 240]. Novel algorithms for training mixture models with increased
stability [241, 242] and efficiency through truncation and data summarisation methods [243,
244] pave the way for working with large event-based datasets recorded using neuromorphic
cameras.

Neuromorphic vision sensors create spatially sparse representations of an image and bear
several advantages over conventional cameras such as a very high dynamic range and a
very low latency, making them suitable for fast motion tracking. Each pixel is separately
updated in an asynchronous manner with microsecond temporal resolution, generating
an event depending on luminance changes in a visual scene. This strategy leads to an
enormous number of events. To illustrate this, N-MNIST, an event-based version of the
popular MNIST handwritten digit classification dataset, comprises more than 250 million
events over 60000 examples of 28× 28 digits [223]. The latest generation of high definition
neuromorphic sensors [72, 245] makes it even harder to find suitable feature extraction
algorithms that work without being overwhelmed by the rate of data acquisition.

In this section, we present a method for efficient and stable EM-based learning of Gaussian
mixtures suitable for large event-based datasets. The proposed algorithm is sub-linear in
computational complexity with respect to the number of mixed Gaussian distributions.
As GMMs are highly sensitive to initialisation [246], latest advances in seeding algorithms
allow us to produce probably good initial clusters without compromising scalability to
very large datasets [247, 248]. We apply our algorithm on lightweight coresets (lwcs) a
data summarisation method, to further reduce algorithmic complexity [249, 250].

Our approach introduces a stochastic method for identifying a truncated approximation
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of the posterior during learning. Truncated approximations [251] have been previously
employed on latent variable models to identify subspaces of the posterior that contain
most of the posterior mass [252, 253, 254, 255]. Empirical evidence has shown an improved
performance in avoiding local optima during learning [256], however truncation is typically
carried out using deterministic methods which are inherently more sensitive to the local
optimum problem. To our knowledge, no work explores stochastic variants for truncation.
Sampling from a random distribution is expected to allow the algorithm to get closer to
the global optimum [257].

We first evaluate the efficiency, stability and performance of the algorithm on a variety
of datasets that have been extensively used in the relevant literature for comparability
purposes and to emphasize the versatility of the technique in handling different types
of data. Datasets include CIFAR-10, an image dataset [258], SONG, a collection of
audio features compiled from the Million Song dataset [259] and SUSY, a high energy
physics dataset [260]. We extend the proposed algorithm to event-based data which has
recently garnered interest in the computer vision and machine learning community. Our
objective is to conciliate the asynchronous event-based representation with the classical
frame representation by providing a common ground of processing. An in-depth analysis
is done on POKER-DVS [225] in order to get a sense of the expected speedups with
event-based datasets. After having validated the clustering performance of our algorithm,
we run a classification task on popular datasets such as N-MNIST, N-Caltech101 [223],
N-CARS, a car classification dataset [1], and GESTURE-DVS, a dataset tailored for
gesture recognition systems [87]. We compare ourselves to popular event-based feature
extraction methods which will be reviewed in the following section.

The proposed algorithm is more efficient in operations and time complexity compared
to popular methods [261] and can be applied to a wide variety of tasks without compro-
mising cluster quality and stability which is important for reproducibility and consistent
predictions. Our approach is actually better at recovering the same clusters with different
initialisations. Classifying large event-based datasets with our algorithm leads to near
state-of-the-art accuracy and is competitive against most current event-based learning
methods, considering particularly the significant speedups in feature extraction.

4.2.1 Event-based vision processing

a) Feature Extraction Methods

In very high frequency video, feature extraction techniques remain the dominant method
of computer vision tasks. While efforts of adapting deep learning methods to event-based
processing exist [94], naively running a neural network on the full size of the sensor at every
event is too computationally intensive. Neuromorphic engineering has therefore focused
on event-to-frame conversion strategies to ease the computational burden of working on an
event-by-event basis, discarding the temporal dimension in the process [262, 73, 86, 263].
Spiking neural networks are a natural choice for dealing with event-based data. However,
Hebbian-based methods cannot currently reach state-of-the-art performances in image
classification tasks unless resorting to deep architectures and specialised hardware to
leverage their full potentials [95, 97]. Event-by-event strategies specifically designed for
neuromorphic systems such as HOTS [100, 264, 99] and HATS [1] work particularly
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well on a smaller scale, but they can benefit immensely from a sub-linear complexity
clustering algorithm on larger datasets. These methods rely on time surfaces which are
descriptors reminiscent of local image patches that provide a spatio-temporal context in a
neighbourhood centred around an event. This representation allows us to apply well-known
machine learning algorithms on streams of events while preserving time information.

b) Clustering with time surfaces

As previously mentioned in section 1.3.2.a, time surfaces are built by applying an expo-
nential decay on the most recently active pixels in a Moore spatial neighbourhood centred
on each event [100]. The exponential kernel can be approximated by a piece-wise linear
kernel to reduce computational complexity.

Working with time surfaces is fairly similar to working with image patches, where the
usual luminance values are replaced by an explicit function of event times, and therefore
we can use it in a typical patch-based pipeline. In this work, we derive visual features
by clustering Time Surfaces and use them for classification. The clustering technique
presented in this study is a simple and efficient method based on Gaussian Mixture
Models, which is developed in detail in the next section. Providing a machine learning
algorithm that bridges the gap between frame and event-based representations allows for
a receptive-field based architecture from a purely event-based architecture while providing
statistically optimal and robust features.

Fig. 4.1 Examples of time surfaces (left) and cluster centres from the proposed
GMM algorithm (right) on N-MNIST, an event-based handwritten digits dataset.
The chosen time surfaces and cluster centres are unrelated to each other; however,
we can see the smoothing effect of clustering with GMMs.

4.2.2 Stochastic approximation of expectation maximisation on a Gaussian
mixture model

A Gaussian mixture model assumes that each data point is distributed according to a
random variable Y that follows one of a finite set of M multivariate Gaussian probability
densities. More specifically, for a dataset Y =

{
y(1), . . . ,y(N)

}
:

p
(
Y = y(n)|C = c; θ

)
= N

(
Y = y(n);µc; Σc

)
(4.1)
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p (C = c; θ) = αc (4.2)

where αc ∈ [0, 1], with
∑M
c=1 αc = 1, parametrises a distribution over the Gaussian densities

and θ = {µ1:M ,Σ1:M , α1:M} denotes the model parameters. With the probabilistic model
described in Eq. 4.1 and 4.2 and an assumption of independent identically distributed
datapoints in Y, the model log-likelihood becomes:

L (θ) =
∑
n log

∑
c αcN

(
Y = y(n);µc,Σc

)
(4.3)

this is a very expressive model for data with a widely varying structure. However,
identifying Σ1:M sets several challenges that are out of the scope for this study. Instead
we will constrain the GMM by setting Σc = σ1, ∀c ∈ {1, . . . ,M} and rewriting the
log-likelihood as:

L (θ) =
N∑
n=1

log
M∑
c=1

αc
(
2πσ2

)−D2 exp
(
−d

(n)
c

2σ2

)
(4.4)

Under the assumed model constraints each Gaussian distribution is defined as

p
(
Y = y(n)|C = c; θ

)
=
(
2πσ2

)−D2 exp
(
−d

(n)
c

2σ2

)
(4.5)

where d(n)
c =

∥∥∥y(n) − µc
∥∥∥2

is the squared euclidean distance between the data point y(n)

and the mean of Gaussian indexed by c, and D is the number of observed variables. The
Expectation Maximisation algorithm optimises a lower bound to the log-likelihood:

F (Y, θ) ,
∑
n

∑
c

p(n)
c log

exp
(
−‖y

(n)−µc‖2
2σ2
c

)
(2πσ2

c )
D
2

αc

+
∑
n

H
(
p(n)
c

)
(4.6)

where p(n)
c is a shorthand for the posterior distribution

p
(
C = c|Y = y(n); θ̂

)
=

exp
(
−d(n)

c /2σ2
)
αc∑M

c′=1 exp
(
−d(n)

c′ /2σ2
)
αc′

(4.7)

and H
(
p

(n)
c

)
denotes the entropy of the posterior distribution.

Exact EM is an iterative algorithm that optimises the likelihood by alternating two steps.
The first step is to identify the distribution p

(n)
c and is referred to as the E-step. The

second step is called the M-step and amounts to maximising Eq. 4.6 with respect to θ
using a gradient update as:

µc =
∑N
n=1 p

(n)
c y(n)∑N

n=1 p
(n)
c

(4.8)



66 Chapter 4. Probabilistic models

σ2 = 1
DN

N∑
n=1

M∑
c=1

p(n)
c

∥∥∥y(n) − µc
∥∥∥2

(4.9)

αc =
∑N
n=1 p

(n)
c∑N

n=1
∑M
c′=1 p

(n)
c′

(4.10)

Iterating the E-step and M-step of the EM algorithm until θ converges is the most popular
method for fitting a GMM. The complexity of the EM algorithm on GMMs is O (DNM)
making it already a very efficient algorithm.

In this work, we propose an approximation technique which avoids the dependency of the
complexity on M by estimating the posterior, p(n)

c , over a subset K(n) ⊂ {1, . . . ,M}, with
|K(n)| = H as:

q(n)
c =

exp
(
−d(n)

c /2σ2
)
αc∑

c′∈K(n) exp
(
−d(n)

c′ /2σ2
)
αc′

δ
(
c ∈ K(n)

)
(4.11)

The posterior for clusters c /∈ K(n), is never estimated and therefore q(n)
c allows for a

much faster implementation than p
(n)
c . In terms of total variation, dTV

(
q

(n)
c , p

(n)
c

)
=∑

c/∈K(n) p
(n)
c = 1−

∑
c∈K(n) p

(n)
c , the approximation is optimal when K(n) holds the clusters

that account for most of the posterior mass. In order to identify such a set K(n), we
start by initialising it with H clusters drawn without replacement as samples of the prior
distribution p (C; θ). At each iteration, we update the set K(n) by comparing its clusters
with R new samples, also from the prior distribution without replacement, and maintaining
the H best clusters.

K(n) =


{c1:H |ci :∼ p (C)} K(n) = ∅[
K(n) ∪

{
c1:R|ci :∼ p (C) & ci /∈ K(n)

}]H
<
d
(n)
c

K(n) 6= ∅ (4.12)

where [·]H<
d
(n)
c

is an operator that keeps the H smallest elements of the set ordered by the

distance d(n)
c . The hyperparameters {H,R} fully specify the approximation and enable

control of the complexity of the algorithm directly as opposed to a precision estimate in
typical approximations.

As in the EM algorithm, we can estimate the parameter updates by taking the gradient of
the free-energy (Eq. 4.6) and setting it to 0.

µc =
∑N
n=1 q

(n)
c y(n)∑N

n=1 q
(n)
c

(4.13)

σ2 = 1
DN

N∑
n=1

∑
c

q(n)
c

∥∥∥y(n) − µc
∥∥∥2

(4.14)
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αc =
∑N
n=1 q

(n)
c∑N

n=1
∑M
c′=1 q

(n)
c′

(4.15)

Iterating between estimating the approximate posterior (Eq. 4.11) and the parameter
updates (Eq. 4.13–4.15) defines an algorithm we refer to as stochastic GMM, S-GMM.
The complete procedure is detailed in Algorithm 1.

The complexity of the S-GMM algorithm compared to the exact EM algorithm for GMMs
reduces from O (NMD) to O (N (R+H)D) in the E-step and O (NHD +NH) in the
M-step. In section 4.2.3, we investigate applications of the algorithm where R + H is
orders of magnitude smaller than M and the model is successfully fitted to the data.

S-GMM starts with a randomly initialised K(n) that is intended to store the centres more
likely to represent that data point. The set K(n) is updated randomly, using samples
from the prior, at the beginning of each M-step with R new centres. After estimating the
distances between the centres in K(n) and the newly sampled centres, we only maintain the
H centres in K(n) nearest to the data point. The approximate posterior q(n)

c is estimated
over the set K(n) and used to update the centres in the M-step. Since q(n)

c is inversely
proportional to the centres’ distance from the data point y(n), far away centres would
have a very low - exponentially decreasing - value for q(n)

c .

Algorithm 1 Stochastic Gaussian Mixture Model (S-GMM)
Require: Data set Y, # of centres M , H, R
1: initialise µ1:M , σ, K(n) = ∅ for all n;
2: repeat
3: µ̃1:M ← 0, q̃1:M ← 0, σ̃2 ← 0
4: for n ∈ {1, . . . , N} do
5: K(n) = K(n) ∪

{
c1,...,R|ci :∼ p (C) and ci /∈ K(n)

}
6: for c ∈ K(n) do
7: d

(n)
c =

∥∥∥y(n) − µc
∥∥∥2

8: end for
9: K(n) =

{
c|c : with the H smallest d(n)

c

}
10: for c = K(n)

c do

11: q
(n)
c =

exp
(
−d(n)

c /2σ2
)
αc∑

c′∈K(n) exp
(
−d(n)

c′ /2σ
2
)
αc′

12: end for
13: end for
14: Calculate µ1:M , α1:M and σ2 (Eq. 4.13, 4.15, 4.14)
15: until θ =

{
µ1:M , α1:M , σ

2} and has converged

In order to compare algorithm 1 with popular typical clustering techniques, e.g. k-means
and approximations [247, 249], we may optionally constraint the algorithm to accept
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a uniform prior over the clusters, i.e. p (C = c) = 1
M ,∀c ∈ {1, . . . ,M}, throughout the

learning process. The GMM data model for a uniform prior and the same isotropic variance
for all centres is effectively identical to the k-means clustering algorithm and allows for
a fairer comparison between our approximation and the broader literature. The fixed
uniform prior variant of S-GMM will be referred to as u-S-GMM.

a) Implementation details

Initialisation During the first epoch of the proposed algorithm, K(n) is initialised using
prior samples and Gaussian centres µ1:C are initialised with the AFK-MC2 [248] method.
This algorithm samples an initial centre µ1 ∈ Y uniformly at random and then uses it to
derive the proposal distribution g(y|µ1). A Markov chain of length m is used to iteratively
sample sufficiently distinct new centres µ2:M from the data. AFK-MC2 requires one pass
of complexity O (ND) through the data to define the proposal distribution g (y), and
the centres are sampled with a complexity of O

(
m(M − 1)2D

)
. The complete process is

described in Algo. 2

Lightweight coresets To further improve computational efficiency we can optionally
use lightweight coresets (lwcs) [250, 265, 266]. Coresets are smaller representative datasets,
Y ′ = {(y1, w1) , . . . , (yN ′ , wN ′)}, of a full dataset, Y , in which each data point is individually
weighted depending on its significance in describing the original data. The objective on a
coreset is adjusted to account for the weights on each data point:

F (Y, θ) ,
∑
n

wn
∑

c∈K(n)

q(n)
c log

exp
(
−‖y

(n)−µc‖2
2σ2
c

)
(2πσ2

c )
D
2

αc

+
∑
n

wnH
(
q(n)
c

)
(4.16)

Since the parameter updates are gradient-based updates of Eq. 4.16, the weights w1:N ′
are a multiplicative constant on the parameters and therefore the parameter updates
become:

µc =
∑N ′
n=1wnq

(n)
c y(n)∑N ′

n=1wnq
(n)
c

(4.17)

σ2 = 1
D
∑N ′
i=1wi

N ′∑
n=1

∑
c

wnq
(n)
c

∥∥∥y(n) − µc
∥∥∥2

(4.18)

αc =
∑N ′
n=1wnq

(n)
c∑N ′

n=1
∑M
c′=1wnq

(n)
c′

(4.19)

These updates can replace Eq. 4.13, 4.15, and 4.14 in algorithm 1 to allow applications
on a coreset Y ′. Working on coresets introduces an error in the approximation that has
been analysed rigorously in earlier work [250]. Constructing the coreset requires two
iterations of complexity O (ND) over the data but reduces the complexity of S-GMM to
O (N ′ (R+H)D) in the E-step and O (N ′HD +N ′H) in the M-step. The complexity of
AFK-MC2 is also reduced since the proposal distribution is defined on the coreset with
complexity O (N ′D).
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Algorithm 2 ASSUMPTION-FREE K-MC2 (AFK-MC2)
Require: Data set Y, # of centres M , chain length m
1: µ1 ← Point uniformly sampled from Y for all n;
2: for all y ∈ Y do
3: g (y)← 1

2 ‖y− µ1‖2 /
∑

y′∈Y ‖y′ − µ1‖2 + 1
2n

4: end for
5: for c = 2, 3, . . . ,M do
6: y← Point sampled from Y using g (y)
7: dy ← min ‖y− {µ1:c−1}‖2
8: for l = 2, 3, . . . ,m do
9: x← Point sampled from Y using g (x)

10: dx ← min ‖x− {µ1:c−1}‖2

11: if dxg(x)
dyg(y) > Unif (0, 1) then

12: y← x, dy ← dx
13: end if
14: end for
15: µc ← y
16: end for

4.2.3 Experiments and results

In this section, we evaluate the performance of S-GMM (algorithm 1) and its uniform
variant (u-S-GMM) on three tasks in comparison to standard k-means initialised with
the k-means++ method [246]. The k-means baseline was programmed to have an equal
structure as the proposed algorithms. We first assess convergence on an artificial dataset
with known ground truth [267]. We then move on to a clustering analysis on a variety
of datasets originating from different fields such as computer vision [225, 258], high
energy physics [260], and music metadata [259] to demonstrate general machine learning
applicability of our contribution. We extend the analysis to POKER-DVS, a 4-class event-
based dataset that is small enough to be able to run the k-means baseline without any
memory and runtime issues. Finally, we test our algorithm on a real-world classification
task using very large vision datasets collected from neuromorphic cameras and compare
to feature extraction methods specifically designed for dealing with events.

We initialise the cluster centres using the AFK-MC2 algorithm with a Markov chain length
m = 5. As a stopping criterion we terminate the iterative EM process when the increase
in free energy, according to Eq. 4.16, is less than ε = 10−4. All experiments were run on a
C++ implementation that relies on the Blaze vectorisation library [268], and numerical
results are reported as an average over 5 trials unless otherwise stated.

As a reminder, M denotes the number of cluster centres, N ′ denotes the coreset size, H
denotes the size of the truncated subspace and R is the number of new samples in each
iteration.
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a) Artificial data
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Fig. 4.2 Validation on a two-dimensional artificial dataset. (Left) S-GMM
successfully recovers all 15 Gaussian centres from a standard clustering dataset
with N = 5000 samples, H = 3, R = 6 and N ′ = 1000. (Right) Using coresets
both S-GMM and u-S-GMM outperform k-means across 100 trials when comparing
the learned centres to the ground truth.

In this section, we explore the convergence properties of our truncated stochastic approach
on an artificial dataset with N = 5000 datapoints and 15 Gaussian centres [267].

In Fig. 4.2 we measure the root mean squared error (RMSE) between learned centres
and the ground truth. S-GMM and u-S-GMM are able to recover the cluster centres
better than k-means across 100 trials. Results suggest the stochastic approach is better at
avoiding locally optimal solutions. Additionally, working with a truncated set can improve
numeric stability by ignoring low probability clusters.

As the number of data points increases, S-GMM becomes more prone to local optima, as
seen in Fig. 4.2 (Right). This behaviour is difficult to rigorously analyse. Our intuition
from the experiments suggest that in early iterations poorly initialised clusters might never
be assigned a data point. This would lead to zero values in the prior and the cluster will
never be used by the algorithm again, even if it is necessary elsewhere. When fewer data
points are available, the parameter estimates are noisier and that make it easier to avoid
this behaviour. It is important to note this was not reproducible on any other datasets
explored in this study. This is perhaps due to the increased variability of real data.

Choosing the optimal number of cluster centres M typically involves running an algorithm
multiple times for different values ofM and examining the clustering results. Learning prior
distributions with the S-GMM algorithm simplifies this problem: we select a maximum
number of centres M and the algorithm prunes unnecessary ones by reducing their
probability. Fig. 4.3 demonstrates this process on the artificial dataset. We compare the
final prior distributions for M = 15, the exact number of Gaussian centres in the dataset,
and M = 20. The observed sharp decay on priors α beyond the 15th cluster suggests
S-GMM was able to determine the optimal number of centres in this case. As a drawback,
if M is too low, the probability of important clusters might be reduced, affecting the
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Fig. 4.3 Prior distributions with S-GMM on an artificial dataset with 15 Gaussian
centres. By choosing a maximum number of clusters such that M > 15, the
algorithm is able to determine the optimal number of clusters by decaying priors
α for unnecessary cluster centres (blue curve). However, if the number of clusters
is too low, the probability of important clusters might be reduced (orange curve).

clustering performance. The initial prior distributions shown as dotted lines illustrate the
behaviour of an unweighted clustering algorithm such as u-S-GMM and K-means.

b) Clustering analysis

For a more descriptive analysis, we run our algorithms on a series of well-known clustering
datasets. The accuracy of the algorithms is measured using the relative quantisation error
with K-means as our baseline according to:

η = (Qalgorithm −Qk-means)
Qk-means

(4.20)

where Qalgorithm =
∑N
n=1 minc

∥∥∥µc − y(n)
∥∥∥2

is the quantisation error of the Gaussian
Mixture Model trained with the respective algorithm. K-means initialisation is done with
K-means++ [246]. With this in mind, we performed clustering analysis for the following
algorithms:

• k-means as a baseline

• k-means on coresets (k-means + lwcs)

• S-GMM on coresets

• u-S-GMM on coresets

Results are summarised in Table 4.1. The S-GMM and u-S-GMM algorithms are param-
eterised with H = 5 and R = 10 and they are allowed to execute a different number of
iterations until they satisfy the stopping criterion. Since the truncated algorithms are
going through fewer clusters in each iteration, convergence requires more iterations than
K-means. Nevertheless, iterations are significantly cheaper in terms of distance evaluations
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Table 4.1: Relative quantisation error and distance evaluation speedup

Dataset Algorithm Relative Quantisation
Error η

Distance Evaluation
Speedup Iterations

name N ′

CIFAR-10
Ntrain = 50, 000
Ntest = 10, 000
D = 3072
M = 500

k-means - 0.0± 0.03% ×1.01± 0.07 18.2± 1.47
k-means + lwcs 215 2.0± 0.02% ×6.13± 0.43 13.4± 1.02

u-S-GMM 215 1.0± 0.03% ×26.55± 1.12 110.4± 4.59
S-GMM 215 1.0± 0.01% ×35.54± 1.13 82.4± 2.58

POKER-DVS
Ntrain = 143, 569
Ntest = 63, 847

D = 121
M = 500

k-means - 0.0± 0.12% ×1.02± 0.16 57.6± 9.39
k-means + lwcs 212 17.0± 0.19% ×160.7± 29.93 12.2± 2.71

u-S-GMM 212 14.0± 0.35% ×406.89± 46.5 170.6± 21.6
S-GMM 212 17.0± 0.59% ×863.1± 150.46 81.6± 13.92

SONG
N = 515, 345
D = 90
M = 4000

k-means - 0.0± 0.07% ×1.0± 0.0 11.0± 0.0
k-means + lwcs 213 29.0± 0.24% ×121.91± 7.15 5.2± 0.4

u-S-GMM 213 28.0± 0.22% ×3076.15± 496.31 66.8± 9.3
S-GMM 213 29.0± 0.26% ×3468.57± 318.85 58.4± 5.39

SUSY
N = 5, 000, 000

D = 18
M = 2000

k-means - 0.0± 0.02% ×1.0± 0.01 46.6± 0.49
k-means + lwcs 216 7.0± 0.6% ×18.43± 0.74 35.8± 1.17

u-S-GMM 216 6.0± 0.6% ×135.98± 2.84 494.8± 11.02
S-GMM 216 10.0± 0.24% ×332.67± 6.42 199.33± 12.36

Note: preferred algorithm for each metric in bold.

d
(n)
c leading to the observed increase in efficiency. u-S-GMM consistently has the lowest

relative quantisation error η across all datasets, whereas S-GMM reaches increased average
speedups in terms of distance evaluations. Learning priors leads to a faster convergence at
the cost of some accuracy.

Fig. 4.4 further investigates the performance of the algorithms with respect to different
coreset sizes. Columns on the left relate the relative quantisation error to the number
of distance evaluations on a logarithmic scale compared to the k-means baseline. The
size of each marker indicates the size of the coresets N ′. Columns on the right highlight
the increase in performance associated with larger coresets. Marker sizes on these plots
represent distance evaluations. In all cases the proposed algorithms cluster data with a
low relative quantisation error to the baseline for the least amount of distance evaluations.
S-GMM appears to be less accurate on some datasets possibly due to M being the same
across both stochastic algorithms for better comparability, instead of selecting a maximum
number of clustersMmax such thatMmax > M which results in unimportant clusters being
pruned. With the S-GMM algorithm, if the chosen number of clusters is too low, relevant
cluster centres can be lost. Interestingly enough, on the SONG dataset with M = 4000
clusters, k-means on coresets (black line in Fig. 4.4) has a lower relative quantisation
error. This issue is completely mitigated by increasing the number of new samples at
every iteration to R = 40, which implies that S-GMM and u-S-GMM converge to a local
minimum if the truncated space is sufficiently small (Fig.4.5). Estimating the posterior
with a slightly larger R at each EM step is therefore beneficial on complicated datasets
with a lot of clusters.
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Fig. 4.4 Number of distance evaluations vs relative quantisation error on in-
creasingly large coreset sizes N ′ for CIFAR-10, POKER-DVS, SONG and SUSY.
(Left) Relative quantisation error according to the amount of distance evaluations
on a logarithmic scale. (Right) Relative quantisation error for different coreset
sizes.
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Fig. 4.5 Relative quantisation error evolution on SONG (M = 4000, H = 5,
N ′ = 217) with increasingly large R. On datasets with a large number of clusters,
sampling from a larger truncated search space can reduce the relative error. For
this particular dataset, R = 40 offers a good compromise and the error is reduced
by more than 8% compared to R = 10.

Complexity Fig. 4.6 shows the scaling behaviour of our algorithms with an increasing
number of clusters M on CIFAR-10 (top) and POKER-DVS (bottom), with M ranging
from 200 to 1400 clusters and hyperparameters set to H = 5 and R = 10. On the left, we
show the operations complexity, measured according to the amount of distance evaluations
d

(n)
c , and on the right, the time complexity in seconds. For a fair comparison with K-means,

we wanted to use an equal number of datapoints by avoiding coresets altogether in this
experiment. Results suggest K-means is linear in both time and operations complexity
while the proposed algorithms scale sub-linearly, with S-GMM being the most efficient.
POKER-DVS is a relatively small dataset both in terms of the number of datapoints,
and dimensionality, so the significance of a discrete distribution (S-GMM) over uniform
sampling (u-S-GMM) appears in the runtime. For larger datasets with higher dimensions
such as CIFAR-10, this difference is negligible.

Stability We assess the proposed algorithms’ ability to recover the same clusters using
different initialisations. We cluster the CIFAR-10 dataset 5 times with hyperparameters
set to M = 500, H = 5, and R = 10, and compare the learned centres of each pair of runs
using a normalised RMSE. Fig. 4.7 shows the mean and standard deviation between errors.
Both S-GMM and the uniform variant show improvements in stability over K-means
which is important for reproducibility. Repeating this experiment on POKER-DVS with
M = 500 yielded a similar trend as with CIFAR-10.

Hyperparameter selection When selecting optimal values for the hyperparameters,
we set H = 5 under the assumption that clusters with lower probabilities have a negligible
effect as the probability values for the exact posterior decay exponentially. For both
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Fig. 4.6 Operations and Time Complexity analysis on CIFAR-10 and POKER-
DVS for an increasing number of clusters. For a fair comparison with K-means,
all algorithms were measured without any coresets on the full datasets. (Left)
Operations complexity measure according to the number of distance evaluations.
(Right) Time complexity in seconds.

K-means S-GMM
0.0

0.2

0.4

0.6

0.8

1.0

N
or

m
. R

oo
t M

ea
n 

Sq
ua

re
d 

Er
ro

r

No lwcs — CIFAR-10
N’ = 215 — CIFAR-10

No lwcs — POKER-DVS
N’ = 212 — POKER-DVS

u-S-GMM

Fig. 4.7 Stability on CIFAR-10 (solid bars) and POKER-DVS (dashed bars)
over 5 trials with H = 5 and R = 10. S-GMM and u-S-GMM appear to be more
stable than K-means in recovering the same clusters with different initialisation.
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Fig. 4.8 R hyperparameter search on CIFAR-10 (M = 500, H = 5, N ′ = 215)
and POKER-DVS (M = 500, H = 5, N ′ = 212). (Left) hyperparameter search
for S-GMM. (Right) hyperparameter search for u-S-GMM. (Both) Relative
error, distance speedup and runtime speedup are presented on a logarithmic scale
relative to the K-means baseline shown as a dotted line. For datasets with a low
number of clusters, increasing R has a negligible effect on the error, however,
values of R ranging from 10 and 40 seem to be optimal in terms of runtime and
distance evaluations.

algorithms, selecting values of R in the range [10, 40] brings about speedups in terms of
runtime and distance evaluations without affecting the relative error compared to the
K-means baseline as seen on CIFAR-10 and POKER-DVS in Fig.4.8, with M = 500
and N ′ = 215. As previously mentioned however, for datasets with a larger number of
clusters such as SONG, the error of the model increases when R is too low (Fig. 4.5). On
CIFAR-10, despite a faster convergence, S-GMM becomes less efficient than u-S-GMM on
larger values of R due to the added complexity of prior updates. POKER-DVS behaves
similarly across the search space R. To be in the same scale as the distance evaluation
speedup and runtime speed, the relative error is different from the relative quantisation
error η used in previous numerical experiments, and is calculated as such:

relative error = Qalgorithm
Qk-means

(4.21)
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4.2.4 Event-based classification

Table 4.2: Classification accuracy on very large event-based datasets

POKER-DVS N-CARS N-MNIST GESTURE-DVS N-CALTECH101

Unsupervised Feature Extraction
S-GMM 100% 85.69% 98.43% 86.67% 55.42%
u-S-GMM 100% 85.92% 98.42% 87.42% 55.93%

web-scale K-means 100% 84.76% 98.18% N.A. N.A.
H-FIRST [224] 91.6% 56.1% 71.2% N.A. 5.4%
HOTS [100] 95− 100% 62.4% 80.8% N.A. 21%
Gabor-SNN N.A. 78.9% 83.7% N.A. 19.6%
HATS [1] N.A. 90.2% 99.1% N.A. 64.2%

Supervised Feature Extraction
SLAYER [94] N.A. N.A. 99.2% 93.64% N.A.
BLS [269] N.A. 92.9% 98.3% N.A. 72.2%

ResNet-34 [8] N.A. 90.9% 98.4% N.A. 69.1%

We benchmark the S-GMM and u-S-GMM algorithms on a series of classification tasks
using very large-scale event-based datasets from neuromorphic vision sensors [29]. Datasets
include N-MNIST, a handwriting recognition dataset [223], N-CARS, a realistic car classifi-
cation dataset [1], GESTURE-DVS [87] a dataset tailored for low-power gesture recognition
systems, and finally, N-Caltech101 [223], an event-based version of Caltech101 [270].

In the case of handwriting recognition for example, a single image of MNIST will produce
an average of 4176 events in one recording of N-MNIST, for a total of more than 250
million events in the training set alone. In a first step, we create time surfaces for all data
points according to Eq. 1.1. We experimentally set time surface side length r = 5, decay
factor τ = 80000µs and p = 1 ∀ p ∈ {−1, 1}. This results in an image patch of dimension
D = r × r = 25 used as an input to our clustering algorithm.

After clustering the time surfaces, we create spatial histograms [271] of assigned clusters
describing the local statistics of a visual scene, and we concatenate them into a histogram
used to train a logistic regression classifier. The histogram is standardised so that each
dimension has zero mean and unit variance. This pre-processing step is important to
get a faster convergence. In Table 4.2 we provide an overview of the classification
results on popular event-based datasets using S-GMM and u-S-GMM, in comparison to
supervised and unsupervised state-of-the-art methods specifically designed to deal with
event-based datasets such as HOTS [100], HATS [1] and H-First [224] among others.
We also run N-CARS and N-MNIST on web-scale K-means [261] which is a popular
approximation for the the k-means algorithm, as the standard k-means cannot be applied
on this dataset in a reasonable time. As in previous sections, classification results on
our algorithms are reported as an average over 5 trials; the rest is taken from the
literature [94, 1, 100, 224, 269].

We set the hyperparameters to M = 1000, N ′ = 216, H = 5 and R = 40, effectively
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avoiding any data-specific parameter tuning to showcase the low parameterisation required
to get close to the state of the art in event-based classification. Results are compiled
in table 4.2. Both proposed algorithms have a similar accuracy on most datasets, and
show improvements over web-scale k-means. These results are in agreement with the
clustering analysis which showed better local optima avoidance when working with a
stochastic approximation to the EM algorithm over a truncated subspace. The proposed
general machine learning algorithm is better at classifying event-based datasets than most
task-specific unsupervised feature extraction methods with the exception of HATS which
needs to have access to all past events to build each average time surface as evidenced
by the use of a very large decay constant. This process is costly and not scalable to very
large streams of events. Furthermore, HATS requires significant parametrisation efforts
moving between datasets, compared to our method.

We repeated the classification task on N-MNIST, this time with a linear kernel on the time
surfaces. S-GMM achieves an accuracy of 98.24% compared to 98.43% with an exponential
kernel. Working with a linear kernel eliminates costly exponential calculations at every
event, leading to further speedups in the overall classification pipeline with a negligible
impact on the final results.

4.3 A sampling-based approach for efficient learning in a Gaus-
sian Mixture Model

In this section, we propose another method for EM-based learning that uses a stochastic
truncated approximation [251] of the posterior in the E-step. This method is more involved
but it pushes the efficiency even further than the S-GMM algorithm, making it competitive
against the state-of-the art in deterministic truncated approaches [254, 243]. Instead of
sampling from a uniform distribution to identify the truncated space, we draw samples
from a proposal distribution that is based on the truncated subspace of the previous
iteration and favours clusters near the optimal cluster of the previous truncated posterior.
Our algorithm integrates recent developments in initialisation methods [247, 248] and can
be applied on coresets [249, 250] to maintain comparable performance to state-of-the-art
approaches.

Truncated approximations have been used in the past for multiple-cause models [252,
253, 254, 256] to achieve efficient training in discrete latent variable models. Stochastic
approximations on a truncated space [255, 272] focusing on deep learning models have
also been proposed. Compared to deterministic approaches, we expect a stochastic model
to avoid well-known local optima issues [257] related to EM-based learning for GMMs,
thereby improving clustering performance.

The approach we take in this work utilises a similarity matrix over the clusters in order to
identify clusters with a higher probability of being near a datapoint without having to
evaluate its distance to all clusters. Estimating the similarity matrix relies on posterior
approximations from earlier iterations and does not require excessive computation.

In the numerical experiments section, we evaluate the performance of the algorithm
and compare it to the current state of the art [243] in terms of efficiency, stability and
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accurate cluster recovery. We focus on three types of tasks: (i) clustering on an artificial
data, (ii) clustering on popular datasets, (iii) and feature extraction for classification
on event-based data. In the artificial data section, we evaluate our algorithm in terms
of extracting the ground truth and we compare it to k-means to observe an improved
performance. We then apply the algorithm on four different datasets that are widely used
by the clustering community, namely, KDD, a protein homology dataset [273], CIFAR-10,
an image dataset [258], SONG, a dataset of music metadata [259] and SUSY, a high energy
physics dataset [260]. Finally, we present an unsupervised feature extraction application
on event-based vision data [1, 274, 264, 100]. Event-based vision sensors produce a high
amount of datapoints to represent visual information in a manner that resembles the
retina. Classical classification pipelines for computer vision are not applicable at that
scale. Results show that our algorithm sets the state of the art in terms of efficiency
without compromising stability. Our method can be applied on a wide variety of tasks
while maintaining a competitive clustering performance.

4.3.1 EM with sparsely sampled clusters for GMMs
In the interest of clarity and completeness, and to understand the differences with the
previously proposed S-GMM algorithm, some of the concepts seen in section 4.2.2 are
reiterated and explained differently.

Consider a dataset of N data points, Y =
{

y(1), . . . ,y(N)
}
. Each datapoint y(n) is treated

as an instance of a random variable Y that follows one ofM possible Gaussian distributions
p (Y |C = c; θ) = N (Y ;µc, σ1) with a prior probability distribution p (C) = 1

M , where
C takes values in {1 . . . ,M} and θ = {µ1:M , σ} denotes the set of model parameters.
We can learn the optimal parameters, θ = {µ1,...,M , σ}, by maximising the data log-
likelihood L (θ) , log p (Y = Y|θ) using the EM algorithm. The EM algorithm optimises
the free-energy which is a lower bound to the log-likelihood:

F (Y, θ) ,
∑
n

∑
c

p(n)
c log p

(
C = c, Y = y(n)|θ

)
+
∑
n

H
(
p(n)
c

)
(4.22)

=
∑
n

∑
c

p(n)
c log

p
(
C = c|Y = y(n), θ

)
p

(n)
c

+
∑
n

log p
(
Y = y(n)|θ

)
(4.23)

where H
(
p

(n)
c

)
denotes the Shannon entropy of the distribution p(n)

c . The distribution

p
(n)
c is typically set to be the posterior distribution p

(
C = c|Y = y(n); θ̂

)
, as it sets the

first term of Eq. 4.23 to 0 and the free-energy to be equal to the log-likelihood∗. Under
the assumed model constraints each Gaussian distribution is defined as

p
(
Y = y(n)|C = c; θ

)
=
(
2πσ2

)−D2 exp(−d
(n)
c

2σ2 )

where d(n)
c =

∥∥∥y(n) − µc
∥∥∥2

is the squared euclidean distance between the datapoint y(n)

and the mean of Gaussian indexed by c, and D is the number of observed variables.
∗The first term of Eq. 2 is the negative KL-divergence between the distribution p(n)

c and the exact
posterior, p

(
C = c|Y = y(n), θ

)
.
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Exact EM is an iterative algorithm that optimises the likelihood by alternating between
two steps. The first step is to identify the distribution p(n)

c that sets the lower bound in
Eq. 4.23 to be equal to the log-likelihood. That is p(n)

c has to be equal to the posterior in
order to set the KL-divergence in Eq. 4.23 to be equal to 0. For the Gaussian Mixture
Model in this work that would be:

p(n)
c =

exp
(
−d(n)

c /2σ2
)

∑M
c′=1 exp

(
−d(n)

c′ /2σ2
) (4.24)

The second step is called the M-step and amounts to maximising Eq. 4.22 with respect to
θ using a gradient update as:

µc =
∑N
n=1 p

(n)
c y(n)∑N

n=1 p
(n)
c

(4.25)

σ2 = 1
DN

N∑
n=1

M∑
c=1

p(n)
c

∥∥∥y(n) − µc
∥∥∥2

(4.26)

Iterating the E-step and M-step of the EM algorithm until θ converges is the most popular
method for fitting a GMM.

The E-step requires estimating the differences between the mean of all gaussians and all
the datapoints. Thus, the complexity of the E-step is O (DNM) making it a very efficient
algorithm. However, one can notice that the E-step, Eq. 4.24, is a softmax function which
produces mostly 0 values. Here, we focus on a method to avoid estimating the softmax
over all dimensions since it leads to redundant computation.

In order to avoid the dependency of the complexity on M we use an approximation q(n)
c of

the posterior, p(n)
c , over a subset K(n) ⊂ {1, . . . ,M}, with |K(n)| = H as:

q(n)
c =

exp
(
−d(n)

c /2σ2
)

∑
c′∈K(n) exp

(
−d(n)

c′ /2σ2
)δ (c ∈ K(n)

)
(4.27)

where δ
(
c ∈ K(n)

)
is the Kronecker delta. In other words, we assume that clusters outside

K(n) have a probability of 0 for datapoint y(n), and therefore are not estimated. Using
q

(n)
c instead of p(n)

c , modifies the exact EM algorithm by not setting the KL-divergence to
0 at the E-step. However, we can derive an algorithm that monotonically increases the
free-energy by identifying a q(n)

c that decreases the KL-divergence at each E-step.

Proposition 1. Let K(n) be a set of cluster indices, and K′(n) = K(n) \ {i} ∪ {j}, where
i ∈ K(n), j /∈ K(n). Then KL[q(n)‖p(n)] < KL[q′(n)‖p(n)] if and only if d(n)

i < d
(n)
j .

Proof. Since all the Gaussians are equiprobable d(n)
i < d

(n)
j ⇒ p

(n)
i > p

(n)
j . Note that
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limx→0 x log x = 0. It follows that:

KL[q(n)‖p(n)] < KL[q′(n)‖p(n)]

⇔
∑

c∈K(n)

q(n)
c log q

(n)
c

p
(n)
c

<
∑
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(n)
c log q

′(n)
c

p
(n)
c

⇔
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c log
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c /
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c′

p
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c

<
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q′
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c log
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c /
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c
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c log
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∑
c∈K′(n)
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c log

∑
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⇔ log
∑
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p
(n)
c′ > log

∑
c′∈K′(n)

p
(n)
c′

⇔ p
(n)
i > p

(n)
j

Proposition 1 shows that in order to decrease the KL-divergence at each E-step we only
need to iteratively renew the clusters in K(n) with clusters that are closer to the data-point,
y(n). The M-step can be modified to utilise expectation values over q(n)

c instead of p(n)
c

and maintain monotonic convergence [275].

To identify the Gaussians in K(n), we start by selecting H clusters uniformly at ran-
dom. At each iteration, we update K(n) by using R randomly sampled Gaussians in
the vicinity of the one that is nearest to the datapoint y(n). To efficiently identify the
Gaussians centred near a datapoint, we define a distribution p (Ct|Ct−1 = c̄n;S), where
c̄n = arg minc

{
d

(n)
c |c ∈ K(n)

}
. The parameter S ∈ RM×M denotes a similarity matrix

among the clusters that assigns higher values, Si,j , to cluster pairs, {i, j}, that are likely
to be close to the same datapoints, as in Eq. 4.33. The iterative update of K(n) is defined
as:

K̄(n)
t = K(n)

t−1 ∪
{
c1:R|ci ∼ p (Ct|Ct−1 = c̄n) ∧ ci /∈ K(n)

t−1

}
(4.28)

K(n)
t =

{
c|c ∈ K̄(n)

t with the H smallest d(n)
c

}
(4.29)

where t denotes the EM iteration. p (Ct|Ct−1 = c̄n;S) is the distribution that is given
by the normalised row of a cluster similarity matrix S after setting the probabilities
corresponding to K(n) to 0:

p (Ct = c|Ct−1 = c̄n;S) = Sc̄n,c∑
c′∈K(n) Sc̄n,c′

δ
(
c /∈ K(n)

)
(4.30)

i.e. the distribution at time t is given by the row defined by the cluster c̄n that had the
minimal distance with the datapoint y(n) at time t− 1.
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Algorithm 3 Data Similarity Gaussian Mixture Model (D-GMM)
Require: Dataset X , # of centres M
1: initialise µ1:M , σ, K(n) and S = 0 for all n;
2: repeat
3: J = {1, . . . , N}
4: for n ∈ J do
5: c̄n = arg minc

{
‖y(n) − µc‖2|c ∈ K(n)

}
6: p (Ct = c|Ct−1 = c̄n;S) :=


Sc̄n,c∑
c′ Sc̄n,c′

K(n) 6= ∅
1
M K(n) = ∅

7: K(n) = K(n) ∪
{
c1:R|ci ∼ p (Ct|Ct−1 = c̄n;S) and ci /∈ K(n)

}
8: for c ∈ K(n) do
9: d

(n)
c =

∥∥∥y(n) − µc
∥∥∥2

10: end for
11: K(n) =

{
c|c : with the H smallest d(n)

c

}
12: end for
13: Calculate µ1:M ,σ2, and S using Eqs. 4.31–4.33
14: until µ1:M and σ2 have converged

The parameter updates, from Eq. 4.26, are adapted to the approximate posterior.

µc =
N∑
n=1

q(n)
c y(n)/

N∑
n=1

q(n)
c (4.31)

σ2 = 1
DN

N∑
n=1

∑
c∈K(n)

q(n)
c

∥∥∥y(n) − µc
∥∥∥2

(4.32)

The similarity matrix is defined based on the distances d(n)
c under the assumption that

nearby clusters have small distances to similar datapoints

Si,j = 1
N

N∑
n=1

exp(−
(
d

(n)
i + d

(n)
j

)
)δ
(
{i, j} ⊂ K(n)

)
(4.33)

Eq. 4.33 produces a symmetric positive definite matrix that is used to sample datapoints
near the optimal at each step of the process, with a simple reduction operation over pre-
computed values. Iterating between Eq. 4.27 and the parameter updates, Eqs. 4.31-4.33,
details an algorithm that we call Data Similarity GMM (D-GMM), Algo. 3, due to the
similarity matrix being based on a data voting process. The complexity of an E-step of the
D-GMM algorithm reduces compared to an E-step of the exact EM algorithm for GMMs
from O (NMD) to O (N (R+H)D), where typically R +H << M . For the M-step, the
complexity becomes O

(
NHD +NH2) from O (NMD), however, as we will show in the

experiments’ section, H2 << M to be sufficient for most applications.



4.3 A sampling-based approach for efficient learning in a GMM 83

a) Implementation details

As before, during the first epoch of the proposed algorithm the sets K(n) are initialised
using prior samples. During the first epoch of the proposed algorithm the sets K(n) are
initialised using prior samples. The centres of the gaussians, µ1:C , are initialised using the
AFK-MC2 [248] initialisation method (Algo. 2). After an epoch has passed, the K(n) is
updated as in algorithm 3.

We can also use coresets (lwcs) to further improve computational efficiency [250, 265, 266].
The lower bound to the log-likelihood becomes:

F
(
Y ′, θ

)
,
∑
n

wn
∑

c∈K(n)

q(n)
c log p

(
C = c, Y = y(n)|θ

)
+
∑
n

wnH
(
q(n)
c

)
(4.34)

Since the parameter updates are gradient-based updates of Eq. 4.34, the weights w1:N ′
are a multiplicative constant on the parameters and therefore the parameter updates
become:
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These updates can replace Eq. 4.31, 4.32 and 4.33 in algorithm 3 to allow applications
on a coreset Y ′. Working on coresets introduces an error in the approximation that
has been analysed rigorously in earlier work [250]. Working on coreset reduces the
complexity of D-GMM to O (N ′ (R+H)D) for the E-step and O

(
N ′HD +N ′H2) for

the M-step.

4.3.2 Experiments and results
We evaluate the performance of the algorithm experimentally on three classes of tasks.
First, we examine convergence on artificial data where the ground truth is known. We
proceed with a comparison against state-of-the-art algorithms such as vc-GMM [243, 244]
on popular clustering datasets. Lastly, to demonstrate the emerging necessity of Machine
Learning algorithms developed with high efficiency requirements, we present an application
to a dataset extracted from event-driven visions sensors. In this regime standard k-means
becomes extremely slow and we resort to efficient variants of the standard algorithm.
Lastly, we present a real world application of clustering on event-driven vision sensors for
feature extraction [261].

For all tasks, the Gaussian centres are initialised using the AFK-MC2 algorithm with
m = 5. Furthermore, we follow the same convergence protocol as in [243] and terminate
the algorithm when the free-energy increment following Eq. 4.34 is less than ε = 10−3.
Unless stated otherwise, we evaluate the stability of the results on 5 repetitions for all
experiments, unless otherwise stated.
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For clarity, below is a reminder for the hyperparameter notations:

• M denotes the number of centres

• N ′ denotes the coreset size

• H and C ′ denote the size of the truncated subspace for D-GMM and vc-GMM
respectively

• R and G are the search space hyperparameters for D-GMM and vc-GMM respectively

When choosing the truncation hyperparameters H (C ′), we consider that the probability
values of the exact posterior decays exponentially and accordingly set H = 5 (C ′ = 5)
under the assumption that lower probability values will be negligible. We follow the same
rationale for the truncation updates R (G). We use various configurations for M and N ′
so we can compare with the state of the art.

a) Artificial data
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Fig. 4.9 Validation on a two-dimensional artificial dataset. (Left) D-GMM
recovers all 15 centres with N = 5000, H = 3, R = 6 and N ′ = 1000. (Right)
D-GMM outperforms other methods across 100 trials and using coresets does not
significantly increase the RMSE compared to the full dataset.

In this section, we present a convergence analysis on artificial data [267] with N = 5000
data points and 15 Gaussian centres. Fig. 4.9 on the right shows the RMSE between the
learned centres of the algorithms and the ground truth centres with and without coresets.
We compare our algorithm, D-GMM, against vc-GMM, and standard k-means, setting
the hyperparameters to M = 15, N ′ = 1000, H = C ′ = 3 and R = G = 6. The results
suggest that both truncated algorithms are able to recover the centres as well as the exact
algorithm. The slight improvement (below a standard deviation) might be attributed to
the fact that a truncated approximation will “hard–code” very low probabilities to 0 which
may enhance numerical stability. With the D-GMM algorithm, the stochastic behaviour
might also have an effect on avoiding locally optimal solutions. In Fig. 4.9 on the left, we
present an example of a run where the centres were successfully recovered.
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b) Clustering analysis
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Fig. 4.10 Free-energy evolution of D-GMM on CIFAR-10 across iterations
compared to the exact algorithm. We can see that our approximation is slower to
converge, however, each iteration is considerably more efficient.

For a more detailed comparison with the state of the art, we consider a series of well-known
clustering datasets. Tab. 4.3 details a comparison between k-means, vc-GMM [243, 244],
and D-GMM. We use the k-means algorithm on the full dataset to define a baseline for
the centres. The accuracy of the algorithms is measured using the relative quantisation
error according to Eq. 4.20. Since D-GMM and vc-GMM are going through fewer clusters
per datapoint in each iteration, convergence is slower for these two algorithms (Fig. 4.10).
However, the efficiency of the algorithm is determined by the overall number of distance
evaluations. In the last two columns of Tab. 4.3, we present the average number of
iterations to convergence as well as the average speedup in terms of distance evaluations,
d

(n)
c , relative to k-means. The results show a clear speedup for D-GMM in most cases

and comparable relative quantisation error. Fig. 4.11 presents a comparison between the
efficient clustering algorithms with increasing coreset size. K-means on the full dataset
is presented as baseline. The size of each marker in Fig. 4.11 represents the size of the
coreset. We find that in most cases D-GMM clusters data with a low relative quantisation
error to the baseline for the least amount of distance evaluations.

Complexity The approximation method we use is focused on avoiding distance evalu-
ations, d(n)

c with all available clusters. Therefore, it is very efficient in problems where
a high number of clusters is expected to be present in the dataset. Fig. 4.12 (Top)
shows the scaling behaviour of our algorithm with an increasing number of clusters M on
the CIFAR-10 dataset, with M ranging from 100 to 1500 cluster centres. The distance
evaluations for each algorithm are normalised by the minimum value across all M and
presented in a log-log plot which indicates the power of the relationship between operation
complexity and number of clusters. We normalised both axes for an easier visualisation of
the complexity. As expected, the scaling behaviour of k-means is linear to the number of
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Fig. 4.11 Distance evaluations vs relative quantisation error on increasingly
large datasets.
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Table 4.3: Relative quantisation error and distance evaluation speedup

Dataset Algorithm Relative Quantisation
Error η

Distance Evaluation
Speedup Iterations

name N ′

KDD
N = 145, 751
D = 74
M = 500

k-means - 0.0± 0.7% ×1.0± 0.0 5.0± 0.0
k-means + lwcs 212 14.0± 0.5% ×35.1± 0.0 5.0± 0.0

vc-GMM 212 12.0± 0.4% ×533.1± 36.5 11.7± 1.0
D-GMM 212 12.0± 1.0% ×622.1± 28.0 17.0± 0.7

CIFAR-10
Ntrain = 50, 000
Ntest = 10, 000
D = 3, 072
M = 500

k-means - 0.0± 0.0% ×1.0± 0.0 7.6± 0.4
k-means + lwcs 212 7.0± 0.1% ×48.9± 3.5 5.4± 0.4

vc-GMM 212 7.0± 0.0% ×674.7± 45.8 11.8± 0.8
D-GMM 212 8.0± 0.0% ×731.5± 41.9 21.4± 1.2

SONG
N = 515, 345
D = 90
M = 4000

k-means - 0.0± 0.0% ×1.0± 0.0 5.0± 0.0
k-means + lwcs 216 8.0± 0.0% ×7.8± 0.0 5.0± 0.0

vc-GMM 216 8.0± 0.1% ×698.2± 0.7 12.0± 0.0
D-GMM 216 8.0± 0.2% ×862.1± 18.3 21.7± 0.4

SUSY
N = 5, 000, 000

D = 18
M = 2000

k-means - 0.0± 0.0% ×1.0± 0.0 14.7± 0.4
k-means + lwcs 216 6.0± 0.1% ×11.1± 0.4 14.1± 0.5

vc-GMM 216 6.0± 0.1% ×663.1± 17.1 25.4± 0.6
D-GMM 216 5.0± 0.1% ×605.7± 11.1 55.6± 1.0

Note: preferred algorithm for each metric in bold.

clusters while the approximations are sub-linear. D-GMM is the most efficient algorithm
in terms of distance evaluations as the number of cluster centres increases.

Stability We test the ability of the algorithm to recover the same clusters using different
initialisation. We first run the clustering algorithm on CIFAR-10 without using coresets,
with hyperparameters set to M = 500, H = 5, and R = 5, and we compare the recovered
centres of every distinct pair of runs using the l2-norm between the centres after reshuffling
them. We then repeat the same experiment with N ′ = 212 to assess the stability of the
algorithm when coresets are used. The average and standard deviation between all errors
are plotted in Fig. 4.12 (Bottom). D-GMM appears to be more stable than both k-means
and vc-GMM, confirming the results obtained on the artificial dataset.

4.3.3 Large scale feature extraction for classification

To test D-GMM in a more challenging setting, we use it for feature extraction on event-
based vision datasets. Neuromorphic vision sensors [29] have independent pixels with a
tendency to generate a lot of events with a high temporal resolution. The resulting datasets
have a significantly higher number of data-points than standard vision datasets.

As features for D-GMM, we build time surfaces from events, following the same protocol
outline in section 4.2.4. After clustering the time surfaces, we train a logistic regression
classifier with a standardised spatial histogram of clusters. Tab. 4.4 summarises classifica-
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tion results for D-GMM on popular event-based datasets, compared to vc-GMM [243] and
the previously proposed S-GMM and u-S-GMM algorithms (section 4.2).

Setting the hyperparameters to M = 1000, H = C ′ = 5, N ′ = 216 and R = G = 40 for
comparability with results from the previous section, the classification performance of the
D-GMM is roughly equivalent to other approximation methods on most datasets, while
maintaining a clear advantage in terms of computational efficiency as reported in Tab. 4.1.
The best performances however, are reached by the u-S-GMM algorithm. On complicated
datasets such as N-Caltech101, the stochastic approximations proposed in this chapter
consistently perform better than the deterministic vc-GMM algorithm.

Table 4.4: Average classification accuracy on very large event-based datasets over 5 trials.

POKER-DVS N-CARS N-MNIST GESTURE-DVS N-CALTECH101

D-GMM 100% 85.56% 98.42% 86.97% 55.34%
S-GMM 100% 85.69% 98.43% 86.67% 55.42%
u-S-GMM 100% 85.92% 98.42% 87.42% 55.93%
vc-GMM 100% 85.65% 98.41% 87.12% 55.01%

4.4 Discussion
We have presented two novel EM-based training algorithms for the Gaussian Mixture
Model. Our algorithms considerably increase computational efficiency compared to k-
means by calculating the posterior over a data-specific subset of clusters. In the case of
the S-GMM algorithm (and the uniform prior variant), the subset is iteratively refined
in the E-step by sampling from a uniform distribution. That way, we do not add
complicated extraneous computation like other efficient approximations [243] which allows
for simple implementation in a variety of widely used software frameworks. Learning prior
distributions simplifies the parametrisation of our model by reducing the probability of
unnecessary clusters. The method is based on the exact EM for GMMs with no additional
assumptions as to the geometry of the data or the cluster centres and yet, to our knowledge,
this approximation has not been previously addressed in the relevant literature.

As for the D-GMM algorithm, the subset is iteratively refined by sampling in the neighbour-
hood of the best performing cluster at each EM iteration. To identify the neighbourhood
of each cluster we propose a similarity matrix based on earlier computed distances be-
tween the clusters and datapoints, thus avoiding additional complexity. We compare
this algorithm to vc-GMM [243] which is, to our knowledge, the most efficient GMM
algorithm currently available. In terms of computational complexity, D-GMM is more
efficient in most cases, improving both with an increasing number of datapoints and with
an increasing number of clusters compared to vc-GMM. Typical approximations of the
exponential function, and probably some other elementary operations, can still be explored
for further improvements to the implementation.

To maximise the potential of the proposed algorithms we have combined them with
lightweight coresets and the AFK-MC2 initialisation [250, 248], which are state-of-the-art
methods in the literature for GMM centre initialisation and data pre-processing respectively.
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The resulting algorithms are highly efficient and competitive in a variety of tasks, and
show increased stability in recovering cluster centres compared to other approaches. The
lack of dependency on sequential processing allows for straightforward parallelisation in
both a CPU and GPU environment.

The speedup in operations and time complexity is particularly interesting in the context
of neuromorphic computer vision applications with very large datasets. Working with
neuromorphic cameras poses a unique challenge as algorithms are expected to maintain
the platform’s low power requirements while datasets grow in size. Our computationally
efficient clustering algorithms can exploit the extremely sparse nature of event-based data
by extracting the spatio-temporal neighbourhood around each event [100] and combining
these features in a bag-of-features approach for classification with a simple linear model.
Processing events by mean of time surfaces, rather than frames, allows for finer details in
a machine learning algorithm, such as precise timing of light variation, and more generally,
information about scene dynamics that are typically lost in processing with standard
frame-based sensors. Our algorithms outperform most state-of-the-art unsupervised
methods and are even competitive against some supervised methods on datasets such as
N-MNIST, particularly when taking into consideration the reduced energy demands and
faster computation.

For compatibility with neuromorphic systems, online variants of the proposed algorithms
can be imagined [276]. Previous studies on spike-based EM even shows potential ways to
approximate our algorithms on a spiking neural network via the spike-timing-dependent
learning rule [277]. Accordingly, the ULPECmemristor-based computing system (chapter 3)
could benefit from the findings in this chapter.



Chapter 5

General discussion

This work set out to explore the importance of precise timing for energy-efficient machine
learning. In addition to the increased privacy and security, moving away from cloud
computing and on-device inference towards on-device learning is particularly beneficial for
tasks requiring fast processing and low latency. To that end, various strategies are actively
being developed to reduce the computational burden of machine learning algorithms. The
field of neuromorphic engineering shows great promise in resource-constrained environments
by going beyond the classical Von Neumann architecture [278, 24], towards systems and
computational techniques inspired by biology. Event-based vision sensors are inherently
energy-efficient by eliminating redundancy in the data and generating sparse streams of
events with high temporal resolution instead of dense frames. This paradigm shift opens
the door for novel machine learning applications that were simply not possible before
such as: ultra-low latency object detection [1]; spatio-temporal pattern recognition under
extreme lighting conditions [279]; and on-device real-time gesture recognition [31].

Instead of assessing event-based learning algorithms on the same tasks as artificial neural
networks, it is important to find scenarios where precise timing actually makes sense. We
explore in chapter 2, a simple yet elegant solution to discrete time series classification
compared to methods based on conventional machine learning [280, 281], by directly
leveraging conduction delays in a spiking neural network. To this end, we implement
Hummus, a spiking neural network simulator that allows us to work with both synaptic
weights and conduction delays in an event-based manner (see Appendix A). As an added
benefit, the simulator is interfaced with a popular machine learning framework, allowing
us to build complex neuron models for online classification.

The myelin plasticity model is an unsupervised delay learning rule for spiking neural
networks, that speeds up learning by avoiding the strict dependency on a fully-connected
architecture as seen in the relevant literature [172, 175]. We validate the myelin plasticity
model on a touch localisation task with real data gathered from an array of eight spatially-
separated piezoelectric sensors. In this particular context, delay learning is significantly
more efficient than the alternative unsupervised approach explored in [189] without
compromising the results. The myelin plasticity model can be made to work on more
complicated data by including a bio-inspired weight update rule that assigns importance
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to synapses and extracts spatio-temporal patterns from noisy signals.

Spiking neural networks need to be simulated on massively parallel neuromorphic archi-
tectures such as SpiNNaker [107] and the Intel Loihi chip [25] as they are inefficient on
simple CPUs. Implementations of delay learning models on neuromorphic hardware have
been previously tested [282] and were shown to be effective at tasks such as real-time
robot path planning [283]. Neuromorphic computing systems improve speed and power
efficiency by limiting data movement through tightly-coupled memory or in-memory com-
puting architectures. These systems can be improved even further by using memristors
of CMOS technology [284]. Memristors were originally designed for non-volatile memory
applications. That however, has proven challenging and is a field of active research [285].
While looking for alternative use cases, scientists thought of leveraging the resistance
switching properties of memristors for learning applications [201, 229]. In collaboration
with partners on the European ULPEC project, we explore various architectures and
learning strategies for a hardware spiking neural network with memristive synapses that
operate with ultra-low power and latency. An event-based vision sensor is combined with
a memristor crossbar array connected to a layer of analog CMOS neurons. We deliver a
first attempt at using ferroelectric memristors for unsupervised learning in the context of
automated driving.

So far, memristors have been held back by reliability, speed and endurance issues. In
contrast to molecular and ionic thin film memristors, ferroelectric memristors are not
plagued by such issues. Resistance switching is a purely electronic process and does not
rely on deep structural changes such as the formation or breakdown of conductive filaments.
We briefly explore the feasibility of the myelin plasticity model on a memristive crossbar
array before moving on to alternative energy-efficient algorithms. Current waveforms
being injected into analog neurons need to be shifted by an adjustable amount of time
in order to implement learnable delays. The absence of a memory in an analog neuron
architecture makes this task difficult. A mixed-signal approach is therefore required for
memristor-based delay learning.

Instead of adding complexity to our neuromorphic computing system, we turn to synaptic
plasticity mechanisms that are directly compatible with memristors. Studies show that
the resistance switching properties of memristors can be leveraged to emulate spike-timing-
dependent plasticity (STDP) [201, 213], a biological mechanism commonly associated
with learning [219]. More specifically, memristor crossbar arrays behave similarly to an
STDP-based spiking neural network as seen in chapter 3. The crossbar design inherently
imposes a full connectivity scheme that is not ideal in data-intensive scenarios. Considering
event-based vision sensors are able to generate millions of events per second, we propose a
sparsely-connected crossbar architecture that:

• improves energy-efficiency by reducing the number of memristive synapses that need
to be simultaneously programmed

• improves classification performance by taking advantage of the local statistics in a
natural scene

When labelled datasets are available [1, 202], the classification performance of the mem-
ristive neural network can be improved by shifting to supervised learning methods. A
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reward-modulated STDP [119] can be easily implemented on the ULPEC neuromorphic
computing system without affecting its overall design.

Memristor-based computing systems are not without drawbacks. The weight precision,
which heavily affects classification performance, is determined by the number of resistance
states that can be stabilised. We address this issue by implementing a time-invariant
STDP that quantises weights via square waveforms. However, and depending on the
physical properties of the memristive device, the weight precision of the network could
be further limited to one or two bits. We can mitigate this issue through low precision
STDP rules and threshold adaptation mechanisms [286], but these strategies are never
really competitive on realistic classification tasks.

A better solution is to move away from Hebbian learning, towards state-of-the-art multilayer
spiking neural networks trained with backpropagation-based methods [128, 92, 93, 129].
A mixed signal implementation of quantisation-aware training can even be explored
when the weight precision of memristive spiking neural networks is too low [287, 288].
Despite the expected increase in power consumption, a memristive computing system with
backpropagation-based learning would still be more efficient than other hardware solutions
with equivalent classification performance, particularly during inference.

To reduce the energy bottleneck, and for compatibility with neuromorphic systems,
backpropagation-based spiking neural networks address two major concerns with the
classical algorithm. First, the requirement for symmetrical weights between forward and
backward passes, also known as the weight transport problem [289], is avoided by using
fixed random weights in backward connections, as first outlined in [290]. Second, deep
layers are trained using local errors to bypass the update-locking problem where a full
forward pass is required before updating the parameters [93].

Event-based and frame-based methods are not necessarily mutually exclusive and can
actually complement each other. For instance, multi-sensor devices need to be able to
work with data derived from different sources. Versatile solutions that take advantage of
decades of machine learning research to handle both frames and events, are well sought
after. When working with massive streams of events, a typical pipeline involves reducing
the computational burden by building intensity images from events or working at fixed
time intervals [291], and using conventional machine learning afterwards. This is largely
due to the time complexity of event-by-event algorithms [100, 1, 98] which quickly becomes
prohibitive after a certain number of events. This issue is not well addressed in the
literature as the neuromorphic community relies on small datasets and event-based vision
sensors with low spatial resolutions. With the advent of high definition neuromorphic
cameras [26, 72, 27], event-by-event algorithms need to be rethought.

With this in mind, we devise two sublinear complexity clustering algorithms, and a C++

machine learning framework for stochastic learning of Gaussian mixtures. The framework,
Peregrine, is open source and can be used by the community to quickly cluster very
large datasets without requiring much memory. The proposed algorithms set the state
of the art in terms of computational-efficiency and improve stability compared to similar
clustering methods [261, 243]. We demonstrate the effectiveness of these algorithms in
extremely demanding settings by applying them on large event-based datasets to obtain

https://github.com/OOub/peregrine
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features for classification using a simple linear classifier. Event-based algorithms that
construct descriptors reminiscent of local image patches [100, 1, 98, 99] currently rely on
such bag-of-feature approaches for classification tasks.

The state of the art in image classification and several other processing tasks is given
by deep learning [7, 8]. For autonomous systems such as self-driving cars, it is often
interesting to have a verifiable model. Gaussian mixture models coupled with a convex
logistic regression classifier have been used in the past [292] and are considerably simpler
to interpret than deep learning models. Recent advances in the field [293, 294, 295, 296]
support our approach and suggest that combining well-designed feature extractors with a
single linear layer of classification leads to a rather small difference in accuracy compared
to convolutional neural networks.

As part of an online learning system, our efficient clustering methods can be implemented on
field-programmable gate arrays [297], and modified to use incremental parameter updates.
Taking it a step further, we can even use our findings to improve the computational efficiency
of popular event-by-event algorithms. For instance, the iterative online clustering method
introduced in HOTS [100, 31] can be refactored to work on truncated sets (chapter 4)
instead of having to compute all distances at every event, paving the way for online
clustering algorithms suitable for event-based datasets with a very large number of centres
and datapoints.

In closing, co-designing hardware and software seems to be a necessary step for on-device
learning. Neuromorphic systems and more specifically memristor crossbar arrays are
thought to be an ideal solution to the machine learning bottleneck [298], particularly
when coupled with temporal learning rules such as synaptic plasticity. These systems
are still in the research phase and a couple of issues need to addressed before they can
reach maturity: (i) the memristor fabrication (ii) the scalability of the system; and
(iii) the performance of event-based learning rules. Nevertheless, we can already reach
reasonable accuracies on handwritten digit recognition tasks. When a system is tailored
for a very specific task, it is better to bypass on-device learning and train state-of-the-art
artificial neural networks instead, which are then transferred to memristive systems for
very efficient inference [126]. The neuromorphic community tends to greatly focus on
classification tasks where supervised learning is clearly advantageous. However, machine
learning offers opportunities beyond classification. Clustering methods are often used in
unsupervised settings such as spike sorting, image segmentation and even for medical
diagnosis to find common patterns between patients [299]. Unsupervised learning rules for
spiking neural networks are not yet competitive with conventional unsupervised machine
learning methods. Bridging the gap between both approaches, stochastic approximations
of Gaussian mixture models allow us to efficiently handle a wide variety of unlabelled
datasets including massive streams of events. These techniques can be optimised to work
in resource-constrained environments.



Appendix A

Hummus: event-based spiking neural
network simulator

Every experiment described in chapters 2 and 3 were done using Hummus, an open source
spiking neural network simulator coded using the C++17 standard, and built first and
foremost for neuromorphic computer vision and pattern recognition tasks. Hummus
was born out of the inflexibility of other simulators to adapt according the needs of the
neuromorphic engineering field, whether by placing too many constraints for biological
realism, or by limiting compatibility with the event-based paradigm for performance
reasons. We wanted to easily explore precise timing-based learning rules that make use of
conduction delays in addition to synaptic weights, and work with neurons that include
non-linear event-based current dynamics without having to delve into endless lines of
code. In that regard, Hummus was developed with two goals in mind: flexibility and
simplicity.

Through polymorphic classes (Fig. A.1), we made it easy to extend the simulator with new
add-ons, learning rules, neuron models or synapse types in a completely separate header
file without having to make change to the main code. Each polymorphic class has a set of
virtual methods acting as messages that can be used throughout the network for different
purposes such as indicating when a neuron spikes or when a learning rule is ready to be
activated. Furthermore, we interfaced the simulator with the Sepia I/O library which
allows us to directly use the output of event-based cameras in a spiking neural network.
Fig. A.2 demonstrates the simplicity of setting up an SNN for classifying the output of
event-based cameras. Indeed, all the complexity is hidden in the back end of the simulator
and this code snippet only showcases a few of the available methods to set up an SNN but
reservoir computing, recurrent connections and convolutional and pooling layers can all
be easily initialised.

As an added option, the simulator is interfaced with libtorch, the C++ front end of the
PyTorch machine learning framework. We’ve already implemented a logistic regression-
based online classification neuron model in the simulator to improve pattern classification
performance. It is important to note that the simulator is a work in progress and
performance improvements need to be made through parallelisation and vectorisation C++
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libraries.

The simulator is able to run in a clock-based mode where neurons are updated at fixed
intervals, and in an event-based mode where neurons are asynchronously updated with
incoming spikes. In that regard, we implemented a fully event-based leaky integrate
and fire neuron with complex current dynamics and synapses that can have adjustable
conduction delays. The clock-based mode is particularly useful for neuron models with a
membrane equation that does not have an analytical solution, such as the model using for
the myelin plasticity delay learning rule presented in chapter 2. In this case, the solution
is approximated with a numerical solution that relies on updating the neurons at fixed
time intervals.

Decision_Making

CUBA_LIF

Parrot

ULPEC_LIF*

ULPEC_Input*

NeuronDataParser

SpikeLogger

PotentialLogger

Connectivity

WeightMaps

MyelinPlasticity
Logger Analysis

Normal

Uniform

Exponential

Square

Memristor*

Network

AddonMainAddonDisplay

MyelinPlasticity

STDP

ULPEC_STDP*

Synapse

Regression

Neuron models

Random distributions Classifiers

Learning rules Data loggers Other addons

Fig. A.1 UML diagram for the Hummus spiking neural network simulator coded
in C++17. Polymorphic classes that can easily be extended are shown in red. The
random distribution classes are used to initialise synaptic weights and delays in
methods of the Network class that connect layers of neurons. The only external
dependencies are Qt5 when the GUI is used (Display class), and PyTorch’s C++

frontend when a logistic regression classifier is needed (Regression class). Classes
marked by an asterisk are specific to the memristor-based visual data processing
system seen in chapter 3.
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#include <iostream>
#include "../source/core.hpp"
#include "../source/neurons/parrot.hpp"
#include "../source/neurons/cuba_lif.hpp"
#include "../source/neurons/regression.hpp"
#include "../source/learning_rules/stdp.hpp"
#include "../source/addons/analysis.hpp"

int main(int argc, char** argv) {
using namespace hummus;

// load data
DataParser parser;
auto training_dataset = parser.load_data("path/to/dataset/train");
auto test_dataset = parser.load_data("path/to/dataset/test");

// initialise add-ons and STDP learning rule
Network network;
auto& analysis = network.make_addon<Analysis>(test_dataset.labels);
auto& stdp = network.make_addon<STDP>;

// LIF layer parameters
int n = 100 // number of neurons
int tau_ref = 3; // refractory period (ms)
float C = 200; // capacitance (pF)
float Gl = 10; // leak conductanec (nS)
bool WTA = true; // enables winner-takes-all mechanism

// STDP-based 2-layer spiking neural network with all to all connected synapses
auto input = network.make_grid<Parrot>(28, 28); // 2D input layer of 784 neurons
auto output = network.make_layer<CUBA_LIF>(n, {&stdp}, tau_ref, C, Gl, WTA);
network.all_to_all<Square>(input, output, Uniform(0, 1));

// pytorch logistic regression classifier trained on output spikes
auto classifier = network.make_logistic_regression<Regression>(training_dataset,

test_dataset);
// run network and print classification accuracy
network.run_es_database(training_dataset.files, test_dataset.files);
analysis.accuracy();

return 0;
}

Fig. A.2 Code snippet showcasing the simplicity of Hummus in pattern recogni-
tion tasks. In 12 lines we can (i) read training and test datasets originating from
event-based cameras (Event Stream format), (ii) initialise a 2-layer network with
all-to-all connected STDP synapses characterised by square-shaped excitatory
postsynaptic currents (EPSC) and a winner-take-all scheme on the output layer,
(iii) use a PyTorch logistic regression classifier, trained on the output spikes, as an
extra layer of the SNN for online classification purposes, and finally (iv) we can
directly get the classification accuracy once running is complete. For simplicity,
we use default values for all functions but everything can be parametrised.

https://github.com/neuromorphic-paris/event_stream




Appendix B

Solution to the LIF membrane poten-
tial equation

The leaky integrate and fire neuron used by the myelin plasticity delay learning rule
presented in chapter 2, is described by the following differential equation:

τm ·
dV (t)
dt

= EL − V (t) +Rm · I(t) (B.1)

Where EL is the resting membrane potential, Rm indicates the membrane resistance and
I(t) is the input current at time t. In order to get an exponential excitatory post-synaptic
current (EPSC) shape, I(t) takes the form:

I (t) = Iinj ·
∑
i

wi · e
− t−si
τsyn · H (t) (B.2)

where Iinj is the injected current every time a neuron fires, wi indicates the synaptic
weight of synapse i, τsyn is the synaptic time constant, and H(t) is the Heaviside step
function which represents the discontinuous behaviour of a spike. For a single synapse i
and by focusing on the range [si, t] where H(t) = 1:

Ii(t) = Iinj · wi · e
− t−si
τsyn (B.3)

In order to solve the differential equation, we start with the standard form below:

dVi(t)
dt

+ 1
τm
· Vi(t) = EL +Rm · Iinj · wi · e

− t−si
τsyn

τm
(B.4)

We set P (t) = 1
τm

and Q(t) = EL+Rm·Iinj ·wi·e
− t−siτsyn

τm
. We can now determine the integrating

factor λ(t) such that:
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λ(t) = e

∫ t
si
P (t̄)dt̄

= e
t−si
τm

(B.5)

Assuming initial conditions such that Vi(si) = EL the general solution for the differential
equation takes the form:

Vi(t) = 1
λ(t)

[∫ t

si

λ(t̄) ·Q(t̄)dt̄+ C

]

= e−
t−si
τm

∫ t

si

e
t̄−si
τm · EL +Rm · Iinj · wi · e

− t̄−si
τsyn

τm
dt̄+ C


= e−

t−si
τm

[
EL
τm
· e−

si
τm

∫ t

si

e
t̄
τm dt̄+ Rm · Iinj · wi

τm

∫ t

si

e
t̄−si
τm · e−

t̄−si
τsyn dt̄+ C

]
= e−

t−si
τm

[
EL · e−

si
τm (e

t
τm − e

si
τm )+ Rm · Iinj · wi

τm
· e

si
τsyn · e−

si
τm∫ t

si

e
t̄
τm · e−

t̄
τsyn dt̄+ C

]
= e−

t−si
τm

[
EL · e−

si
τm (e

t
τm − e

si
τm )+ Rm · Iinj · wi · τsyn

τm − τsyn
· e

si
τsyn · e−

si
τm

(e
si
τm · e−

si
τsyn − e

t
τm · e−

t
τsyn ) + C

]
= EL − EL · e−

t−si
τm + Rm · Iinj · wi · τsyn

τm − τsyn
· (e−

t−si
τm − e−

t−si
τsyn ) + Ce−

t−si
τm

(B.6)

Solving for Vi(si):
C = EL (B.7)

The solution to the membrane differential equation becomes:

Vi(t) = EL + Rm · Iinj · wi · τsyn
τm − τsyn

· (e−
t−si
τm − e−

t−si
τsyn ) (B.8)
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Deriving GMM parameter updates

In the Gaussian mixture models (GMM) presented in section 4.2, for a dataset
Y =

{
y(1), . . . ,y(N)

}
with M Gaussian distributions, each one is defined as:

p
(
Y = y(n)|C = c; θ

)
= (2πσ2)

D
2 exp

−
∥∥∥y(n) − µc

∥∥∥2

2σ2

 (C.1)

where θ = {µ1:M ,Σ1:M , α1:M} indicates the model parameters. The prior distribution αc
is defined as:

p (C = c; θ) = αc (C.2)
where

∑
c αc = 1. The variational Gaussian mixture models presented in section 4.2 rely

on the Expectation Maximisation algorithm to optimise the free energy which is a lower
bound to the log likelihood:

F (Y, θ) ,
N∑
n=1

∑
c∈K(n)

p(n)
c log p

(
Y = y(n)|C = c; θ

)
p (C = c|θ) +

N∑
n=1
H
(
p(n)
c

)
(C.3)

,
N∑
n=1

∑
c∈K(n)

p(n)
c log

(
1

(2πσ2
c )

D
2

exp
(
−‖y

(n) − µc‖2

2σ2
c

)
αc

)
+

N∑
n=1
H
(
p(n)
c

)
(C.4)

(C.5)

where p(n)
c is the posterior distribution and H

(
p

(n)
c

)
indicates the entropy.

In order to reduce the complexity of our GMM algorithms we use an approximation
technique that avoids calculating the full posterior distribution. Instead, we estimate p(n)

c

over a subset K(n) ⊂ {1, . . . ,M}, with |K(n)| = H. The approximation q
(n)
c to the full

posterior p(n)
c becomes:

q(n)
c =

(
2πσ2

c

)−D/2 exp
(
−d(n)

c /2σ2
c

)
αc∑

c′∈K(n)
(
2πσ2

c′
)−D/2 exp

(
−d(n)

c′ /2σ2
c′

)
αc′

δ
(
c ∈ K(n)

)
(C.6)
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Reminder on posterior probabilities:

p(x, y) =p(y, x)⇔
p(x|y)p(y) =p(y|x)p(x)⇔

p(x|y) =p(y|x)p(x)
p(y) ⇔

p(x|y) =p(y|x)p(x)∑
x p(x, y) ⇔

p(x|y) = p(y|x)p(x)∑
x p(y|x)p(x)

where x is the cluster centre and y is a datapoint. p(y|x) defines the
Gaussian of a particular cluster and p(x) is the probability of that cluster.

The model parameters are updated according to the following equations:

µc =
∑N
n=1 q

(n)
c y(n)∑N

n=1 q
(n)
c

(C.7)

σ2
c = 1

D
∑
n q

(n)
c

N∑
n=1

q(n)
c

∥∥∥y(n) − µc
∥∥∥2

(C.8)

αc =
∑N
n=1 q

(n)
c∑N

n=1
∑M
c′=1 q

(n)
c′

(C.9)

C.1 Deriving the variance σ2

We differentiate the lower bound to the log likelihood with respect to σc:

∂

∂σc
F (Y, θ) =

N∑
n=1

∂

∂σc

〈
−D2 log(2πσ2

c )−
‖y(n) − µc‖2

2σ2
c

〉
q

(C.10)

=
N∑
n=1

(
−q(n)

c

D

2
2πσc
πσ2

c

+ q(n)
c

‖y(n) − µc‖2

σ3
c

)
(C.11)

= −
N∑
n=1

q(n)
c

D

σc
+

N∑
n=1

q(n)
c

‖y(n) − µc‖2

σ3
c

(C.12)

where <>q denotes expectation with respect to q(n)
c .



C.2 Deriving the mean µ 103

We now compare the gradient of the free energy to 0:

−
N∑
n=1

q(n)
c

D

σc
+

N∑
n=1

q(n)
c

‖y(n) − µc‖2

σ3
c

= 0 (C.13)

⇔
N∑
n=1

q(n)
c

D

σc
=

N∑
n=1

q(n)
c

‖y(n) − µc‖2

σ3
c

(C.14)

⇔ σ3
c

σc

N∑
n=1

q(n)
c D =

N∑
n=1

q(n)
c ‖y(n) − µc‖2 (C.15)

⇔ σ2
c = 1

D
∑N
n=1 q

(n)
c

N∑
n=1

q(n)
c ‖y(n) − µc‖2 (C.16)

(C.17)

C.2 Deriving the mean µ

Similarly, we start by differentiating the free energy with respect to µc:

∂

∂µc
F (Y, θ) = −

N∑
n=1

∂

∂µc

〈
‖y(n) − µc‖2

2σ2
c

〉
q

= (C.18)

= −
N∑
n=1

q(n)
c

2
(
y(n) − µc

)
2σ2

c

(C.19)

= −
N∑
n=1

q(n)
c

y(n)

σ2
c

+
N∑
n=1

q(n)
c

µc
σ2
c

(C.20)

We solve the equation by setting it to 0:

−
N∑
n=1

q(n)
c

y(n)

σ2
c

+
N∑
n=1

q(n)
c

µc
σ2
c

= 0 (C.21)

⇔
N∑
n=1

q(n)
c

µc
σ2
c

=
N∑
n=1

q(n)
c

y(n)

σ2
c

(C.22)

⇔
N∑
n=1

q(n)
c µc =

N∑
n=1

q(n)
c y(n) (C.23)

⇔ µc =
∑N
n=1 q

(n)
c y(n)∑N

n=1 q
(n)
c

(C.24)
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C.3 Deriving the prior distribution α

To derive the prior update, we constrain the free energy gradient such that
∑M
c′=1 αc′ = 1

using the method of Lagrange multipliers:

∂

∂αc

(
F (Y, θ) + λ

(
M∑
c′=1

αc′ − 1
))

=
N∑
n=1

∂

∂αc
〈logαc〉q + λ

∂

∂αc

(
M∑
c′=1

αc′ − 1
)

(C.25)

=
N∑
n=1

q
(n)
c

αc
+ λ (C.26)

We now set this equation to 0:

N∑
n=1

q
(n)
c

αc
+ λ = 0 (C.27)

⇔ αc = −
∑N
n=1 q

(n)
c

λ
(C.28)

Knowing that
∑M
c′=1 αc′ = 1, we can solve for λ:

M∑
c′=1

αc′ = 1 (C.29)

⇔
M∑
c′=1
−
∑N
n=1 q

N
c′

λ
= 1 (C.30)

⇔ λ = −
M∑
c′=1

N∑
n=1

qNc′ (C.31)

The prior update equation becomes:

αc =
∑N
n=1 q

(n)
c∑M

c′=1
∑N
n=1 q

N
c′

(C.32)

Mean µ and variance σ2 updates for section 4.3 are derived following the same steps, but
the algorithm uses uniform priors where: p (C = c) = αc = 1

M ,∀c ∈ {1, . . . ,M}.
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